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FAIERBRE AT, IXABIE rasbt/LLMs-from-scratch FIATHCHD, XL ER KK, 9H
A AR/ NATIR, FRIZR ISR RRIEE R, WIS MERR T RIS RS U,

ARG LTI 5 A RO BRI 5 B R A S °% 3] 45, N2 Sebastian Raschka B HIRFFEHIE
FEECE IR, AR B b BOA ], RIFVFRTBHEHERR TR BEEME R AR E AR BE
N, B, 5 H sk AR JEVF A] S BRI,

JEE EEfEHE % cdbd33e6d57a71e20ea31434841095fac50cecds, & Tk tamxf MRS, Bk A-E
FIAR G FENIIRNFEM KL, BRIREERZ reasoning-from-scratch /25 —TiH, AHHHESGARFIRED
FOEfT R, NMORESERECASE S

HEPHEBIRM KRB, REATONMIRRGZ, DA RN S A B IR . CPU /MERI A9 R IEAS
REVERARRIRE ), BUAEMARREIERASERN GPU Bl MR, W R ARISITHY GPU. 241, FiliIIZh
H, HIEREIMNE APT, AN EEN, A RA Sk H AR E LRI RO,

JERIEXHHIRESI T, HASCORZEBRMMEE RN, NEERPIT NEIAAR, RN
BZkan<; JeliAS BRI, SR, BdREVFrIg AR5,

IFE AI: LLMs-from-scratch,

11


https://github.com/rasbt/LLMs-from-scratch

MXAERESEE KRSFR]
N hJ
~
KES1Fa]

ARIEMS LS, FSHMEESH, EEJE: https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecdS,

CEERAIEBOEH Apache 2.0 ST, Source & HIRHEREE BTG E Ao RRHIRS TSR, X
RABATFIRRS S AT BIIR QRS PR R, SRIsk s RIS B e, IR, B
FRICSIEM NOTICE, A1 H#5IE a5 EIBRIARL Apache #24Y,

JRVFR] . https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/LICENSE. txt, 52#¢E|A N, research/
UPSTREAM_LICENSE.txt, JRHRASSZE G UL research/source_pin.json. research/

source_inventory.json,

EHRERE BUARIT. SRS SHI SR RO, IS, AR B EE AT, BT R
WRAIRAE S SRIE B L., RIS S =TT R F S8R EREE A,
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RABILAEHRARALR : JeFFEmA. BARES, MRS, RaM/NEREghit. H—K
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BHEANIERE
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19—-23

24—-31

KiERiE)R

M token FIFFEE 1. GPT. SEUKA
5%tz JeitEA ok B4R RS

A
Eo

F: GOAL MLA. b /AREIEE
J1. &RIEIRZESS MoE IR,

HRIL, RAE BEE, R, Ui
FOMERERTL S,

X Llama, Qwen, Gemma.
OLMo. Tiny Aya fil{ i@ LEL,

722, 189, BUEBUE. DPO,
LoRA. SHHEIFIFTEISLT,

HHIZTHAA N examples/core_training, examples/architectures. examples/finetuning M&AH>
B, SIS AREMINEGNER CPU f/Mil, FREREGY KRR, [EE s HIRR RS

BIE IR, AEEIKRE K “FraRFRESEN” FEEEiie,

UIZRIR TRE, BUEBIFAFFAISE D SRR, B RRIZEE. ERICREA. A, Bl
PURhF-. PRESRMERIGI; BHRRIZITRIRMEL, GPU, API sRTELMRSSIE TR CRIE,

EHFEIEIEE

IEXAER NS FHEARIEEE RS, BT SORERGIeSE, HAREPIISH TR, wRHAILI S
T, PARBSCAFRAE ZIP /. BLEFIAI AR B ERVEA]; NEERREE BT,
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MXAEENEEER F01E kEFESRENEISSHF

F01E FZEFESEENESSBR

BEFmMA “ORIRTBR , CiRE BT 0%t 1T &, XFEARSIENE IS
PANTHEEAVE XA BRI T, M ERRE, A BEREXEDEER, DA AR %
ke AFEERSIUFREEREE, FINeaAHEEI RS 2L, 5N EES T,

A A HE rasbt/LLMs-from-scratch FIATFERIES , EEEE N
cdbd33e6d57a71e20ea31434841095fac50cecds, Lif ch01 AHHAAE F &S, HERALHT S IFI
MR, Hitk, AEAHEREIT. REERMGSBRAARRHERNBENE, HARLMRE 1 =8
7, WAEFRBIR T, KR [EERA ch0l/README

—RFNEIEEAN. Whita

RIARKNN YV, —BOCRE G EEFH 1, .-y, BP T BE ORIV — 1 ZH. XH
) token 231l e KHIAAL, ATREZ— DAL TARI—#f, bR, AalRENUR UTF-8 FH B, HC
TIPS token BEAHREIER——KR,

BRI 2% 9 THE N — token BYSAFHER:
po(Tii1 =v | @1,...,2¢), ve{0,...,V -1}

—UHA B 2%, 8% T 1 token BUHIR, WIABEEKEMINE (B, T). #HALEF v MIERKLH Vv
MAREF—LHI 28, F54 logits, BN [B, T, V], softmax /e —4e8 iR, IR AHTA
(B, AR E R SR e — ML E R

B, SUEPIA token FIECERIRATUE “K7 I “F” “85H” . BV [L,3,0, —1] I, %
BAERIHAES, 195] (e 2, 1,63, e 4], FIRRAEAL RER—MECRSHUAELE], AR
KIESCRISH, DBORAR—TUR “I5 ; FRUAMTASEHF R, X2 BRI fl Rk
B (IR, 8 14 B4 AL,

1.2 MBERTN I ZE EG S 7S
eSSBS NI B R RTF

po(z1,...,27) = Hpo(d?t | Z<t).

T FoRIE ¢ ZHTIFTH token, H—TIFREGCA B RSC, AAHZYE FIERIATT S B RIAfe it Ik
PTG EEESOR, FFEAE ¢ BT R BB ATRIE R, X8, SN EASRERIN S 2IIZE
Z, MABEAERET— token A ZRE—" token, RIERHERDHLZ PRIEIX M FRAAIALH],
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch01/README.md

M AERE 1R F01E SEAESRENESSLR
FVr 2/ MR A B IUE Tk, BOONTEUE, SRFAE N RA:

T
—logpg(z1,...,27) = —Zlogpg(wt | <)
t=1

XA B RS ZE TE R B SERR BRI S E T m iR, EAAERNERR RS EE, B2
BROFEHNANNEE, YA SCARPREFGEE A, — MR IZR R E Z= T
X ARIEET . KRR L calc loss batch SIIIZIEIR

Bz, ([
i

g

Text Token IDs GPT Logits
UTF-8 [B, T] parameters [B, T, V]

Training: shifted targets -> loss -> gradients; generation: last logits -> next ID

1.3 W%, BOASERMBNRET H4

WONZE T EAAA LY, ERZERPNSIE XA, SORDPRIEFH R AR, TSR
VRS, FELHIATIRIEER T token HFR, HIIZREEAIZIE 152, BA. \I%E" RLEHHG;
MR B T NI R L I 2RI ELR R 2 RIS (4, EPRER S il 5 IR
SEEAA,

R g5 R (TR T BAUIMBM RN LR, A EH S, TARAMNIETZIMNIE P RIUEARATE
HEGERIE, PUTLHEIFERLER, B A R/F A B e RIS rE, RO IEAIRE ). 1T
XEEZRRTT, ARERERENZAEN 28 AR MR, IREE IR o, BUEA
THRERIEFILR, FRERFEY KRB,

ARBRE NRAPBIHUH], EASANLIRHRIHE ARG

B ER EiERA MR HITRIEL T RIFT R FHREWIERER

LR token FF%| RIS EYL AMERIETE R, Bk, PRTF
=

PN & EN Sk AEE 28 PREE, UREE, BRIERSTE

gt AL S5 m%E e RIS EY iR, padding. loss
mask
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/gpt_train.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/gpt_train.py

MXAEEIESEE F01E kEFESRENEISSHF

FivER HiEAA IR EMITRIE IR FHREWIERER

AR PERIA S RAR IR B token 73, AIEZETF AR MR, (IR —
Btk

SN T A R S AR SN Z GRS fERERE O, AT AMEAE
DR

1.4 “MNF" MiZitHEBRTieE

MERBIELFT A, BAEH PyTorch RSKRIZEM Eahflsr, EILERE, BRI, #i5, JIZR
TEAMA BSOS Hiok, IXAE, HERAT ARSI NIRRT B JEAREREH T4, softmax 71—k
THRIVAERE, RAAMVENFER, s RIEEIRMIZgE D EE,

BCE [ examples/core training/core.py {#f 16 ZERREUIRS. 2 B, 4 DNMEEJILA 16 1™ token HY/)
R, X2 GPT-2 WIZAE, ma— NG, aT7E CPU LisfTiufdl, EHE 7,264
n[ilZR24, 5 6 ERHESIX N, LRSS LFFESMEP4E/ N BB TN 55,

BALIGE ERENLR T 2718, CPU Zef2# 1, 5% Python 3.12.14, PyTorch 2.6.0+cpu, [EEFF
WBERHRI SR N EM, ARIEIRE. HERAEZAMHF, ¥ CPU, CUDA., MPS HIIXHITES 18
FERRE, A S AERCE qa/core training/results.json, %A NEMEAINE, WKEIBITHE
bl

1.5 EE—F A INIERYER X5

IR RGRERR I, BT, MRS, FEEREZRE CHTIEH, AHHEX IR
= SR AIEREAT M 4, BFERE-MIT, BEBITEE, BERNE R, 2
E# loss NREIEAS, FREEFEAAIBIRIATRE TR, RIE:  RIFpI BRI

% 2 WANE PyTorch BB/ IMIGRIAIER; 88 3—6 BIRCAR, EE ). Transformer | logits B4 E;
9712 BAMERRAR, BA7 LR 5 13 RGNS, MEFIS GRS, SR 6%
CREFTHA RS L —MRTPBHEED T ARSI, A s R,

1.6 £ 515FE
DA @A 7R,

1IAERA 10 1, AN 3 45, B85 7 1 token, HiA. logits. M R/EAE logits HITEIR T A2
Hta?

2. GRS AR SEAN B2 FORIR R, 2 5 V2 DA A B BB N SF SLERE? 5 H— 1R B,

3. M 2GRN REFAT IR Z A E, 1 B B34 U R 72
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch01/reading-recommendations.md

MXAEEIESEE F01E kEFESRENEISSHF

o Xor “CHEEINIgRFEAT 1 rRIEREHAIARK token”

EE: IROR [3,7). [3,7,10]. [3,10], KEEEMHIRHIART DU IS IMER, SRARENRE
HINZK, GERERBIESH, REMRERHIE MBI ] WYEHE ;AR — 5 A% H
1 token, fZEESZRIEHEMH,

SE5BEZILR
- [EERRCR chol: TEERE; FBEBRIIMEANDEX 7,
- [EERRA EYIZRIEA . AR E L EESERTHITVE Mo
- BRI, HRRBIESORE AN HNA R C RIS B R, EOEAH], BARIENARIEEE RS E A H,
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https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch01
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/gpt_train.py

M AFE R F028 KE. @IS SSNINLRF
$02F KE. HabfMHS=MIIZGHAF

IERESRELZ |, Jeib— DI RiRseBtIgk, REMRT, XM0IFRACF, AUEEE/ L
FTANGREPRIEARDE, AR, MR —MURAIEZIR, WIS PR EMNIBER, FFX 8
i, S HREMRE,

IR B appendix-A HIPN 3 notebook, Fifh DDP HaIIA K ZR>], AFEBDEREIXLESLI; CPU
KRS P BIEAEAR, A R H B SRR, [EERAR Appendix A

2.1 KERNEHRIE, IR, KEMEFHE

PREREINE [1, &R (01, MR (8,01, =4E5KE [B,T,0] EAPHIER FRILR, FHINERN
RHIESE, RS SXCREFLE, NEKE B CAENFER, — MR BHIR A REA IR, A

U,

FEECID @ F F torch.long, BRUANEIEE HIZ AR, BRANEEMGFEESHENS

¥, .to(torch.float32) BRZEFAL .to(device) BUEAFHUILE; PR (LHL N A BARHIE .,
torch.tensor(numpy array) E#l¥#E, torch.from numpy(numpy array) fEZFFIRH T HEREN
7o IEETEEMN, EEMEHHM SR KR, PR E RS Rk,

TEFE A € R2G FIHE AT e R32 MR, 58] AAT € R2%2. & (4, 7) WUZWITAIENSM, A * AZ
BILREE, A @ AT ARXHEFEMRIE,

reshape NETHE, 18 [2,3] BUK [3,2] HAZIZEMVIRIIAFEHIIRN, 7 N5, sKEH EEE
WAELL, view BERFIUIRS R AW IEIER, reshape BENE M, KtiERSHE HM
.transpose(...).contiguous().view(...), FAIHIRHHE arange(6).reshape(2,3) &, H
view(6), HASLfi&EE1IR; reshape(6) R[] [0,3,1,4,2,5]1, FH&AERZEIBITIT,

2.2 hA—4 sigmoid FEHE

BNz =13, MEw=0.7 H&Eb=—-0.2 BILREy=1, &£&H logit z = wz + b = 0.71,
BRI 0 = 0(2) = 1/(1 4 e—%). 533N

L= —yloga— (1—y)log(l—a).

B A RERTEN:
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https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/appendix-A/01_main-chapter-code

MXAEEIESEE F02E KE. BHDSRIGFIF

551381 0L /0w = (a — y)z. OL/Ob = a —y. A1 H floate4 SE L = 0.3998789998,
OL/0w = —0.4284784922, OL/0b = —0.3295988402, HuLZE7r

Lw+e¢)— L(w—¢)

=106
2¢e ¢

5 HIMINLEIRELN 2,19 x 10~ EDHATRENIT; SN IERSEHE MM HETE T
BAAT,

ket sigmoid B binary cross_entropy, LEMERGHAKHICARBEMAI UL, SERRSCILATHEM
& binary cross entropy with logits, EE#EATHE L 0 50 1 FUBEREENEL, RATEHZ
z, THEFISE sigmoid,

gradients

X, W, b zZ=Xxw+b L = softplus(-2) update w, b

Fory = 1: dL/dz = sigmoid(z) - 1; dL/dw = x * dL/dz

23 HEEASERREMISEZHE

requires _grad=True REISE S Xh iR Elo %W@ﬁ*@@iﬁ?’ﬂﬁﬁ,
torch.autograd.grad(loss, parameters) JR[EIFfIERAVFEL loss.backward () NHESERMEHF
ZH) . grad, [F—5K B R RISE SO E 1R A E R, P BRI 75 E R B [ B EE i A,

XEEMANE WIRIE, $—, retain graph=True 2R HEE, =2 “iblZ&kicEnE” . 2,
optimizer.zero_grad() {EZHE, TRIETHEANE, HREZIHZ MR SEINER; XAT
EAENBERE, WrlaERHR, BEIERNMERPIEER RN, TRETCFEA R/ N
O ESERE DN,

RS torch.no grad() fFIEICSRRIAE, TTEMNTE; model.eval() VIt dropout. BatchNorm %2
AT H. MEMAFRNE, —M™NM&A dropout B/ NS ATRELEEE IR F AN E ~HZER], 2T GPT #t
IR E A AR
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M AFIEFRE $028E KE. BHDSRNIGFHIF

2.4 A Module AR =EM%

|3 NeuralNetwork f#fH Linear - ReLU - Linear - RelLU - Linear, FR%EEMCH 30, 20, HiA
[B,50]. Hith 3 28I, BEMIKS AN (30,501, [20,30]. [3,20], fWESHIN 301, [20]. [31.
PyTorch Y Linear fR1FU/E [out_features,in_features], HIMAMHYST XWT + bo

SR E TR E R
(50 x 30 + 30) + (30 x 20 + 20) + (20 x 3 + 3) = 2213.

RIRERST A3 B 2 e 2 KEHHE, WA

(2 x 30 + 30) + (30 x 20 4 20) + (20 x 2 4+ 2) = 752, H sum(p.numel() for p in
model.parameters()) MISZIMHEETF, HA requires grad FISEA MNIT N “AIIIZ4SE” | HBE
5B A7

super()._init_ () EEVEHEAWILEL, fEEMFE nn.Sequential B, PyTorch A GEIBIFREIS L.
P, BahREMREIRES, i@ Python FIER AR ModuleList ARFEIEMFEER, X2 BITH
R IR BRI B 1R

HiHUE logits, 250280, cross entropy(logits, labels) PERE(TRE N log-softmax, RFMIZE
AP AE#E argmax (logits, dim=1); softmax fREFA/NIT, FIIEHEAREE argmax HENHHE,

2.5 Dataset 1 DataLoader 35fa={t+4

b3l ToyDataset. len IR[AIFEAKL,  getitem IREFEEITHVRHMEFAIRZ; DataLoader A REU
fA#TEL. ftb. IFATIER. FEEAR, #HER/N 2, A2, 2. 1 =R, drop last=True MHBREE
—it, gi—K/N, HERDE AR, WIFREE MR E TR,

shuffle=True FTELAVBAEARVIRINGE, HEABRFHESRERECN . BURRDE, num workers=0 B
Ao, BN A] RE R MR S HNE S A2, GPU BUREMFERIFE pin_memory B RE &k
B2, {HFE CPU /Nside AR fRIE,

HEWRR N R IEWREARL, FERDASKRRACEEEAEAR S, XAV BI0N 2 F1 1 HOHER, P
HIEMRRG R MR SNE, DINEEE2 BT RE, NAEIZRATE R drop_last 24T
BT LU

2.6 g—SEMMBERAMLRE

SERESI UL examples/core training/run checks.py MU 2Re8B, D40 T

I
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optimizer.zero grad(set to none=True)

logits = model(features)

loss = torch.nn.functional.cross entropy(logits, labels)
loss.backward()

optimizer.step()

backward TR SATINE NI, step IZIULILasMNIEFZE, MT SGD, 0,1 =0, —nVeLs, N
BYR, NEAER loss Ja, RIAHTFEHHENZ 5 1R E,

ABHVNILE Sy 2-8-2, PUDFEARTT BN MAR MBS, #3% 0.2, YIZk 40 o SR
0.5594008565 [#% 0.0106433481, PUMIZRFEAR BRI HIEM, XRIUEIZRAIR, HARD HAHE
%, AREFDRENIZACIERE, BRI AIIGRREAR, PINIAREA TR RS [RIFERR AR

2.7 (RIFHIEMPLERTS

state dict() (RIFZEAIFFA buffer B4 7 KikE, IKEN T MHFSH, £ load state dicto X
TRAFIER JE AR E M FT AT, AR — @S IZRPUE,; SRR TFREMNMIRE, EIRME.
CIH RV EBUR AL B AR RENLEORES. 58 15 BEIEgRIT,

WA torch.load(..., weights only=True) MNEANE, APFHIMNEH NICRFRIRN KA A,
FEsk B | CPU, X MEWHE/ N HLIIPATE, NEWE ] AR E A S AR50
17, WEJ5 logits lAZEN 0,

2.8 MEigEEI DDP, K32 HRMEH

% notebook #UERY, FHEMFRER RN F— . WMFEMKETBIELE CPU fl CUDA =i
WEA—E; F—BRINSERE AL, torch.cuda.is available() BIBfTHIFKE, Af
NG CUDA I3, RREHHIZESE CPU #9593 <k E GPU i,

My DDP AR ERMER: FIaaHiRd, &5k GPU — i, A MERERERS, H
DistributedSampler XI3FEAR, EBIAIEEET DistributedDataParallel, RIANTFEIGHRE, 45558
O FE2H, DDP-script.py FJ mp.spawn JEZf); DDP-script-torchrun.py M WORLD SIZE, LOCAL RANK E¥
RANK BEEUS AR ACE, I BAE &S8R CER BN A, BN rank 5 GPU S5 &%
[, ZAl42)E rank FIAH rank FEETR .

sampler.set epoch(epoch) iL& epoch AR ERY, BEHE—ZEIFTELIINI, DataLoader LI FEE
M HECEH shuffle, BRIA 0 ZCRAEATRENETT & HAREARBMANESFEA; FhN L drop_last, SEFR
WERTIHE IR R ST LR, R NEEE N 2 T WK GPU B E 14 MR R, WHH “GPU
BE” THINEWE R EZ AR,
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MXAEEIESEE F02E KE. BHDSRIGFIF

S IR RAAR, PSR TR TRIRTIIRRE, FREARCRF, £ 3, gr FETHAEAR
IR 2R VA, TR R AR RS RS R BNER RS, SATENMEA rank RIIZRERRNZ2 2R
fabr. ABIALREE) DDP, MHXMAE T MR, RIZTTHIREFRKZ,

2.9i817. FIE5FE

FERCERIGR H FBlT:

python examples/core training/run_checks.py --output qa/core training/results.json

NG R ZALVCEL PyTorch; ARFICRAIRANIZITHEERE QA H, ZmL A NEEWE, HEif
[EE RS, ATLAMN - -upstream runtime sources/upstream iZfTE8 6 FEHIN A,

i AL A2 BIREEE 2 AI4E M Python IEERKG R ; A5 30 BEFUIA, A3 SHIHEER
EAE 2.4 5, A4 H#E [100,200]1@[200,300] A CPU/GPU HFEl, (ERAIE N FRRFFZ GPU, REE
BTSRRI 7] 2 SE Rk E]; AR BARPITIXI GPU Fe#s,

KhFel: FFIGRIEARTE R ENERAIN, RN 288 IR A E S T8 MR S8, Hik
drop_last=True (#AVNATHER, REMBSKE, &R SLITENEDEHREIN grad
len(loader), &%: BEXEHVREM, B UCRIBBESHHEE M, KNS MBS A il
Ko MEARMIMARR S — DB EHH LR .

SE5LNES
- Appendix A Part 1: 5Kk&. HZAFE KA B, W%, BdE. I, 77
- Part2: WIS GPU Z5(R, IESCIARIRIZITIAR,
- DDP EaililiA: AR, RS, B MR,
- S, BEEAFAER; ABEDERL
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/appendix-A/01_main-chapter-code/code-part1.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/appendix-A/01_main-chapter-code/code-part2.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/appendix-A/01_main-chapter-code/DDP-script-torchrun.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/appendix-A/01_main-chapter-code/exercise-solutions.ipynb

MXAEEIESEE B 03E XAEMIRY token: XK. BPE SHHFS

F03E NAFEHZH token: jFAR.
BPE 543% 5

DG REENAENE WG LNA” |, TR E — B 1 B U Al — R R, 1
PUE R SRR LE T O AR YIRS REROEHRPN D ID, S S TR A B R NA 2 45 T (7
H, AERRANGEE, & X BESHiL,

AEEE FiF ch02 3 notebook. K4k dataloader. I8, DAR N2HH 1 BPE A,
embedding X8, BEEN. HE BPE MBS HMN V3, LB ANE R By, 16
CRBIBETIR” RE R “FAFTA Unicode 8¢ GPT-2" . [EE A ch02

3.1 - RN 531723

M re.split JAAIRAZ MR MAE R, ENFOEP RS S SRE MR, FIiZ =SSN SUoT
“Hill, Fille 7 I, ATARANEESE, fRe. SHMZFREE, ERZFREEH, BREsMRR
strip() JEEERTH, MRKAKRER TESSMH, GHATER.

kil simpleTokenizervl BUJGFHI R ERAE. HEF, A enumerate 42K str to int; J[AI57HL
int to str FIRMEH, HEFF(ER—IREEEM ID 2ECRE, (EARERIEHRIERSIH ID 12, encode Xf
FAN AT, EEIRWIASHE KeyError, decode FAZSISHHE, B IENIMIERES bR s mi 19 254
XE—EHREEMN, TR E RS,

V2 #500 <|unk|> Rl <|endoftext|>, AT ILARIIAAN MG, HHEATARWIAKRKF—ID; JFHER
IWSAS, # CHLIT M il #AAAEIART, TS ARBCRANA, R A AT RERS R, —
MR A g A RET E R R

V3 SERAMEPE AR RE DR TR B, GRS T, s v fiER. =R
AR BREERRS, MR, Wi NESS, BMIREEHRR, RAEHEEK, Kir2
FRIGER AR, V3 IR

3.2 RS RImN, FREEET

BOS. EOS. PAD. UNK ZAlEHTFIIFE. SR, TR ER, (EIFF MR X PYRfH
SAF S, GPT-2 ffi[ 50,257 WiiAl#E, H <|endoftext|> ) ID } 50,256, PAD 5 EOS 27 A IFE=E
1D, BURTEIEMIBILIES BN RERDY 1D MR R L g i A B — i 20,
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https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/06_bonus_simple-tokenizer-v3/simple-tokenizer-v3.ipynb

MXAEEIESEE B 03E XAEMIRY token: XK. BPE SHHFS

MR —BEE @A P PR SRR S T E TSR, B REVE: e hEi@Esrimeg, T2
fif R al token, _EIff tiktoken /RAIEIL allowed special={"<|endoftext|>"} TINFVFIX—I,
TR SCARER G AR VR HIRT 5 AT B SCRIA SRR S X I, AP ISR A
HISCARAR B TCiRgnts, e 4 Al LR E R R AT 5

185t token HIFEM “XEHBILIASR” | FAMMEILEENE N E 00k, S5 RS SRR
B, CEME D PERIIHEN, XD XA SENBINGAEARDHE, BSR00E A5 EAR.

3.3 FRE5FAXAF T BPE

UTF-8 A w717 74, BDNFEWNE 0—255 Z2H,  “lI” &—1 Unicode F4F, HIXN =/
UTF-8 717, HUEERBEFELNTN, RE—NE2EE 256 fitas 1A REFRRERAEM UTF-8 X
A, H—NHEE chr(0) & chr(255) BFRFIERIZRIFAZEN,

A5 ByteBPE ELIZ{RIF bytes HEL, M 256 DEAFIITUE, fRASHSEIERTE token X M YF T HHEE,
BIGA T UTF-8 fiithd, AEHEA token BAMARILEPHE, KAN—1 token FJRE R & HENFLRIH—
RSy, BASRAERRD 2 A Bl R AR R AT

GPT-2 BT gmttes ] bytes to_unicode fEFTA 7 A UM | — 2 AT TEN AT, G2 A2
FRTINFFRLH, XDPRFFNRE TR, BRIk 6 HHTREZEETT; B R RSN
MR, NEEREMPSCARBA—MET 58k Lk GPT-2 4wtdas

3.41)II%x BPE: #tH%, BILESHIR

LBEFY a,b,a,b,al, MY (a,b) HILMIR, (b,a) HHILMR, FFENEFHFINEFEGERE, SNA
[ASCELRTREZEEIANA ID, (RIZIERE (a,b), 72HCHT ID ¢, WERGTLEEEH, 5% [c,c,al. FHEUH
B, BEERNEFNRR A SR RS,

XHR) “TES” REZE, F5 (a,a,a] HWMELE (a,a) U E, H—-REFHR&EZSE] [c,al, THER
IHEARRIAY a P, THEUR AR, R A BB RS

AFLIEIINZRRNR : IR R =AM ; BERIFIINAL N MR 787, R EFF /DRI
AN o IXFE EFRIAR KNG IR, ARIEA#, H EW low low lower low\nfEWl JIIZk, Tl 274, X
M2 265 WUAR, 9 IXGFF. LiFES BPE BIEILRNAE, A I4RSEFH MBI — KA, TREE
ARBHTRZR AN ERAIE 1,000 BURH,

fRESH Counter(zip(ids, ids[1:1)) EZIHEL, merge RN ZNIEEF—A&8 Mg, #7 token MIF 1IN
BN IHR BPHE, 528 T examples/core training/core.py, IXUERIVEERIZA MK IR
EE=

24


https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/02_bonus_bytepair-encoder/bpe_openai_gpt2.py

MXAEEIESEE B 03E XAEMIRY token: XK. BPE SHHFS

3.5 wiBBT At AB/aFHHE , FEMlGk

NRBLDUE TIRLEARRME e G, g —BrCA gL, NAEH CORFRIRN], AR IZIXBCOR
FIBTREHT >, EMFE—A token ID AR K B ATRER A RN

REHGIH (b,c)-u, HEH40; (a,b)-v, HEH 1, HHIA [a,b,c] MIEEHHRENGY (b,c), 5E]
[a,ule —PNEFGE R GHNMILZGHNRIERGE (v, clo MEEATREMHDEISL, fH token
FEAIARTR; AERTA— I ZREE Y, X Rh 22 A RE R,

A4 encode FHALHUCL ATHHARN SMNIEE GRS, ERERFAEIRHN, HEFFZNHIEAEEH
BN E., GPT-2 Encoder.bpe thPARAR rank &5, FHHIERF G R EAAFM R R A B 7R
TREIERE, VAR RIDEE R,

GPT-2 #£ BPE ®ii G IENTs A A4S . 78, 85, waf= 3R, BPE REXLERES
I, W, (AR —RRMEHINGAR B DURIEFEZ; WA, i, BRrrS s Hn) b
AT

3.6 LiFfhEE BPE RYAEFISLNA 5

bpe-from-scratch-simple.ipynb {RJC/EREHES M vocab, AR, bpe merges, IZRASH
find freq pair 1 replace pair. find freq pair i42%Z most Al least PRIMET, AETEAEZIRES;
2P B B AT AR A AR, IR [E] None, HARMSERIZIEIL . split() 430, JELEEAHATHRIEE
Ko EMNFRMARTEE UTF-8 FiE &M sLhinki AR, ARU Unicode F4F Al RE i,

5 2% bpe-from-scratch. ipynb /Il pretokenize text, FAMEfEZ#H%. LF. CR. CRLF; lZk1E
AR BN S S, S TR SR AR X DA R A S8 AR I

load vocab and merges from openai i$2HY encoder.json I vocab.bpe, REEE /7 &I rank, FHIRIE

BAT R RFAIREE /AT SHEE IDs encode Sete B EEARIART S, FHZAVFIRT S, Hid@Esr s
HENE L, KR RS R RS 7T DO S AT S0 e UL K75 B AT S

save vocab and merges {HIRIRMEIEFNERS A JSON; IS JSON MR R FIFE, A RIEEEL,
get special token id FHRFE ID, #lA—MARIVIAREH I ZREERMNEL, %17 MNIHEIFANIH
TR &RAZHIMGE 2O ER N REME, M EEEE RS2 I EE,

8RR HCY AT A ERYIES GPT-2 B, AR CKRENZRE L, BEEING—D/MAE
%, BITRANRER, 455 ga/core training/tokenizer probes.json:

LD fal B kR iR S S hRfES L]

a»b\n a“b JFEREIRE 5 IR SRR AR T

a\tb a“b ab tab A e R A R
A
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A 21 8 R AR 6D B RhRARED WieA

E E £/ BI85 ID 198 55 77#k
17 1D (W& bz

RINGFHF “IL” i i3k FRAUAEF T 27 E
=23

TP - VAT R, £ B EE 4R decode LT ID 198 4#fT, TE MNEINZRN
chr(198) 1E4F2 Ao IXHHFAGE BRI SCREGINAE R, HBRHINEE 7717 R IR R E R e TE & H
THIAR, ARFHREE T, #£1E,. CRLF., ELSHAS BRI S ¥ BAREMAR, HE%
AL GPT-2 IENSARZERITT S, PR AE PR token ID 34

i tests.py REEEINZRIAR, i token IDs, FRmRAE. 17, S HRF S, H notebook
SABPITREARSEIT, AlREfL NEG ABRA BERITIZIMAA T, FAMHITE AR
B, TEEEE 5570 tiktoken MIAEMNE TARIZITEE, EEHEMNOLHE encoder.json 5
vocab.bpe, FItAYHHELE GPT-2 Encoder BEEEEA], B /SNEMA. MU&KEL, 285
HATREG ID MHE; W SOMRIBTER GRS TR, ZUAERACRITART; tab R8BI ARER, 4R
W, source_variant_checks.json, E&THRFEE, ~E2eEHAMEIERA,

3.7 L3RRI LRGSR, BILREE

Lt B notebook LG Python GPT-2 4wfdas. tiktoken. Hugging Face i85 fast 731dl 8y,
DI EERRA, SefmidE—RSCAR, 2ot ID M, HAE RSO, X2 a0 ; Ml AamE e
PR AN RE EL% 2 R R — 1155 FLARE

PR RIS RIS R, R MUV S AN FIN, Hugging Face MRMHETUE S
LB, AR token B, stineit & notebook BRI, HEEEAIE NS
Python BiA, i RS NERBE RIGIRRESE, A SEINKEERORR R, I BT
L.

JRUaSRILD AN get encoder HIEHUIAIRS S H M, download vocab 5t NE; WFHN I,
notebook FEM IR E A, WLEIERIEEBNIFRREIRS, IERRBMNBEINNEIERE,
RERMIRIE, LB TEEL, NRE NMEIXRE S E T HR,

3.8 BEAGMEREMNESR

L5 ID FAIKIEN N, EFCKIER T, HKH s. BORAN i =0,8,2s,..., W2
i< N—T. SR

Xi= (wi7 .- '7$i+T—1)7 Y, = ($i+1, .. 7xi+T)-
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AR MIRE (i, REUE 87 o e MICISkBaksNiTm, 5 e e,
N>T+ 18, GOSN [(N—T —1)/s] + 1. %5 T A token, RGBS, Tk
ISR,

AP 010, T =4. s =3, 158=%H%iA [0,1,2,3]. [3,4,5,6]. [6,7,8,9], NMHIR

[1,2,3,4]. [4,5,6,7]. [7,8,9,10], WIS X[:,1:1 == Y[:,:-1] BERCENTRREAL, (HIEN AT
BIGh%,

Context length 4, stride 3: target index = input index + 1

input i=0 - @

target i=0 -
input i=3 - @
target i=3 - @ @

ki dataloader H% notebook XA 0—1000 HIET, B SHF 7 iAes, KXW stride 1.
stride 4. #it& 5 shuffle, XMIRELENITIERER: BdRE TRNE, SLEEREEL, NOFENHE
# BPE, E4ihR dataloader.ipynb 5 R ALRF#HIE Dataset/Loader #11; ZRRAEIANTFTEL. A
ERJa—#t, SERARERIMERE, i “H—H#" Mg —RE,

& L E B IAER token #NZRAEL, ERTREA IR, (EIIZRIIER] 3 E R TSRS E &S
AKX, BESENEREEL, SEAEEE BRI EIZ. BRIk, TR LR SCATRE% ]
M, WIEFRZIRT,

3.9 Embedding EaIZRAVEXITHE(E

HE V. MARE D MNEKE B e RV*P, 1D NARZE 1T E;. #H one-hot {TlA1&
e; € RV, Wl e, E = E;. XIEAERS T BLMMBERE BN, LRERATEMERETIT
o

ki embedding Xf &4 Linear.weight 4 embedding.weight.T, AN Linear PN¥R{EFHANE L &,
& ZFEERE -5 wIga bR, TR A BENLEGHE 225 AT DA E] . Eheit i 2 NS iR E,

RIaEE, # ID 2 IR, BFX By BIRREE RN B sTBRAFT; AR5 R RATIEIX ML
embedding il FHEEE NE, EHEAHE L SLS A embedding HE=AE, RO AL BIRATIIAT
REMEIHY softmax IRIGHERE, NREHVESZ EREICERAME, BAH floated & [2,2,6]1, BR
5 one-hot #fifAl, BAEIRZEEH 0,
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3.10 IMAUERAE “fEH)L”

HHIA ID EFIMHFEAE, 5 token embedding X7 /MERIRIIAL B, GPT-2 & ATIZRATZA X
WVEHEN p e ROXD, CNEPXHER, WAN

Hb,t,: = EXb,t,: + Pt,:-

token embedding ¥R [B, T, D], fiEF&E [T, D], MHIMNTEHIXT &, & ID Mg
arange(T), MMi~& token ID, WIZN WIS BAIR, EREMERSIEN C 2R, K EIXH
T YOS N BALHI, 24 DataLoader — P KRBT,

3.11%3., RT-5&EF

RS 2.1 H— PN FERFRF BRI E SR, WIH—DNRIE R PIHEA FiAdH R AEERIR 7
MR A e B R, 453 2.2 B max_length fll stride, WEMIAGE I, HCHLEILAH 3.8
MRS BEERIE,

HFER—: HiE [a,b,c] BREEIHIN, 1EMWERIAEIFS5T rank B3 ARE, 8RR IEAEMEFT
HEZHEE, BEiE3.50 (b,c) 5 (a,b)s

FhFER - ft 25 token B UTF-8 MR RERIK, TR MFHIREME? &5 token IS AT DADITEZ
FRFAINER, BRI 2SR,

Mg =: N =11,T =4,s =4 HJLMEO? EXRN 2, EE 0 4; Eil 8 IH L NFIAR token,
KhFEEY 45 V3 —PNARAENZRARHIIEN tab, RESRIEFAEIR? AEE; (RE D FRIFIEERIARE
#=HIZF B

1217 EWr S A python examples/core training/run checks.py, #5 CAFEEIRL, 21T python
examples/core_training/tokenizer probes.py runtime sources/upstream qa/core _training/

tokenizer probes.json AJE & LA LiFBl; HIASHIT FEERTT,

SES5TUES
+ & notebook 5> 1ENI, AR, FEARTS. WE. A, VE,
- BPE AHEF] GPT-2 dmfdes: ML, rank, 2617, SCHRMNEFIHA R,
- embedding XM, FFEE,
- MilRES BPE 5 EX 2 BIIFIE 7 MEEER, KAEETEE Unicode %,
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https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/01_main-chapter-code
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/02_bonus_bytepair-encoder
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/03_bonus_embedding-vs-matmul
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/04_bonus_dataloader-intuition
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/05_bpe-from-scratch

M AFIEFRE F04E MINFHRSEEENSREARED

F04E MNMINNFIIHSHERNSERAED

— token RV R E SR E H S ID B, ERSE, EFZERESAT LN CEFTHAE
Bo FERNNEARINERE: HAIERE— MW, A NAIUAEST, OO BERIE, HEE
JETIREA B A,

EiliF ch03 WA RIIERBGERIRBURBI, BEMA Q. K. V. ERRH]. dropout, #txfzk, &
BERERXFIESIUY, %5 BHEMSARSEHUERMARR—H, I notebook

4.1 SN FIE BE

=AM 2 = (1,0). 21 = (0,1). @2 = (1, 1), EHE @1 (EHEH, AEUEON
[0,1,1]o ELEERR USRI BAATE LRI SIRI S 1 M98, (EBEIHM R R h Bk e SR & 3L,

softmax X534 85 ® X

e’

Sopes

Ozj:

SRR, AN 1 B (1 e, e] /(1 + 2¢), 297 [0.1554, 0.4223, 0.4223], HIALE LR

z1 =Y az; = (0.5777,0.8446).
J

XA E I EHFRRENE, AN = rERRE—D, REEAWNEEAATH scores = X
@ X.THUX, £ L FXmENZ softmax(scores, dim=-1) @ X, i —#EBWEWNNLIE, FrlCAE
Z4EH—1b,

X € RT*D, »8ICRN [T, T): 1TRRHERNAE, F2RMEENME, & softmax K575
FIARBAMIE IR, (HEdEZ T “PERECENEN 17 B L.

4.2 At aikER. BHE

FE—f A2, BEAE, RET “EBFERE” f “RB2aNE” FRR2E. I A= DAl
it -

Q=XWqg, K=XWg, V=XWy.

X X 4 [T, Dinl, Wos Wk 9 [Dinydil, Wy H [Dinydo]oe QKT 2 [T, T), B4 7 = AV i
[T, dy). 254558 BRI A B AR, RSt — R SR AR, A% k9T
A, AR,
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/01_main-chapter-code/ch03.ipynb

MXAEEIESEE F04E MINFHRSEEENSREARED

1T @i A DB SR BERE B RER; b REME jEF BB MRS, v REELEN
FHE, EMHEFE—MABGEME, FIEREEER. KERANARFE RS EER B AEFH,
AR INEE RN, NRRE NIRRT REMRE N — DA L2 LHITE

5% selfAttention v1 E#FRTF [D_in,D out] [ Parameter, I x @ w; v2 f#f nn.Linear, R
BB, MRAIGEAE, tHE seed MRUESRMIE, LilFESTEHE v2 =M INER EE RS v,
o UER IE AT JR Fe e, A2 AN RIBEA A A 2 Rl T HH — 2

4.3 ZEREFRESANGE

BB AR AN BN, IENE, HEN L Bl = 2% gk, WIEN 0; 7EIXLE(E
BT, BNRRITGTEN L, METELN dy. TEEBR, 7HHEZ HIURRIIERZE, softmax i
AR oA, B BN

BROA o/, S5 2 L] 1

-
A = softmax <QK ), Z = AV.
Vdy

AR A MR E) o BAGLMNT, TR — MERIWIE I RS 2 RER A KA %
dp, TEEHMEKNENEERE D, Elf4aiscsl

4.4 EREE A+ LRBETE softmax Fi

PALE § B9 —4 token I, RAWTIN j < (AE, &I

= {0 35t
—00 J>1.
T2 A = softmax(QK " /v/dy, + M) BT e~ =0, #OEAENAERIITHR, FARAEAIEH
H—1k, AT torch.triu(..., diagonal=1) ARIC™H L=, T masked fill(...,

-torch.inf),

GuERIE softmax FHEARM BET, F MHUNEER AENN L EFcRmiXMrirbRE, BRI
TR, fEH softmax AT, FEAT, FEMIFETIH—LAISEERZER, KhrkEr
R RIETHFRICHACRIER, HRZEATEERE T,

MALARE R B0 2 VERENAC, WRBITEENTTY, HiE softmax &I NaN,
padding mask 5K mask BMEHATEE £ 51T, LHEA padding, RER KA MR 2R
BATRGA RFIALE,
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/01_main-chapter-code/multihead-attention.ipynb

M AFESREY F04E MINFHRSEEENSREARED

Full causal attention

Chunk after 3 cached tokens

Query row
Query row

Key position

0 1 2 3 4
Key position

B 1 A E5EE). RS TREBNNAGNHED; GEIRATRETRSE 8 ERRFR:
EA=MMIERN, B —TalEWNE, ARNES —SIEFTaE = A,

4.5 i@ (Ee R RN RIS

RHPIREMm AR AR, EANREZ: REFRIEMIENE, EHRNMEI BRI
a1, miP RN, BCESKISH [B,T,D1=12,6,121, 313k, fE float6d, ITAERERITHUTIAR
2, RKHIHZEN 0,

XA A] DG SRR : FIAR BRI A NARBAR R, TEIEKMA dropout, 35 F4[F
—REHLAEN, SURXETERREYLZE RS TIRERM, (GEERDEMHTEIHR “BE G =R
QXA T A T 5,

4.6 dropout HARRIFEITINEMRTFH 1

TR softmax JEANIATERE ) dropout, DM p ZFET, REATEEL 1/(1 — p). SIATHIERE:
A, AH—REARRFEFRATAIRT UK T, /NTEEET 1. ik, softmax f5. dropout i1 THI;
AT dropout [ERIREITHIRHIE softmax FiH,

PR dropout 2%, nn.Dropout ARM model.eval(); FEEEpRE AR 7R EHHE BUEMRIE
790, 555 FRUH, dropout T2RFSEER, MRMERD R H BIFIAE ar R TR

4.7 i E#RFZ 1%

@A X € RBXT<D, St &N D,, k¥ H, B3R D, Rett H bk, ©K5%EE
d=D,/H, Q. K. VSE&¥K [B,T,D o], HHAIEKN [B,T,H,d], KHEAAINHIFE] [B,H,T,d],

IR R ST E BB LR, 8 SKARAZHEA T :
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1
Sb,hij = Wi E Quhin Kb jirs Zp i = E A ni Vo
v 7

DEICIRE [B,H,T,T1, L TFXE [B,H,T,dl. XXH#[E [B,T,H,d], {EH&EMN4EEIFHN [B,T,D o], FHH
IR A R RELIE A,

i LAY MultiHeadAttentionWrapper SEfl{b. 2 M7 CausalAttention HHHE, B d out XoRE:
AR ; 52K MultiHeadAttention HY d_out FonTA kAR T &, ZFHHEE, &SRR, 7Rk
FIATIR, SANERHEET K H &, SS0REINEERSL, 57 SR RN 7 AE R A]
FIRMIFE TR,

4.8 R ESL M EHFMIRE—17

core.py Y Attention U= {3 G Linear(D,3D,bias=False), chunk(3,-1) 77 Q. K, V,
P reshape I transpose 733k, scores FE/GMHITREE, /K future buffer #HFEAITTA,
softmax J57 V, W&, 8 8 BB THIMEZN cache 28, % cache HiEA
EA RGPS S =

JE4ikR multihead-attention.ipynb [ Variant A {8 #3k3 @444 CausalSelfAttention, F7E
wrapper PHEGFIMIA M L5 ; T notebook & FHY wrapper X HIX—Z, Variant B NfEH—X
B EHRLE) MultiHead Attention, E4ERGE H4Z5E 3 BHVEME,. token 517 E embedding, Al

RER B SR A

FRE WA R LR F5 R SR PyTorch SDPA, i/ Q. K. VJEIK (2,3,5,41, S float64 &
KEIFIZEL 2,78 x 10716, X Q. K. VHBERKEL 1.33 x 1015, XPNEREIE T/ CPU k&
I — 80, AW N GPU @A IR,

4.9 HI5EE

RS 3.1 02 v1/v2 AEREXTY, U 4.2; 3.2 EikMMRSKPHER RS 2, APk d_out
Ny 1; 3.3 H D=768. H=12 #4i& GPT-2 R~1{EE ), QKV LimERZECN
4D% + D = 2,360,064, XZRNEREIBRAEE, NEeBER, T2,

L =08 0, RRBEHEER=17RE S B2 42

2.D,=12,H =3,T =5,B =2, 5l Q. 7% &HkEHIIIR,

3. Aft4. softmax(scores, dim=-2) AJRERIRESHIAIER?

4. FIERRIEIEH) diagonal=1 UK 0, T —ITRRAM 4, FIBT T

B ZA7mH1h 11,0,01, [1/2,1/2,01, [1/3,1/3,1/31. Q 733kf5 12,3,5,4]1, 77%%12,3,5,5],
EHIG 12,5,12], #8512 softmax IFEWITIH—1k, FREFHEENEWNBINERNN 1, EENALE
FATEE AR, i@ softmax HFH NaN,
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BE58S
- F notebook: FFEIN, FEFE(L. PRI, HERSMIMIAHES. dropout. ik, wrapper Fl#fk.
o EGERREEL: Fl— MHA BYSEHSEEE, MR 4.7—4.8,
< i AEEAR R R
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/01_main-chapter-code/ch03.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/01_main-chapter-code/multihead-attention.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/01_main-chapter-code/exercise-solutions.ipynb

MXAEHESIE 058 ZLTEHMTIERS buffer anEHA

B 05 E SLAFEHNHEIMERS
buffer £ 55 EHA

RN AR, LEARTRERA—FE: Bk Python 7E3R, —IRMEHFERIL, einsum, SDPA, 528
1 MultiheadAttention 2§, PR FlexAttention, JEFESCILRG, JC/TEMLE L2 A RAE (L, WRLepgas
TSEEIIRE, FRIRE,

AREAAE L EiE 2 /7 notebook #1 buffer notebook, FilEARSHHNEARREA BT, Bzl
SRS /N CPU k&, SEiES

51 BERIGREH—R, FeRTLMENLK
#Q. K. VR D4, =4 PyTorch (RAEHAMH THHE:

Wq
Wi | € R3P*D.
Wy

Wokv =

Linear(D,3D) #ith [B,T,3D1, ASGHA=" [B,T,D]. WHRIREFTE, HIHZERENITIHE, X
DT IFRIE R RS T, (ESEEERG R, FEEMERIEEMIREIHE,

L% combined-QKV kitAR%E view(B,T,3,H,d), F permute(2,0,3,1,4), 15%][3,B,H,T,d], &5
unbind(0), ARTJE chunk F533k, Z5RAmEMER. F5IRM reshape AT PALE Q FUKLEEIERA K, RIfH
EOTERBET R,

% bR R A embed_dim S HIH, RO d_in=d_out ML, AR A1 A SEE S
WA, MIZEFFK d_out, NREASHRE —EMTE, XM REIATH” H#Eh “EABRT R
KRR

5.2 einsum itES|XREEIBE

1% MHAEinsum FH bnd,do->bno FRE#: #HLR b 1B n REE, HALE KA, HiHidE o (RE. 778K
F bhnd, bhmd->bhnm, X &EKRHIE ¢ SRHET; HIAGLEA bhnm, bhmd ->bhnd, AFEALE m KH,

RIUTHERFRE T 5 4 ER—HE, H einsum FHINRIEER, REAAZHEERES P75 R
FEARMILIL, _EiifFH Parameter fR17 [d_in,d_out] AXE, M HEXHIAN; T Linear FAE R
[z, fan-in RS M RA S, RN LT EHSE, TERFETE seed,

WEREH QKV W&, einsum IRERSEZEM [d out] MIE; S
register parameter(name,None), IXfRHE TH—#, FNNMENEENRETASEE,

34


https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/02_bonus_efficient-multihead-attention/mha-implementations.ipynb

MXEEESER 058 ZLTEHMTIERS buffer anEHA

5.3 SDPA B9 mask 5 dropout £97&

scaled dot product attention #ZT&453kM Q. K. V, WHIZERM4EH. #i5. softmax FIANFIL
o M is_causal=True A]ARIAE @ T TR R RITERE 1. AR IR %A 518 07 CPU L—
o

REKRAZERZEM/K mask & X, FT5 masked fill(mask,-inf) 4! True 24 “Z%ik” ; SDPA AYTR/K
attn mask 8 True X4 “7¥F” o EFE mask IRAKIHAZ A ~attn_mask, nn.MultiheadAttention
AIAH/R mask XEH True FREE 1k, R —MERFEFEAREREL, R A8 A] WG B A,

K%\ SDPA 1 dropout_p N2 HERIEINEBIN eval () FBIERE, LiFAWE 0. if not
self.training else self.dropout, AIXFEMY, LB ATRESRFE dropout, BEMRIEIKE R

cache FEMi &,

B2 mask K@ WithoutFlash, X284 HAEVIFATER LLIRINERTR, TREMENATE
PyTorch hitA, A e FEEFH AN INRRIORIE, SERREURIEBEEMOBEIESA, IR, mask SZHF i
BT BHRGE A TN, REEmEHIE profiler IEE, A HIRE CPU BUESN, TE#EOH
Fr4/E FlashAttention &4 TiEE,

5.4 52 MultiheadAttention XFREA @it

_EJi% MHAPYTorchClass PER(# A nn.MultiheadAttention(batch first=True), fAfREF [B,T,D1, T8
[i]— x fE} query., key, value, %H need weights=False A DABESRIERIREIFRESIAE, HATRE
JEEEENTITIRE; BEIEEN &,

TEABIGEES: XM nn.MultiheadAttention Bk 2 G, X7 —2Z proj. B
Hzh5 WA — Bl FE A B AHEFZEE, 4 gkv_bias=True, fXIFILFTH add_bias_kv, iX
I NFIMHE R BT, REYEIE QKV &M B M BT R2FEMH R, R “HRAXAHE" I,

R SETHBRIX LRI RE, BE B AKIA ELR A 2 AN RIS,

5.5 FlexAttention A N, HITRERE

EJi% causal(b,h,q idx, kv idx) JR[A q idx >= kv idx, create block mask fiX/ My B RIMIZHZ Ak
block mask, Fz4%: flex attention, S5WAGF—NERE=MIEMMHLL, XFEEOETERIAE 2]
DYEE; HERRTHIRES. ARG SR M A%,

[EE A notebook % PyTorch iRAMbRifE(, EietE G55 LS RARRA, F/H CUDA AT H LR
PFAREGI, FLEFERINL stimeit BITIRA RFERIRYT, 18 CPU MBI T RE R ITI ] HE
FIRARE R, EXHRFEE TR AR PR LR AR,

35



MXEEESER 058 ZLTEHMTIERS buffer anEHA

ZIIFZ dropout S8, HYHT forward AT HE| FlexAttention B2, REIF 0 RMEHEIX
Wiz, AREUEARE, TREINVEIERE 75 HAMAME R YIZREN L, iRk P 122k
I, bl Y ai YK E TS mask, TARDIAIENR, ABEEHIT FlexAttention 8¢ GPU
G,

5.6 buffer iR B IRIRINEEIR

KR mask NEREMAREFZSE, MEEHRRRR KSR, WRAZE self.mask = tensor, &
BN, model.to(device) N—EMRENE, state dict() MARRFE, 4PRATGERNECIE
GPU, ifi mask B1E CPU, HFIH(AIA MR,

register buffer("mask", tensor) #E{FM N buffer, ##/A buffer KERFHR T, HA
state_dict, [HA=HIUTE named parameters() B, persistent=False °J T 1] & @AM B RF IR
A; Ehz5EETI8, BERFARZGUIZRWN MR-,

3% buffer notebook 43 AI#iE T buffer #1175 buffer i) CausalAttention, JoWiERi%ss, BHEITHE
Hi@ErE, &1 mask Y 120K 2 FFREFIRE., BT AT S mask #A07R, 1H1 2 MR REIL,
BEOEN TRERSZESERE, MARBKERRS X, T buffer AN RS EHF W4 mask; A
buffer BN REMEUERGEHIAE, buffer SL55

AP EFERIFA/RK mask, BRI .bool () FARANTF RTEME. LKA future 1F state_dict 1. 7
ZH I, dtype 4 bool, Z&AFRTRETIEM NAERRA buffer, (HESHES mask ~F: RFETHR
TR, RIERTIE RIFIEITESS, HIERIE batch, &A1 dtype 21k,

5.7 BEFNEMARERE

RIER ELEATIAL, BJSTAILAR torch. compile JEHYRITETA, CUDA THN SRR, fHid5 CUDA
Event, Z5HUG[RY, WEEIMEMPRER, K& HRBHEABREEE R i R 2 A HAEIRE, M LB
Python I RPIERR, IXERITRE T

A, wiFREICRITREE, MNEGRE, RASSETSSEEE, VAR 8 L
forward_backward /B ARIRRE, ([HIRAEFXEEFTEHESERSENHE,; SBEHEXRMN. €
IREMCERNE R backward AYTH, FIAZEBMLERPEE, WAREERE sunEmiIZRE i,
torch. compile [ E RGwIEIN AT E SHE S [H 72, B suppress_errors RVFEIR, BHAREE
IR WERBRIE A%,

set float32 matmul precision("high") J2fE/E/MEREIERE, RERIE( CPU HHAEEUSH T Tensor
Core, Widskik#s. dtype. #fitiE. KA., %E, LK B, BEKRMA. BEFRP, PARGWERS,
AL IE AT RESCRTR ROR AT, Fr DAMEREARG 2 N AR RE IR Z R R A,
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/03_understanding-buffers/understanding-buffers.ipynb

MXAENES R

o Ed =Ly

E05%

ZIERNNERINERS buffer £anEH

I FETK ARERNFEY PIRIE
%23 wrapper RSN ASE PiE d out JERELHE R SRS
3k MHA — XK G reshape BT FEREWOL B R W GPT AR
& QKV =R AR QKV WifF, fmE. HiNi ZELETAT AR
HBERE
einsum EE KRS WIS EAR R =G/ NR ST R ER
SDPA PESLBIRZOER T mask Wtk dropout. J&  CPU HiAFIHE
Uit
MultiheadAttention SRR 2R BAMERZ., IROIANEE, bias- ERSHRE
kv
FlexAttention FARUA S P i FA, s, ARNHAT RIGITRFIRR

dropout

594 5%XE

PUR AN FE@, 45 masked fill BYZEIE mask J2/™4% L =f3, 2UH SDPA W RNALE{H27? $&7R: & True
& BEREZBGHIAYF mask, FHHAZRNRAAEAR causal 28,

R B to(float6d) Ja, —/MEIEERBIEM—DEA buffer Z/EME? &R TS EFIE
& buffer BREE R, E@EMEARBEENZE; /K buffer R AREFR/RIA,

= Nt 2Miik MHA #%at 12,5,121, TyRTRERREA-FHOEE? &% MHZINEA RS
B, oM. dropout, IREIMEMI R FIEER G, JoxtFrixsesfr, mERIREMN R
{EL

_Lil% tests/test_mha_implementations.py BAIfiE fil {4 & =i EE, RMHSE, 9%, L% =4
N RSE, 10k T30 SDPA mask AR M, AFHEPNI=HRTEE: 1212, 8—12,
12—8, float64 mARZELINT 1.4 x 10716, 23X SDPA RiZEIENIRZE N 0, FRIE
source_variant_checks.json; EAHITHEKERINT,

FM @252 python examples/core training/run checks.py, HH' SDPA XtHRE KHIAIIRZE
2.78 x 10~16, FREIRZE 1.33 x 1015, XHEA GPU MIEMEELL

S8E58%
- =R MHA 52% notebook: JURMILERERIE, IRARE., T, K& HmiFfLE,
- buffer 4 @JE ] notebook: FH@EM. EAKES. BETHESREFMRE,
- REEREEH LFEL BAEIBITHARIKE CUDA i, HEEW S S5 —8ERaE 0T,
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/02_bonus_efficient-multihead-attention/mha-implementations.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/03_understanding-buffers/understanding-buffers.ipynb

M AFIEFRE $£06 % WERNAEAM GPT: 13—, RESHEX

F 065 HWESHHAFER GPT: 3—1k.
hxE St Sk

FXH, ERNELMEHEE M URGEHHIRE, ENEERNIERRE GPT, HANEHERERIER
FE, SRR BRI G, L2 RERRESGIE, FHEREHIA R A AR BT EG

iS4 DummyGPTModel, FHAMBUEAITH R S AL block FIA— (kA& R, BRIV, XFhI T HE
TRERBIMEE R, HE5AERARUEINE, SHE&FHEIE Transformer RIHHRRES), [EERA cho4 3=
(%]

6.1 iiER—ABRYRBIRT

ESMAR V. EIE®E C. RBEEEE D B H. B8 L. %Kk Dmod H = 0; WiANID /N V;
LB/ ¢ BifFINVE GPT-2 FEE [ V = 50257, C = 1024, D = 768, H = 12, L = 12, X
LIRS ELE A GPT-2 i E,

APMWNEEEFFG: V =16,C =16,D = 16, H = 4, L = 2, dropout %, QKV TimE. fitk
THENE, WA [2,6] MIFE] [2,6,16] BV logits, JEEIEXLEAE, SENBAEE L,

6.2 LayerNorm ;A& /G—MFEH T

MN—MIERAE » ¢ RP, EX

1 & 1< Tj— W
§ : 2 § : 2
Djl J D]l J J J‘/O'Q—i—(i J

7, B € RP ZBAIIZRAERANmES, W60 1F1 0, € Bilk7s Z AN ZNERE, X [8,T,0]1, HMEFTTZEEIR
N B,T,11, ARILRAIARN B BHIH—k, A5 token &,

Bilan x = [1,3], ¥MERN 2, BUATTZEN 1, THEIE e WSR2 [-1,1]. HHTLWEARTIZE, 728
& D —1, WHIFZEDK 2, GRAE, LFRIINRESRITTER var BAEENZESITE, [EX
LayerNorm JU/BHAf unbiased=False, & iEEAZE R —2E,

A ela, Wy R 1, BEdnliligy, e, bt nSE o, 752 1. AEAEIZ
JESRATINT S R H T e WA LI B SETH

6.3 GELU 5 Z (U B miinM4

GELU BYH WE XN @ (x), HH @ BIREESTAHI R E . EF#EM tanh Ll
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https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/01_main-chapter-code
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/01_main-chapter-code

MXAEEIESEE $£06 % WERNAEAM GPT: 13—, RESHEX

[2
1+ tanh ( —(z+ 0.044715933))] :
T

ReLU fEATE BT ; GELU RVFEED G A~/ N i, JIE 118, bR A&/
R RS BB RTE BRE, AR NGRS b, BRI AR IC I M ZRA 3R, ARERER
B YRS B[] — 5

GELU(z) ~ %

RIS MIEMN D I RS 4D, 43 GELU, #H#%lHE D:
FFN(z) = GELU(zW; + b1)Ws + bs.

BeEAiR N Wh 8 [D,4D). Wy 2l [4D, D], ‘EX A token JSZACE, MRS EIRHRMNA B,
¥ token R HRAELFENIZR, FEN N MLE OIS RHIE,

_FilF GELU fERGAINAIEE torch. tensor(2.0 / torch.pi), BRINIFAZRAISENNEEOEE, APBHEH
nn.GELU (approximate="tanh"), W& —E, 1H float64 XEEARNAHE; FA IR ZE BEIRH
JE T IX— o

6.4 RERM—FHEEENEREZ
HREME Ny =z + f(z), HIERTEN

9y _ . 9f

dr I+ Ox
RIaERELZ T —4EEKRRZR, BT RETEESEAEE — BT, XA “BEKIZ SRR
JEIE” IERIE, RN f S REMZERFULZ MR,

¥ ExampleDeepNeuralNetwork 7Efi AR tHIZIRMEIFEIE G H shortcut, B print gradients [b3%
FEREEP LN T, RaMTEE 3 2 1 WERNERMEN; ARE4EERE FEIIMEE. b
ERINHEFAE ] seed F1ZEH, RERBERGMEZE, EEEHAMEITEREFNENTES, PDLaitHE
TRANIER,

LN -> Attention LN -> MLP Next block

x [B,T.D] + X + residual or output head

Pre-normalization residual block; each addition requires matching shapes
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6.5 — 152 % block KSE/EIRF
FFEH pre-norm:
u = z + Dropout(MHA (LN(z))), y = u + Dropout(FFN(LN3(u))).

MDA LESE B ORZH, EE0M FEN fiERE2] (8,7,01, ARESREMM. ARELFR—MIH
shortcut —EMEIM T2 E; FFN BERENIZRZEHEH uo

FHCEHFE— drop_rate #ill embedding. FHE/INEMIEZE /33 EH dropout, RIS EA
% drop rate emb, drop rate attn, drop rate shortcut, EHIESHN 1, PRECETER, MiEesH
VAL —kE, AR — & R AE T REAR S FH IH A,

6.6 M ID Zl logits B EERRER

GPTModel 5t token embedding, ffi#& embedding, £Jd embedding dropout, FEHEL [ 1
block. /& LayerNorm J&, FTImBLIEEMN D3IV, BREURSHRE: 8,T,01, RAH LT
B Ja—E A KN,

A5 TinyGPT  ModuleList 28 T4 8 BB ELIERAF, HiE LA Sequential, F &4
block H##52—4> x, WEEBREFM T, £ logits NAREHERAINA softmax: YIZRIRK H 5K
FREIH— Mk, PUOAERATFE argmax,

A\ embedding H#thSAEAA [v,0] EAK, RIDAZEFE—/ Parameter, {H “NSEESEHEE
HSkEE” R MEAEENI, FPoEERVHEEXR, ALEEFERNEEE AR —SE
MR HREGEE, e ENSESEZM. B FRREBIAN, FTE T B =N AR
LI

6.7 BSHUERNERITRE

£ QKV LW, HEEhMtARE. FEN ARENERT, &1 block f:

- QKV S5fith#e#: 3D* + (D* + D) = 4D? + D;
- FFN: D(4D) + 4D + (4D)D + D = 8D* + 5D;
- NP LayerNorm: 4D,

&1t 12D? + 10D Fifl token embedding V D. f7& embedding CD. /5 LayerNorm 2D,
Sk vD, 153

N =2VD+CD + L(12D* 4 10D) + 2D.

40
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RANVNELE: 2 x 16 x 16 + 16 x 16 + 2(12 x 16> + 10 x 16) + 2 x 16 = 7264, ST,
N QKV i wE, SEMM 3D, WRHA=RmEL, WME— VD, FR mask & buffer, ©~itA
JIgRSE, (H AN,

RIS R BRI 1S FEN 28 BCE small/medium/large/xl, H get config & |57 i
JEEREESE, BEEISLEL RAIZ TR, KECER DA EIRARMERE, THFN THRSEE LR B E
K,

6.8 5. LT, IREMZ EIFER

BCE run checks.py --upstream runtime sources/upstream BEHUE T gpt.py, HPUT/SAIMELRKGE
MIZREN, Faf7T FEL HAECRER main, AJFHEA T token/position embedding.
LayerNorm, FFN. #iHiSkBRmiEHE] LA, &3 QKV A Hdr s =107,

EMHFE/MELE., floate4. dropout 0. %A [2,6]1 T, &K logits 24 2.3896 x 102, #1097 &
B, TEOHEREINAR GELU HERE, X MEE LN R F R ER: A logits AR
Ry ] RERY 5328 A Rl — MR K I

i tests. py M AERIABC B K72 B2k M AF A T, SeAlVEsTRIT RS H, EREA I %
s RENLP SR, (EEERERA. PG ERIRE, AR AERISTIZARENIR, WAEHIHbE
HUELES AP EER,

6.9 ERKTEF EINEIEF

generate text simple HREHUR/G context size P ID, Hil/GEUR/GIE logits, argmax 153
[B,11, PFEIFHI, F notebook 5 softmax F argmax, HEHHIAE X softmax, —HEHR.
NaN logits I ANL B —2,

BEALOTA T t REFE SE B MEER, HA R XCA R GIE S RESIENE. JAMATN model.eval() FFH] no-
grad, b TREMBSEEMAGEL, HENMVEBXNESRS,; X5 “TRELEF" N2R—DI
B, 0 8 HALURRAL

6.10 53 5%

#hFEd: D=8,L =1,V =20,C =10. ERAEFRAE, SHZD? BXEN
2x20x8+10 x 8+ (12 x 64 + 80) + 16 = 1264, Fitt=z=hisk, 182 160, 155 1104,

FB: N E embedding £S5 token embedding KA —NRFER? #E”: [A— token Al H
MEZMIE, BFE: WPRDIRTNESME, WMAFZERNGSNI; B ID TEREHm
VA=l
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MXEEESER $06E HEEHAEER GPT: 13—k, BESHHX

=8 i LayerNorm 75 ZMPBREA D BONEREA D — 15, $ti{5z2R—IK, 2E Al NERZER AR
PEE? B BARREARE, HHECE, FREFMERESEN, MRS logits MIESS R,

SE58S
- ch04 & notebook: i H%E, LayerNorm, GELU &, FFN. shortcut. 5% GPT. i+54ER,
- SRR gpt.py: A/ NCENRE; HrhE HRESIERTER R WA 3—4 =,
- SRS ARR: BRI, IRSRSF. =# dropout,
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/01_main-chapter-code/ch04.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/01_main-chapter-code/gpt.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/01_main-chapter-code/exercise-solutions.ipynb

MXARRESER H£07= B, FLOPs, BESEMERGE

FOTE B¥. FLOPs. BEESEHEMGHE

RIZRT FOATREEIIERRIE: SEEE, P, —RITRNERIZER, DNE
TTNIEERNTE, BATEREL, APREIAENR. — S ZREA, FARKEREE, TEEATRE
B ] REZE AP £

_Ei#ERE notebook f#H] thop USRI HRAIFMAIIAD, HEHE GPU MR, KBS
ISR, PRI T HASRAERVEE, AT HAAEAL OOM 2Rk GPU MHaER, [EE
ARAERE T

7.1 M—1 B P& YAk

HiE A € Rmek T’ B e R, Bith mn NEE, GNTERI kb RTRIENIZ | RN, DR
9mikn FLOPS, % TEUR % MACs, HIFENINEL, X207 2 A 135 FLOPs, KSRt IIEM R
mn(k — 1), {ERREME SLE 2R NN E R

FLOPs Ziza&/5%L; FLOP/s B@HMizE%R, MEFRESILARELEEN, —XKItERIAFEZ /D
FLOPs, S5HfF&FIEESEMZ /D FLOPS /& IH A,

7.2 — 3@ Transformer block BT EiZE

WM BILE., T FAIKE, D%E., HKE, #kd=D/H, BWHE. 7k, B softmax
ARV, T HERERIE N

b IEEEIR

Q. K. V#5 6BTD?

WAL THAEite 7 2BTD?

i~ FEN #5%, 3R 4D 16 BT D?

QKT 2BHT?d = 2BT*D
AV 2BT?D

/24N 24BTD? + 4BT2D- L ZME L; Mk nE MR 2% logits, EHEL
2BTDV. embedding &REZRVITF, MU FRIEMRIAHL

R A AR —F AR E, (B4R dense FEFESRIATIAIRETFREEN T, A BRI SBkIE
FHRZERIN, A 0] DIESCRR T IZ = A ST, 2Ky mask 2=t B aHE EXFRA .
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/02_performance-analysis/flops-analysis.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/02_performance-analysis/flops-analysis.ipynb

MXARRESER H£07= B, FLOPs, BESEMERGE

NAH B=2,T=6,D=16,L =2,V =16, FHFMHFiAFEN
2(24 x2x 6 x 162 +4x2x6%2x16)+2x2x6x16 x 16 = 162816.

KEAENNIENMGE, T2 profiler S5, EHFRT softmax. LayerNorm. HIGFIANFEIRIZ,
WAREERZIE NG CPU RIFERT,

1.3 AR FAE &R R HEE

MY = XW, RAFLEIX =dYW ' 5dW = X 'dY, MRS SRR, FitE£2
AR HIX e AR, S aE I U RTAIAE, IIgRaTE RS T =45,

RAZHNEFHRBIHNE, BESHINTREATERMOPEME, BUSEIHESMIESE; ik
ae s, JEME, BERINEE AR D =R TN, W ILKE token £ 6 N JIIZk FLOPs {5, %Lk
MERASSERERARER, K ETERATRAR AR ERITIRE,

1A NEFHRRIAZAEFENE -

HH NS, 8107tR s 71, NELHY Ns. float32 /2 4 771, floatle/bfloatl6 J@H /2 2 F
Mo APHA N = 7264, 4lifloat32 20N 29,056 ¥, FREA 10242 155 MiB; BREA 108 53]
MB, AWM AR,

WERIEFERAEE, MALBRIRA, RIEA R MIIEE, G TEX AR R E 22, DA% float32
AdamW RYfELIEA ] AXE, B, WNhES 0, 12 16N F1, MRS, BREREERE
FBAMPEE FINE, BEAREELH, FREHM “REERAERTT RIS AE R,
EAEENPECE B,H,T,T], T2 BHT?. # B=2,H =12,T = 1024, — float32 7%k &

B 2 x 12 x 10242 x 4 71, £ 96 MiB; Al REIEAR {7 8L dropout HRIRAS, M&TEREIIE
BRI R ZHE, AR IX AR R, (EAREFEARIZT TAH R 5 i 1 5 B AR & &,

7.5 thop MM TE “WUE T WLHF”

5% profile(model, inputs=...) JR[E] MACs f1Z8%, A 2*macs #5, FLTHE hook By T HXY
EIEMAY Linear EHEPUEAHE RS 1ML, (B E ERE ML, B8 XS, KR UE -l RE
RO RACTR, ARAGR Al — DN, AET AR FEC A

RUETTERIEH — IV IMEIR TR, B THESR,; Rl QKT 5 AV 8 72 T2 AR K H
o HRIRLNR, SRIT RO T ZeMii, RilfFsLinititRAE# 0y bfloatl6; BHEIHEAR
BAECEEARREA, LR EAR SRR AT RERTRE
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MXEEESER H£07= B, FLOPs, BESEMERGE

1.6 ZHEREXIEEITATA

R RDEA R R, AR A RRGFRIETEG SRR TSR, 3K out-of-
memory WZi/h E5R, FINEERG HMERE T, SERIZLSNBMITEE, NSRS TS
e, RTINS RE s &,

SUHETA R B EASEF T _E backward, fLfeasikas, SubMA sUsHIR A, empty cache()
AR LA AR B 5 | FIRZR A7, TREMPRIISERIHHERE, AR AR OOM, NMARSHlH, ThE
1 dtype A RFEIRARER IR L4 A 2,

FEHZRRF G ZIEIE OOM SN HMAESS, AP PHUTXARERR, B8 ML ARG
MERE, HEECERE ENE, JFNsiTkshERE,

7.7 11 MFU NEHEE

H—A0F BT 1™ token, #ER At ¥, &2 BT /At token/s, % token fiEFTFE f FLOPs, &
BN M FINE A 2RI (E ) p FLOP/s, NMIFEAEAMN P/ f, % FLOPs FIHZN

BT/At  BTf

MFU = - .
v P/f  AtP

7RG TIOR8 AT ERERTE R, HH%G0 AT FLOPs, MFU SARfG; HlgfEk
B —RfEE, MgiseAFm GPU 8IS, et al s o

L% get_gpu_model FH&EF AT EREMISIDR, HIHERX/LNE, FEELWIZE, YT
FEEIBURARIE; TCEARER D I A TR dtype S T —/ME, AW N T, ERIRENE
RIS, RS, MBS RIS, DRI e S, ARBRAIEILLAN GPU MFU #7,

1.8 BAHERET—F, MAREBNE

A TR DEOR, &MEN T2 BRRESES, 4 TIRK, EEAN 72 p WA R SR
HE, ARG RN E, KA SN, N5 KV cache IERFIAIX—m.

MR ERA HE IR 2 HEPRI A T RERT T3, MRRRIERERE R ST 22 (LR TT ), R INETEE, EAReEE
RELEM, ERMAFRIEENT, AP E token IR, & token HEIRFIZAE K E A MR 73 R

He
Ho

T95I5FE

*hFe—: PREFEMEAE, TGN, SUEREMEXERN B RZD? B AiEMNE,
IEELLES
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MXEEESER H£07= B, FLOPs, BESEMERGE

FhFER s N TEMRE 10 GMAC, —RATAMAT 0.1 %, #ABELE, #imsERgL0? BFHE: 20
GFLOPs /0.1 #) = 200 GFLOP/s; & 200 GFLOPs,

K= ZURLE G 2 GiB, Mft2 4 GiB mAFrIREMIRIRIIER? B BB, IR, B0E. IR
2B RIRREAOTHIERTE N LA e BRI TSR IR

SE5%8%
- FLOPs notebook: PU4ECHE. thop. —4riitE. RHEEH. WELIKIRG. RPN, & token FLOPs 5§ MFU,
ARG VERE LB, RAEABILEIRETHTIYE 2%,
- BHARCS S 6 EIIRBEIHEURT; A% FLOPs NERILLHES, GPU RIEFIMEGENNIAARIE T,
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/02_performance-analysis/flops-analysis.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/02_performance-analysis/requirements-extra.txt

MXEEESER 5 08E KVcache: JiERAZM, BiHiCHE

B 08E KVcache: &itEAZE M, BiTitE

REAER E BT 73 token, BUFEBHESE LA RARGFIERBIA S EFITHRAT S MIERTH
o BFRERIF, FIARMIEBEARS T, ENEENFRAIENIEMARK token T3, KV
cache fRTFHYIERIXEER] LUE HIHIFRIAIZE SR,

DGR PEALE, (MEHRWS 2 AW E TR, AR, A2,
AR SRR SN B i B I Rt O R AR SR B T IH K/Ve  EiiiF KV cache H3%

8.1 Att4RIIEEER

B BENAMERMARBIZ token 5 HAIERE, JBAN token ALY, KRR R EIER]
HIRIE, FrbAS— RN AL, R ¢ BT IR ERMAANZ, BN Q. K. V M th A2,
HIHNRTA, =AM BT TR,

ARG ER, WEEHCNER ¢, PIOZEFTH A WA ERBEE:
a; = softmax(thSTt/\/E), zt = a;V<y.

[H&EAZ 5, FEHET KMV, MA%F Q. BELINAHCH K/V, FEEHE —~R%MF
BUEEATEZEM, FRAZAR S LTI T =],

8.2 prefill 5 decode BYAZIAARIE]

prefill —XAbEYERIE p M E, Q. K. V#BAIN [B,H,P,d]. F/EH token decode /1, Q2
[B,H,1,d], K/VIA [B,H,P+1,d]o EUEFEMNTIEZERK [B,H,1,P+1], HITEIIHEIRIX—1T,

HUOIE— N REN C, B, BH%F P, ERINE [B,H,C n,d], BEKERZ P+ C,. HAS
i TTARWENR j < P+ i HEEX [Cn,P+C_n] AINE EATFHAREIE =M mask, XFHRHGEARHE
73R BT
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https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/03_kv-cache

MXAEENESRE

Full causal attention

Query row
Query row

0 1 2 3 4
Key position

%5 08F KVcache: JiEBAEM, BiTILINR

Chunk after 3 cached tokens

Key position

KHEHR=A token, HEMIT: H—ATEUNNS, B ATENLI, X MR HES G =1

77,

8.3 LiFtPRMUERFRFIRT

gpt with kv cache.py fEIF = J1ETEM cache k/cache v WIEFRFA buffer, ¥4 None, EHRH{AH
XFTE A, B—RERWE, EHE token #ll cat, HZAFLIRTF [B,T,H,d] fi)m, HREEMIT

BT [B,H,T,dl.

B2 ptr_current pos HSRIZEER = mask FIXNAT; BRI current pos NI ASRIEEA B
embedding, MMEEE HRMETHEARR: —PMRERIUIXRR, —MNUEBMANMERE, HEHEP

— D RIERAFEE R B SR AT

TransformerBlock.forward ¥/l use cache SHIFFMIFREIEE; BATNGERERZHA - MHREZ W
Sequential M, MEEEN block, reset kv cache IBI&EHER K/V figt:, FHiESHANE
W FERAERE; F—MNENRIRS P NE RS, SRELEEN =R EEIRE,

8.4 FBRAZNWA. MhERF

core.py PEIERRSBAABEN L E, 1Mik forward(ids, caches, return cache=True) iR[EHT2%
7. BEZFZ X [B,H,T,d] k&, HALEN EHRGFEKEREN BImFE, 1XFEE & LS 25 2

MERFFEMIRES,
B BRI & SUZ
past = cache[0].shape[2]

k = torch.cat((cache[0], k new), dim=2)
v = torch.cat((cache[l], v new), dim=2)

mask = future[past:past + new length, :past + new length]
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AT T HATPHE SR, NRNE LR IR S, A& NI no-grad TR, @RI
[RIEERRE IR, RABEAFFRPH LR, AEKE batch BN IEH S H 370 TI%AF, XEA
RE{ G 4 AT 12 1 A4 R IR H R

8.5 MNERLVESHE, HMEINTEEE

EIFAEARTMEC (B,H, W, d] B K/V, W NERFEL; #HiokES Afeellf, ptr_cur f&H~—2 i,
WTHEIHNAE LR, BERPE2, B5HNE. N TR EEWE, HYR L clone; Xha774E
SRR AT, SRESEEBVONZ A E R,

PARRAE batch R/NSAER EFT A AC, MIABARERTE Ho A KRB Z & 1R/ B
prefill, ZMREEIEREFAPE KT BIREA A BIITOR, BEELE, ERHEN T8 I

m,

A —ANEBRANA S EE RIS TS torch. zeros (. . ., device=x.device) N&H B fE
dtype=x.dtype, BRI float32 B{RIEH, (HICERIKK float64 SRR, 2217 dtype R ERFEHTX
7%, PIREMR MHA R E R, BN H keys_new.new_zeros(...) B, BEIAMME dtype,
AR EFERACIRAETHATIRELE float32,

8.6 EF K/V AFTFEREHEIEO

AE N RERIEINMIE, AMMAERR, BMREIOVECERINEZ K/V, el s
BERETFYHER, B MEIEIL IR ID, NE—REFIHE, HrlgEtEE%m SN 0—3,
9 R AR LR AN, B H NS4 1A logits,

K, SAFEMNE “NRAEZRF, RAMERL” KA NIEH, A RjE="MEEE FAER /MY
H, KE 6. &I 12, HEMRIMEFSICRFELNREK float32 IRZEHN 9.38 x 10~ 7. HERILE
BN A TG, [F—HBRR 22N 0.13734, IX2FUARIE X2, NREEERRINZ ISR ZE, IE
YE1E qa/core training/cache probes.json,

8.7 M UB T ENEERF!

ZEwE O/, JRHIREZ D K/V, 2B K& embedding %, Uik 2= ER I ER
E#d context length, ARKIIEHIIE RAHT token ZRHI)Y context size - prompt length, AHi/h
AR RE 6. ERCEE 10, ERAER 20, SEhRHEBEM 4 4 token, {REE#IAFIZR,

MIFRARHR L, Befa— DA token A —EFHEHPERBEA, AL BTGB 755 token
ZIEHIZARANA, ERERREZ — NMRFERCRES, NAZSSEMRS B, AREfEN B3 RIRa)E
o HMBYSERN, TEEPIRIUESRERE, FETRIEE X,
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8.8 HHESEFHRENHE

FERBIR I n RO, B, SRS, RN R RALS

S O(2D) = O(n®D), KIBEHL O(n2D?). &G, FHHE—TEEH, Zith

Y, 0(tD) = O(n2D), FHBBINEIEEREN O(nD?). XTI RH R e 5 5 R H
B, FRADEENASERG bR ST R EAA,

i@ MHA 22702808 2LBTHd = 2LBT D, F&EFMTRTFIHAFHRE, KB
L=2,B=2T=6,D =16, 768 "r%; float6e4 & 6,144 717, K E FXAMKIBESLMROK
A7, XBREE GOA. MLA 775K ODII A,

KEIMEIESZFERE RN, ol [F2, BRI IR, /MERIATRERE Python F10ELIFHS 3
. _Liif README HJRFE Mac PERESSRIE T EiiFscs, AR2ARBEN; FAIAEREMEKE KTH
CPU/GPU W&,

8.9 BHIEEMILES 5

BLEAMAKE, run checks.py FEEA BRI SEELE A], & token MI15E = token 5= token FYHL5%
17, floatod e KZE51A120 4.44 x 1016 #1 3.33 x 1016, cache probes.py MAHEL il =hE X, H
A/ NECEINIAR token, pHk, BHE. BRERHIFE O EF XM,

Eiff tests.py AL =RRAERID, ZAMEEAE R HATER 28R, AWK ID HFEZLZHEATE R,
logits FyEARIRZ BN ICT; HEMIKGEERIEEE RIS, AEMIKANAAELIRREKE, mAHz2
T o /NECEIIRNE S22 1R LA GPU HERE,

—

a17!

python examples/core training/cache probes.py runtime sources/upstream qa/core training/
cache probes.json

A ZOR CHER AT VBN ETRIS, A2 NERREE,

8.10 &3 5% =
hFEE—: BEF 5 NEF token, —FHE 34, F mask =AT8ELD True? FZE: 6. 7. 8

FhFERE . AR E IR E TSR RS R IR A7? B % 1B K/V 2IRSERIHF R R A
8, MR TREE, SHSPOINA R ERT R,

KT = Gefe LEREABOL 100 M E, T2 IR AT DUSE AR 7 B R AR RRE 10,000 MIE? &
% e, BB ERAERIIRE,
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SE5%8%
© R AEEE. EEFEIA: SN LayerNorm/GELU/FEN WA 6 55, BiiIRAS S 4 RIS A2 A2 AR B IR Tt
%O
< R . MERE. S prefill; AFLUNLERY logits 5 REIKE,
- BB A SRR EE R AEBRNRA, AT EUETEIA AR E,
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https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/03_kv-cache
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/03_kv-cache/tests.py

MXARRESER #£09E GQA. MLA 5EE KV H=

£095F GQA. MLASER KVHE

AR —A)IE R, BRI token, HNEE BT AT key # value, 55 08 TR 7l T
HERR, AEH—PH: RERKRN, RETREDF L2 =MITEEFIZ=7FRFT5E: GOA JK
Y KV 3k, MLA B84 token BIFFIEAERE, BSEILZRDINIORT KV FZEE eI 7 EALZ)
R, PHREAEECIZ MHA B E SRS TIT 6 A2,

AREJFRGHE N EESE R GOA. MLA #1 KV sharing, PANESHVNEE AR  EilERIBEHL
RAUAE BOHT GPU I RIS 2 A A58,

09.1 &iBEFHREEIERIIINR L

RN B, IR REN T, EEBON L, query KEON H, BL4EE N d, BINITRL s ¥, 4 key
il value 4EfEMIA], il MHA 2&17:5 2BTLHds 77, XERASH IGEE 28 HERALF
S, &0, AMERERZE D,

Blal B=1,T =1024,L = 8, H = 8,d = 64,s = 2, 13%16,777,216 =¥, Bl 16 MiB, GB f#H 1
e, GiB R 3, ANEREAREER, RTS8, NN AL, GOA G ELIIACK A B Sk 58
DAAVFAERBRAVEM N, SERRAE AT 3 Wr S 55 0R, R S B REF T ENSE SRANSE TR RESE il

KV AILUaAREABEE

GQA 44~ query 3k > 2;';’3/;: > EIFTEL
MLA A X > &4 c=xW_D > SEREF KV
BRL= £FRIBKY Bl HEER:RIRKY b KEMEACHQ
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https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/04_gqa
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/05_mla
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/10_kv-sharing

MXARRESER #£09E GQA. MLA 5EE KV H=

09.2 GQA: Z4aldl, AJUERA—EMRELICR

LKV KEON G, K H 68 G BIR, 84S r = H/G 1 query k., A X BBV [B, T, D).
=gt Q « [B,T,Hd]. K,V :[B,T,Gd]|; #kPUa, query 28 p 1kiHLKV 25
g(h) = [h/r] Tk

.
QhKy(h)
Vd

Ah = softmax ( + M) Vg(h)-

M, ; T8 j > t WATHTESS, BUNE, 8D query KIVE B O, HmitE KV AETHEEES
WE, %7490 2BTLGds, 5 MHA 2N G/H. 3 G = H WIB{LH MHA; G = 1172 MQA,
GOA JFIESZ W T N Z ShIERIR SR ZRAVER 1R, IO ES ISR T2, TRERAREREMNE
DA

JEY GroupedQueryAttention. init A num kv groups Form KV k& N7 SEEHN

num kv_groups * head dim fJ W key flW value, forward Jo&FARBEITH KV, BHH
repeat_interleave(group_size, dim=1) X575 query sk, #M™ KV kidfE A, B, PU query ki
BEECA. A, B. B, 2H repeat 215F| A, B. A. B; KkEBIRZE—F, EERKHECELT,

— A ZIRE N B R HRAEEES: H CLI --n_kv_groups ATE A~ KV ki query 3k
¥, PAin _heads // n_kv_groups it KV k¥, FEHG TSR N IMRAGR I, RIEZIE
WA NBGRKIHEHE H,G,r, FEHGE|EARRESE

AR, Q KERIGERA 1, M K KEAREITH, ptr_current_pos UE query A AE; T
REXf—1 1 x T HEMEERMNEHGEH =M, SN5EET query HRBEWE — key, reset_cache
FREZ K. VAIGCETEG #ridskaBEREE b4, S/ BT RIS Geai i B 07,

09.3 MLA: kF—NMRERE, EERNBEH
PR MLA DTSN ¢, F= NN R
C = XWp, K = CWryk, V = CWyy,

Hif W : [D,d, BiA RN [c, Hd), %1 C: [B,T,d. BFA/INEN BT Les. Bl
Hd = 512,¢ — 128, 15 token ] KV 1205M 1024 MRS 128 ML, (B8 WpWyxk FHEZH
c; X —REEILIR, HRRIEEIN key HAETHIES,

JiHS MultiHeadLatentAttention. forward IFREE: JeX i AT~ query 5 latent new, 18
latent JBANZE cache ¢ kv, FXF DI latent 44T W UK, W UV, KILETEIR TRAZZE LRSS, 10
AIRETE A EE KV ImiN K&, FHEF MR EM %5, TSR cache_c_kv.numel() S/EEMNERET)
IEAENAE, WAE Tl SR

A3k, BREEWE S B, A

53


https://arxiv.org/abs/2305.13245

MY ATESE #0958 GQA. MLASERKVHZE

Q(CUk)" = (QUg)C',  P(CUy) = (PC)Uy.

Jeit query REIEEZRRE, 5 C Mk, AIRERER K; value 1Y EREMREGR, X RMEMRIALS
A, R, EE NI key MM ERIER, TekS EESY —RERRERIE S,
DeepSeek-V2 HJ52% MLA i HERERIIEEA B E 7y, AHFIRE GPT 48X 8 embedding, Hi%
MERAA K query, HATEEEIIESH query (RFESCEEFIERE ROPE, SEBEBIIMEAZ AL A
MBS key, MARERE c.

AR latent _and_sharing() |A [FIAS 4G 2 X(WDWUK) (XWD)WUK BRI, RARIRZESN
1.78 x 10~ 5. MIARUEARLAE KRS AEIES Y, A UEBR R REE AU (AT 25 SR A5,

09.4 IEEHE. HEHNARR, £FERHTEA

RHE p BEE KV, HRESIRAEEEF, B2 B CRYRTRBUIRSIEK query, ZFR/INA
2BTPGds. XMITIE/D BT ARSI EF0R; BHEH R AT Cross-Layer Attention,

A MultiHeadAttentionWithKVSharing. forward #2UX shared kv, B4 None BJHAT K/V #5271
JBAN, FIRIA new shared kv; JEZSHFHISHE ASKE, IRIEIFIHTHZ(EN None, GPTModel. forward JIii/F
Wi ModuleList: B p BMNA, FHNEEHBIENAE S, TR, XTNEEEHESEMMILE;
HAZE Gemma 4 #%R#/ 2R R RFHAEZERIRNN, 58 WE 21 &=,

HEE R AHEC A E YA token FYFEE KV BREN —i@, SNED R KESE KM, HE B
RERUHITE RS BB IE = key, ROV HMBEIEERRAE —NR, ALK =(H2R#FH K data_ptr A
A, F%EE query, WHIAILZERAVIRE LA,

LA IIRETHRERI W _key/W_value BE, ENERZRIHASHIUR, (AR LS,
I WAEHREZRY “WARGZEKV WRARGZSE B2="ARAE, BB IERT
HELET NS MHA —8, JHAEA7ZEE TRE, GRESHA7ZE0T2E; X eEmHpIE A
X

09.5 MEEHIEE GPT: ML SHIE

=/NHFEH LayerNorm T RAEMTT EIES SR T 22, GELU f#H tanh IT{El, FeedForward fREEH™
EEREIRNZESEM), TransformerBlock. forward fRIRHITIH—fb. TR, %E, BHId—1L. il
%72, A8 KV A B A X L5 %,

GPTModel HY token/position embedding #Hil, H&/EH—kH&MmkiS5 [B, T, V] logits, &AFhR
F ModulelList 1£3# use cache, ICRBEBIKAAIE, BT reset kv _cache EEEHIFEIE,
generate text simple cached SEALEEE prompt, FULEEHTY token; F L RGOS B #E
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https://arxiv.org/abs/2405.04434
https://arxiv.org/abs/2405.12981

MXEEESER #£09E GQA. MLA 5EE KV H=

BEI RIS, NRELEZN A E embedding #5t, CLIFYmain, parse args. HINFIEEIEHENFHR
HRETIBITAL, TEHEARENL, HRERN MHA Y EESCHREERE T, ZR8EPERE. &7
5,

memory estimator * FYFIREL, SEE., HAAHEF] main 2 09.1—09.4 IFL A1 T ;
plot memory estimates * fEAIA T _FEEIHHEXLEXFIFELZL, SMEIZMBHGE, mARaiTE
ARG E, ABEHFRE, ~EH Ll webp,

09.6 AIEIIELE, HfIS5ES

SEREH[IZI TFEF /& examples/architectures/architecture checks.py, J&f7T python examples/
architectures/architecture_checks.py, SEFR¥ASEJY Python 3.12.14, PyTorch 2.6.0+cpu, seed
1949, FAZRFE, float64, Hi& gqa/architectures/algebra checks.json idsk: GQA 745 EHFIRZEN
0, $HIR repeat kit ; MLA WU KIRZEN 1,78 x 10715; HEMHREIEZBATIREN 0, ZEFAFA
IR R RN,

#3eghsl, © H =12,G =31, query 3k 7 MBI KV 3k? @ Mft2 MLA R4S A7 ShRitE
MHA $th AN B HE? O FrE ZEIEH N, BRI R AREAR? @ It 2%
K& KV Al EARIH R 7> GOA TAENA7 I ER?

RARGER. OFERS, r=4, |7/4] = 1. @ FNEFEMLHAHERNEACRE, £ MHA

SEOEE AR, @ FNE, X dropout. HHIFENEF mask I, SEEERTA L EFAEBIIN S
MHA —#, @ Z170] MR G 13k, 1H repeat_interleave MIGITKEIKE T H Tk, THWNZR]
WERIZETT, BEESEIMARAIEME,

WP EIJFLAEE source attention checks.py FAEHAEMGOA/MLA/KVIEERIA (FRiafT
CLD . GQAS5MLAZEEE /7 HIRZESIN0; KVEZE=EEAIRIEN 1.49 x 10~7, HIHHBER AR
17, WEWAZE SR UL qa/architectures/source attention checks.jsons

SERKSHR
- BEEPRR: AHRA=ANE S, B WA E R S B K,
- Ainslie %, GQA (2023) : https://arxiv.org/abs/2305.13245,
- DeepSeek-Al, DeepSeek-V2 (2024) : https://arxiv.org/abs/2405.04434,
- Brandon %, Cross-Layer Attention (2024) : https://arxiv.org/abs/2405.12981,
© RIBAT KEAAER. GPU NAE/&M: e, M MHA checkpoint 4k&21)I1Z5,
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M AFIEFRE £108E BESHIUEES: SWAF DSA

F10E RBSHHEET: SWAF DSA

5509 BRI RAEETT . AR —IR query SEFRBEEUN A B : SWA 1ZFEESIERE, DSA
ES B p BOERE, DRI E M MHESREARFIALE, DRERESER/D M T I
B SPEEMR E—E mask, HSEHET—FH,

10.1 SWARBERAZIRE S
FIHALE ¢ WHEEHE R W, AEAEEESHT token, RLFHIRIE R E
max(0,t —W +1) <j<t

Blan W = 3,t =4, IR ER 2. 3. 4, &N 3. P MultiHeadAttentionWithSwA SEERZE(E
Ay =1t—7, B (diff < 0) | (diff >= w) FRICEEIRALE, H—THRURCK, & Iz, H
HRRZMHEEHEE, S diff > wllZH08E—1 token, WL [E7E SWA J5S,

ESESES5) B wW=3 R top-k=3
0 0 0
1 1 1
w2 2 a2
“ 3 H 3 A3
o o o
v 4 o 44 o 4
> E3 >
5 5 - 5
6 6 - 6
7 7. ;
01 2 3 4 5 6 7 01 2 3 4 5 6 7 01 2 3 4 5 6 17
key iIi& key fiIi& key iIi&

HWIO4a%E 7 R 2RERIER, HZERETEENFBSERHRER. 682E0 0w, ~FERR, &
oL BE, —MIiERREREZEIRS 1+ LW — 1) MIERW, XS TG BT RIHE
token MIREST: [FEMMFEHRIFZ R, BRABMESLRE, 11350 B4RNTEE 8 5%,
Longformer fl Gemma 3 iR R TARES SRR/ 2 RAE, FREEE MR YK
18 B AL AE

10.2 FAREFAIURB W, SHantRixe[A W

& token fiERd N AFTRRE &G W D KV, FALF LFUZ 2BWGds B2, BERIRTUEFER S i, &
RIAG BALHE] 4, ARFENBA S, 6. 7, W=3, MESTEI3, 4. 5, METHFEES 6. 7, 4
ATENHER 37, W4T, —1=5"Mi#, FeE— kK5, 6. 7,
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/06_swa/gpt_with_kv_swa.py
https://arxiv.org/abs/2004.05150
https://arxiv.org/abs/2503.19786

MXEEESER $£10E BEMSHEEEES: SWAFIDSA

TRILSELRF old cache 55 old len, HfH combined k/vo EEIIFRHDIRHERZ W + num tokens -
1; R MK cache REEGE W, MMNIHHIERFE, ZFALETULAG, H k start _pos_abs =
ptr_current_pos - old len + dropped X[l key HU4aXJiEE s, query M ptr_current_pos FF4f, XF
RAFRNMEE A =M, FEM token AR Y BAE 0. 1, 2

A L, MRMWE. L MRRE, BEEEN
2BGds [Ls min(T, W) + LT].

memory_estimator_swa.py fEHTELER, AECBEENEE/2RE, BRI, R Ly/Ly BN

B YELIRER, HAHE s1iding window stride (REEIKZEINIE, FWELTHZNT, LERIFA LT
XMMEBEAFRKE LR, NGNBEASZBE T x T EEI7E, NinAE& T HIEE AL
MITIEE,

10.3 DSA: %ZE5|, BiFE

[E]7E & A2 FH token B E %, DSA HYRTIGRMRIED BASAHRME T, %R top-k. [EIE TR
A2 DSA 58S i A ARRBURAS, T5e% DeepSeek BIRLK R 5885 MLA &, X PMEEERFEM
T AFFIBGE AR

W38 Hy. 231560 dy, M3 query BIAJIRN [B, Ty, D), W54 N [B, Ty, D)o W_q_index
Hitth (B, T,, Hy, dr], W k index HItHETE [B, Ty, di], W weights Hitt [B, Ty, Hylo Z31%5%50H

LIRS a/ k]
L= ~_ReLU | = ).
’ ; VHp ( Vidp

w BRI R, T4 softmax, AJPUNH, RelU E8&8LMAMIER, AARIERASDIEAE
T, WA BT e I AR, BIERYEBOERERE topk(...).indices, DeepSeek-V3.2
Bk BIERERGIHRIR, A SN EAINEE LI E RSP RE

KRG EAUE top-k Z Al MNER mask, SNARN BAJRE A, <5 FERENPM S KR mask
G ERAIT LAl WALE DTk, topk I HiIE & fin th 56 rTREIR Bl p BOW TE S AR KR 5. 2%
B o EAEARR” HIZ2%, AREZ 2 softmax.

FHFEENRIEHOEN B bool mask, ¥HAR logit BRNMILT, 4G softmax, FXF VI, #
RN BEEE, RS 24 NaN; ARERH A RE/MER#EZIX MEEER, KARITH
NE R/ IMER softmax AIREZAHI S 0, RiitiNGEE. AR query 2VNA —NETX key,
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/09_dsa/gpt_with_kv_dsa.py
https://huggingface.co/deepseek-ai/DeepSeek-V3.2/resolve/main/assets/paper.pdf
https://huggingface.co/deepseek-ai/DeepSeek-V3.2/resolve/main/assets/paper.pdf

MXEEESER $£10E BEMSHEEEES: SWAFIDSA

10.4 HIAFAFTHENGT, BFAFTFEDFER

#%F MultiHeadAttentionWithDSA H/citBECEEMN QK T, MM HME mask, BIE%AF cache x, ik
R IBERE R, HEEE MHA, RFAZREZ TRRBURA, TREEM DSA TEX s 7
KV 771, R EFRBE kernel ATFOMIEHHEHIT EHE S R, 2005 O(Tkd); R51807A B ORI
FRAR, SEEEE A AT,

F—NILFURIZR. topk FURT R BRI, TSRS M TAH/R mask, FE55 loss TLRIHRSI
FIEEIRT G0 RAEBINIFIIZRER, (UEREILRS |8 GPT HIULIE S loss, T2 HT)
FEIWHIR R A, MBS BEE LA CIIZRRIR S [SME A b, RifRX B nl A Ak 5
(G

10.5 BEEM A SISIERRTE

SWA ) TransformerBlock R4 B 5L E KA 2R, 5%2%,. LayerNorm. GELU HifBiZA K
2, BRI E embedding, reset kv_cache. FZAFAEMLANSE CLI 5% 09 EF—F T, DSA £
H=RG280 K8 KM top-k; ENTImERSSEIR, ABchmtiaRAN, AN H A
README %aifl. a5 BN RIRAT; ARBRBITIRE K P HIMERESL R,

tests.py Ml test_dsa.py HIROAE EHE RS R A TUHFEN —SE, B chunk (U D45, ik
PR RFIAT, top-k R RINIREIEERITHN, HFEK dropout K, HIFEZSE. MR AL
H, ZBHRBCIRATE; AERTIEIRELO)6E (s A RO T <%

KA 5EEEFEF examples/architectures/a rchitecture checks.py HHY masks and sparse() F 7 AN
token. M 3. Pt [0:2],[2:5],[5:7] JiF SWA, FEREGHEHIRZEN 0; BARK value 51t
EhHR 2R 0, DSA BIH% mask 5% query EIE gather G REKIRZEN 4.44 x 10716, BFIE
SERRG IR AT TS softmax /=4 NaN, 56, seed 552 HE UL ga/architectures/

algebra checks.json, JXHEAHIEENIH,

10.6 #FEEIS5ESE

HH, O%E 4, query LB 9, FIIWMRLERIE? @ DERKE 5 I, AFAYSATER I ATREZEM 8 M
S/HEINE? G RIS top-k FHMIBRAKIA, N 245 R ATRES D AR GTAREZ G 50? @ LUR[A|
top-k RIIMWRS 8, SEETES loss BAREIRIGHMAHE?

BE, ©6, 7.8, 9% OW+T,—1=4+5-1=8, B query MG query E&TEE I
R, O ARMEEH HERAR, MERENT RS BFOsFHERENERR, @ T, BRES Yk
ZERR; A g B ARSI M AT R
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MXEEESER $£10E BEMSHEEEES: SWAFIDSA

AILIZIT source attention checks.py FHHYESE EFSWA/DSAZK, 5ERFiAE =R AF T HR AR
ZE¥IR0, MDSAEHHEAFMREE, Fifiindexer2#gradifisiNone, SEIEZ#:10.4091)11R3%

¥, HZEU qa/architectures/source attention checks.json,

SEFRERELAF
- [EEJEIS che4/06 swa, ch04/09 dsa, 1L (HE, LEFIMIINAE S EIK,
- Longformer: https://arxiv.org/abs/2004.05150,
- Gemma 3: https://arxiv.org/abs/2503.19786,
- DeepSeek-V3.2 BTty oCHEE,
- ORERIE: K ETRSOBES PR, b CUDA kernel. R5IINZR. i & HAREE A,
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MXEEESER %1123 Gated DeltaNet: MIEFRIRZSIBARIEH

$11E GatedDeltaNet: MXEPE
IRSIB R

R TI L token, TR LRE —DEZA/NORERE, AN FPRESHA SRR A7 K2 — B
Ko WEUZ: #EEEMEEHERN, [HEREMPIZREIEIE? Gated DeltaNet 5 HFIAZ softmax
ERNNS—MEIX, M2 —RiciZ 8,

RENTEE RSN Gated DeltaNet README S5 IIA EIF, X4 H R OEIRAE README fY
Kb, 7 Python SR NEEELE;, RNERSUFRUMRR SN E D, RSB
Qwen3.5 FERAES 20 HAKLfRFE, Gated Delta Networks JFE i85 23 HER IR FE KR,

11.1 =1 key #E—1TiEH 5 E

X—" batch, —1 3k, £ key/query %EH dy, value %EN dyo K& S, € RI>do 7] ABELE—A
WK IEILR, 2AEFE k, € R%, Wil value y §Tk,; #% PyTorch {THESEME k_t @
So Bty = ¢ Sy, RENKE d, MITMIRE,

SeBIEREIMIRI S, = 8,1 + kvl o BIFE, ¢ St = Y, (q) ki)v] o XRUERIA— LML
B, HFE— key ZRHEII, XMMICR—ERM, A REILZAIES —RIER, BEREMA]
RENE SIERTE T

11.2 Delta rule BFMIRZE(BIEICIZ
Sext HIRS TS R o, P IHIRZS A 24 3T key TN
S, =S 1, =28k,
FHELSE value IREFIMESENRE, TS5 AR B, 47T key K751 HH#T:
Sy =Sy 4 Biky(vi — )",  wi =S5, q.

ARETRHIE o, B ZTRE (0,1); EMZMRAZLIZIN, NRANEERFIR, o REBKREZ
MDIHIEZ, BRESRTREBIEZ R, WEEMARR: 8 g IRNEREFELETA, IREMHERIE o Fio

SR SHUNIE AT DA P R A, 480 ey 4R, ERRN L(|S Tk, — vg]|2, % S MBI
k(S Thy — v;)To —URBBIEE S IEATLAHH delta FHT, X ERERFISREIRA, HIEEFRLEEYR
BUSHG YIRS @ R B 5,
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https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/08_deltanet
https://arxiv.org/abs/2412.06464

MXEEESER % 11Z Gated DeltaNet: MIEMEIRZSIEAREHE

B KEIEICIZ, BRI

‘ \ " : REEA
REEH AR S > = aS > T KAT(aS) & Bk(;;_ﬁjgmu)/\'r
W wRss bl OYEE L a—feswim b REmERE

BMk=[1,0T,0=[3,4" a=14=1 FRIIREEATRHA, EHFEEITRITLE 3,4, ¥
CATRA, FN kTR = 1, U key W, BURSTHEEIH value, JXREE T IRESNTH key fF
L2 19—k, #0 key HOK 10 %, FHFRA9HT value 5 AN ko Mok 10 £, MilHITIZAIER

_ Bk ™ § HOK 100 £, BB MERIFRG O, HRAERHE 8 = 1 MR, — %,

11.3 B E—P IR EIRF

README M7RBIM X : [B, T, D] A Q. K. V. #ith gate MIEHI 1, #3k/5 Q/K/V K
[B,H,T,d], TEANTHEL dy =d, =do QF L2 TG /g, KAEL2 1k, s =
x.new_zeros(B,H,d,d) S ARFIZEH dtype,

INFEIEIRE, S =S * a_t AT kv_mem FIHER, KHIRZE R R CEZRAVIRE, (S *
k_t.unsqueeze(-1)).sum(dim=-2) ¥ key 4E5K#1, 53| [B, H,d,| #ill; FEHrMATRE
k_t.unsqueeze(-1) * delta.unsqueeze(-2), /“*E [B, H,dy,d,]o #M unsqueeze Hiff], 757 FEME N
NATREAYATIBAT, AMEIRICT AR T,

WIS query FTIAIEE, PTA N RS RS (B, T, H, d,]. BHEEH RMSNorm 1 SiLU %t
I, H&IEL. dropout, M., #th gate T ELIRHNFRR, 5 a. B MRS TARED R,
iE “gated attention” FUZES softmax TR, MR T x T SRR, X EEAEIXDME
KEO

README JNEREEBHEENS 7RG, BhRAERX MRS forvard AR, WRER
VA FHERE BT AR, HIRE/E— 1 token RER M, HIERAELMMILRLIRSEL, FET
RIENRGEIRSEN, RN B E AR TERZ RTINS, Qwen3.5 i cache IEZ NN —E ML,

11.4 At ARILGIR, A AMFEEMAER softmax FIFHEN
FBAERT

Se =48 1+U,, Ar=ou(I— ﬂtktk:)y Uy = 5tkt’U:-
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MXEEESER %1123 Gated DeltaNet: MIEFRIRZSIBARIEH

MNEIRERITH

TR NI AR, RRERCHL, XANFIEA N, FHATRISEHASIRAE T AT, RO 5tk
BRI DAGE S B AR RIE A R AT B L, 3 ] DU DB TR 28 HE, EFSE chunk
kernel WAl fEH P = &5,

[E e RS SAUAF I R BAER RN, BTk BAF TTH key/value 8K, ZJGHE query (EREHT 7>
FLEE 1 token fY softmax FNEE, JXZEAFHRAIFRIALIR, 2K bug, REBREE D 2RER
Ng, APRREIZTT 2URIEARIRS:, BRI FIIGS BE P,

11.5 FES1HRENAR

FEAMEHINES S BHdd,s 715 SF%N N BHA?s. &il MHA N 2BTHds, WA T = d/2,
HIHAER RIS L, BRI EDN, fEfE R R T &M K, 29 O(BTHdyd,);
LRI BRI, AN SLTE LR,

plot memory estimates gated deltanet.py FECE I MHA FIEEIRS. BEHARS LB, #hZk
BEWABREE, PEE, IZGN RARENFEIRE, A2 GPU LM, VI aEFRZEREF, H
B AR RR, NREEREHHEHE RNELL,

11.6 HILWRIES5# 745>

SEEAHEIT examples/architectures/architecture checks.py ¥ delta() A 6 1 token. 3 4 key/
value, XHZDIBHEG BRI, float6d mARIRE 4.44 x 10716; A7 key. 8= 1 HEZMIXIRE
40, PAEEHN Python 3.12.14, torch 2.6.0+cpu. seed 1949, kAR, MHeHfam SHI2HEUETE qa/
architectures/algebra checks.json, &8 IB1TIEIZRLE,

BH, ©a=0MNRSEEEMHL? @4 =0NENEMEtBENE? @K AXPH v - prediction
B v KRN L? @ N4 QK AERET VINERG KA EHIR?

ER. O HFLUAIEA kv o @ TR, A WS A IFIRZS R, O LR BUSHISMARM, K&
EERS AT key FIIRZELIE, @ BRSO dy x d,; —HIREE, FEMPIRIEE LR, 770 Rim
A HWEIR,

- [EEHEAL che4/08_deltanet/README.md FHAVAEEL, Fbi% B SR EIBIAA,
- Yang ¥, Gated Delta Networks: https://arxiv.org/abs/2412.06464,
- 5% Qwen3.5 helper [ chunk/recurrent SEE 5 EFURS WL 20 =,
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M AFIEFRE % 12% MoE: BH. TR5HH

£ 125F MoE: I8H. ER5fHh?

=t

—PMEMRENZEIRZ, (B token BHHEHEM B 2HSE? RELTHEE (Mixture of
Experts, MoE) fl—REiBHRZ N LR, HEHSERDEERS S L] token BITTE, EIEH
MESE, AR, BEER B token BUERIERED, U RENERELE. 20T
WAL,

AREREE EEZR ch04/07_moe RIS, XERER 2T KV cache (9338 MHA, MOoE #f#(1
TE R,

12.1 BEABRE BERIHE , TRRE “HEHA”

AN X : [B,T, D], ¥x¥N E, ¥ token it g &R, BN W, : [D, E] ™4
R = XW,. MNE/ token BURKHT k D3, ICRMESHN I, HREEPESIH—:

exp R,
Pte = — 5 Yr = Y Drefe(y).
ZjE’Ct exp Rt:] ’ ;}Ct

XE5HENA LR softmax FH top-k BEAEH—AR, F—F77N0EMNT 1, S5 nR
JE, V5 topk scores.softmax(-1) PR RlT—FRRAI],

BANTRMEHMNEER. SHEEERN F, TREN
fe(z) = [SiLU(zWi.) © (2Wa,)| Wi,

Hb Wy, Wy : [D, F], Ws: [F,D], 282 3DF. ZAMFESHIRET tc1/fc2/fc3 1
ModuleList, HHfROLIISAERIIZHL, Wil Python list FRTEMHTREE, BUBARIMEI%G, 174t
AT I,
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https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/07_moe

MXEEESER $£128 MoE: BH. ER5H1H

51 token. top-2 : W& 10 RERDIR

ERF NXD A > router : NXE > top-k ID / ;&

ik BERWE token |  BERRITFIN  p|  FOSHBRHAGR

NXD i ; ~&

aH X token &5 | > index_add &0 N b

12.2 At A%KRTE, BIREFRILE token

3% token BTEANEFRER, Python FEFFRIINERTME AR, WFE [B, T, D] &K [N, D], Hh
N = BT; #H&Es I SHERBEON [N, Ko BF8HAHEE SR unique_experts,

MEFH e, topk indices_flat == e {§% [N, k| M/REERE, T slot 4EHX any, HHEIMLE token RAE;
nonzero 135l selected idx, index select WL RMiA. HHELEHRGE, A NEA token FREIELE
top-k H'HY slot, gather BUHIERA#ER, HECGE AR, XiLFE—LRERF token EfHEHFETRIL
%O

)5 out_flat.index add (0, selected idx, expert out * selected probs[:,Nonel) ¥&h5hnlE]
Ji token, WM, FA— token A k 4R, HEZMENRE FRE—1MER, Hip@dikh
mask 1 argmax $X slot, XK topk 481 token IRFIEAEE N ERE S,

MoE %2 token W7 EEE, A N 1 token. & token g IR7MRK, MA Nk TrIRIcs; it
154 N 1> token,  FH R IRMH R AN & DAUERATIRSRE, PRI T3 R iAo 0 JIOEEORIR token &
7&0

12.3 28, HESHEREFE=EMK

R bias, MoE REZ#Z) 3EDF + DE; & token it ¥ RS 3kDF, %A router,
E=8,k=2/, TRESEE-NLRI/\E, &1 token HHAFH M, IR La ISR REE 5=
BT R, A EEEE, WMAIFRAITE TR E,
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MXEEESER $£128 MoE: BH. ER5H1H

Mg H RN T FFRE LB SERR IR, 2/ NERAFERETRIERTRERI AL, [ — batch AR
token SHFIBTETFZHEMA LR, LREBLTFITIREREIRE, HiSEE Python &
A, .item(). index_ select fll index add JBERERIR, (HEAME kernel BESEFEE,

L% memory estimator moe.py 5 plot memory estimates moe.py 73R /ZEHI B &S token JHEL
o get _num param matrices X MEFEGELUS =4EFESwiGLU; calc_router params it A\ DE;
estimate params_and_hidden 7E match_dense I /o MBS W E HIFRrouter, PR AL ZEHI 50 T8 &
28R, MEAARIIERREE, firouterCHRHEEMBENIRE, BELRRZITESE, T2
token#iESEL, I SEAO FLESHY FEN %5 8 A2 &5 2 M AERE GELU FEN, =JERE[ 1#% FFN, #H
BABLRNEHNFANBEE PR, FREUE ZRITTHH, gpt_with_kv_ffn.py AHEEXE,
gpt_with_kv_moe.py f#fE num_experts > 0 JE#5r3; HINFIRMESEANESIIZNEY), 258
H0E Mo

12.4 SAHER AT AR AR

fR3% 100 1> token #RIEF —(i L5, HMETRNE,; SEIGXEIER, HEIHERERAI%, H5IA
wEER O, BHAPOIACEE: BFF, BH, HEBAEEINTR, IRISIX DR B R
Wi, ik token HVSHALEE, AREIE “IRARENHT MRK “CRR i

Switch Transformer /2% top-1 BS . A& SHBISH B EE2%, — D W BBz
EY, feDe, HA fo REFRDIRLLA, P &V router #E%; SEMLHBAMZER 5B, DUAZ
A E G R I, RERA AR LA TIZ B R, RGeS M MoE RIME—77
%

T top-k MNEFHAFARI R, {HiEH logit Y softmax NEBEHE AT S, —MFRRAEXE k=1 H
HAEIEARIT softmax: #AITE softmax 1HE T 1, F4F55 loss Xf router 7 BUHIX SN E IR BAE N
T, FRENE “BARIRERIAERE" BUAE router #1587 ARIGRES. BT ENFRE router
BEEE. IR AR B bR,

12.5 #FERLEF. BIE54>)

MultiHeadAttention [ query/key/value #&5#%. X EFR mask 5 KV %171 AKX MoE 7%,
LayerNorm/GELU/FeedForward et H4R; TransformerBlock TE58 Mk ZE 7 SOE B B el L 5
15, GPTModel. ZRAFEEMIZAMAIIMESLE 09 FAYEM M. README HFIABLES GPU B 2 KIR
il ARHARE,

SEREFEY examples/architectures/architecture checks.py Y experts() H 5 token, 3 &%,
top-2, AHIZERBESE token K, NRFEMKIZE, TRAMENMEMES, SR N7EE SwiGLU
BRIE . MHiRERN 0, 10 DMrIREHTEA; ANREBMNERERN 1, 274 7 MR,
Python 3.12.14., torch 2.6.0+cpu. seed 1949, float64. H£kf2, HEWHHEL qa/architectures/

algebra checks.jsone
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https://arxiv.org/abs/2101.03961

MXEEESER $£128 MoE: BH. ER5H1H

W3eEES], @ top-2 Mt SIS N A% index_add ? @ LRIEHEIE. & token TEMRL, HFLERL
ARG, MR RIAAE? O k = 1 A router R FEESHRE N AFTRENE? @ S SER
batch HIEAJERFSRIE, S ARBRECHHiH?

ER. O MTEWOAE, ERREE . @ BERSESHMEM, & token MEXEARE
IERARAE, router Fith 5 EEE A AT RENE I, O EHEESN—PITEK, softmax EEN 1; BHHRIIA
STEIBE, @ % E28 batch [RE TN, TR ESWATCHIAE, FEBPGERTRERSRSmA;
TRES A BRI

5 LA source attention checks.py BT LiFEIER =HEFEMoEL %, Etop-1Fx g,
routertE i AR ESEMIN0, X212 4PN IIZRK S HISERR B, FFRomtop-25F Bl B 2,

SEAH
- [EEJEES che4/07 moe 42 H3k,
- Fedus %, Switch Transformers: https://arxiv.org/abs/2101.03961,
- THRETRR GG https://arxiv.org/abs/2002.05202,
- RERIBITLRIMT. BREEEINZ. SIS gRaa B,
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MXARRESER F 138 FNFERF. TESHIFE

F13E FillEBiR. XESWIESE

B E ekt (8,T,v] i logits, #& ToRE “IEME RN E" ZRA AR, JIZRIER
AERGIY, HERZHHEIZE: W ETMIED token, 57 THRELTH, SiEdE2 5
I, PAMIE BRI IR BT 20

ARZEX i ch05 3+ notebook BIIZRERSr. gpt train.py MAHEZRS), ERURISES 14 3=, #1F
PRE 5B RCEMLE ESS 15 3, BRIl =M ERSHERE— M EAR, EEilZia

13.1 ZRIBEXRYZ BT ID 3 RZAYH#EER

AL (b, t) 19 logits A Zbte, EITF—A token y Ynto HEHEN

ezb,t,v ]_
o= 57— L=—5= D logptu,
T S e BT 4 8Phtums
u=0 bt

HArsK&IEAN 18,71, BIUE— N ID, THELH one-hot, /AR HARER, B
log. R, 5 cross_entropy F#R, IXREMFRE API SRRAEIT A 2, EAEF LBV EIZH logits,
BRI N N E

XEAMIE, FTAKE N
L= logZez” — 2.

& m = max, z,, Mlog) e* =m+log) e ™, XZEHE log-sum-exp [KF, X 2; KT, 15
FOL/0z; = pj — 1[j = y]: ELTHERA RNV, BBE MEIREEN logit; HARDEE
1k,

13.2 flatten FRIZ$TEL (I B SHrZEIxT

logits.flatten(0,1) {8 [B,T,V] &% [BT,V], targets.flatten() {8 [B,T] BAk [BT1., - i&tHIAIIL
RS, NEBEEIT B, FrbASE bT + ¢ TN B B bR Yoo QIR —I05EHE B flatten, JEIKATRE—
FE, FCNHIEE T

cross_entropy FR B AL softmax W78, BLERBIN [4,0,-21. EHIZZEH 0, B loss
0.0205811; %t softmax Fi34: cross_entropy 195 0.5645241, Ja& A2, KIOMERZETR A
¥, {5 API XAE'E Y logits i 7 —IxIA—1k,

s token #ER 1/V, FIHRK N log Ve AV =8, LillF logits AL N
2.0794413, 5log8 —8l, XEMEFRME, HRITHMEBERIIEEILL,
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13.3 perplexity k#5185t E £ (i

WNEEEE XN exp(L), X L R ERNE, 27 token TUNEUEIER, +957)\ T Aii HI R 25
8, ERIFREN LM PR SN IAIE R, (HAZ R —D BRI AR ) Mk B 5755 £

AR A SR — YIS FRIEE Y token, “F5% token #AHIFRAIFE AR, It EEE R ZE MR
SRR perplexity HHESRES . BME M IAERMHE, #dEE. L RSCKRE. XA 51 loss mask
A, okAEfain,

BARISEEFEESEHEOZASH

RIFHERE SR AL B IRRT 90% JIZR, 5 10% ik, M5 E2 R, EE O, Ckth 7 oEEEE N
PRI o E RS, (HFE R AT B E ERDR, DREART Uz, X2 KRB,
ERRZHE DOSCRY, SRIFERIN (RIS A T3 SR 7y, FHRPRESXI T EE,

FIAFEEBIAZE T token Ebfl, FH total tokens*ratio A EIRMEUBHIAGE, BHIFN B4 ER,
BN HEGZ/DA context_length+1 > token, PAK drop last [ @ &I A SEREHALIR, 1)1k loader
TR EE, RIE loader NMTELAMRME EH, XLERESHIEFRZS551HH token 2,

13.5 loader Y ERBf 5 B

| calc_loss batch IR[EI—PHLRAY token “F35HiK; calc loss loader 45 THEFEIE -, it
X token EHHFIRS, XE TR, WREREE B, SEFRKSIA padding/loss mask, & #HY
Sz SRR,

B —HA =4 token, HURHNE 1; 5 #HIUE A token, $15% 4, iEM token FHIR
(1+1+1+4)/4=175 HIETHEE (1+4)/2 = 2.5, EEREHT TN, BT
B OSAZ FI 5H R token 3, SEHHRR

72 loader JR[E] NaN, #2EERARTPEGEEGE; % 23 num_batches=0, MFREHZIRE, BRI
eval iter O] LU AN, HRPEERTILA batch G5 HRZREME T, FRES e IEEER, 1I1Z5
loader [ shuffle S - I PEAGEAS FE I 2022,

13.6 gk, iFHh. FRix=ERpER iR

train _model simple &F/MLIRICIEREE, AiIMIE loss. . EILAFEHT, AEHENN tokens seen Fl
global step, tokens seen += input batch.numel() 2B XE, ESHOMZRIIGSEELT
8, NETHLERARN,
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PEOTEREIE] eval, FHTE no-grad FIHEIIGRS RIS, AEKE train, 1A RER] eval,
SERERE train, A XN BFOHEIEAN LA, MIdEEHIERERE, ARk
train; A4 RERECR IR 7720

IESRIIIZRRRIE ZRWTR AE S ECE R, R, 2 eval BAEN, dropout JFER, —MIZkt
RHIBNN loss 5 eval B MAHFIFEAR R loss TaHEE, HRATHILIN 2at—E X

13.7 AdamW B 55E521EM B

AdamW fREFBEE I, —N8ahFs, HESERBNERR, EREIIMRE, EHRAEFETER
[T SGD, “#3J%MI weight_decay #EZIIZRHIL, [EE seed PREMIMIX LR EER

ABRYIG 124M B, HV =8,C = 12,D = 16, H = 4, L = 1 # TinyGPT, 7E/E5K ID
0,1,..., 7 BXEKE 8, stride 8 (Y&, AdamW *%3J% 0.015. weight_decay 0.01, #iEE% LR
1, BH 60K, %0, 10, 20, 30. 40. 50. 60 FEMAAFAMRIRLIH 2.315901, 0.244195,
0.032200, 0.007208. 0.003374. 0.002243. 0.001781,

Tiny CPU experiment: periodic synthetic IDs, not language quality

> 2.0
o
o
3 1.5
&
o
O 1.0 1
(@)}
C
c
‘© 0.5 1
=
0.0 1 —O- < O O
0 10 20 30 40 50 60

Optimizer steps

RMESZIER SR B ID B4R LFE, FrbA loss MARIE TR, EIRIERE. EHr. FREX5TH
BRI ERG TIE, PRIEARIES. FIMeizit, RALERE— A BRI s (RN 5 ik
£

<o

13.8 anfaris_Eihwll2RREN s #0300 15t

text to token ids MEANLIR4E, token ids to text ZEFHEALZHLIRAEIARRD; EAIENIAM M batch
size 1 HER. T notebook FVFEETRATE, HEFRIZRIANAS ) {7 BA G025 (5 FH BRI SR AL SRS, XN ZERAE
AP R R o T R N SCAR I S B
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generate and print sample BH/ERUE AR, FHEHATEE N ZM, (CGEMM&mE R, NEEEHER)
ZEHE. plot_losses H epoch il tokens_seen M- MR/ RIIZREEREE; HIFO AR, H
linspace M5 epoch FUZIEML, HRAFICFESLEHAE,

main SASTAMILICIRBOESC, DN TE, R & loader MIEshEH, HITXHRREICRIFE
FARE ., ABRIBITHBIAKELE; [FHX tests.py FHBEE32, 22, EFX1200%5/ MERG & =5
SRS AG390; 5 M HEAD fe & MR, MRS BISFREE, FiE RS & SR ir g,
JE#E RS UERT AP, SRS TREN RS, ABREMAMENL, B OrgNIgRERRE
PR SIRIFIRE.

13.9453I5&%
MhFEEI—: TR 16 W, eI WIE loss 1 perplexity 22707 &% log 16 ~ 2.772589 1 16,

KhFE = HEATA logits fil 100, ZXGREKEL? $ER: WHEAA log-sum-exp, &XR: FHAA
A, DT RHATR Y, FRE SN AE IR H A IRVE B AR X — 1R

FhFE = YIZK loss 4k&ERE, FRNZIGIE loss JTaaTH, Mookedft4? ERUEEIER, PRS2
BE YIERRAE DT AL LG ARERE—SRih ey A, BiRgZhSI1ESE 15 EINeRE IR,
A RATEHT AN E = (R e RSkl

AT python examples/core training/run_checks.py FIEEHIIIZRIAIER, 4T python examples/
core training/loss sampling checks.py ga/core training/loss sampling.json AJa 28 Rt E

55 B,

sE58%
- ¢ch05 & notebook: HFRER, HSHCF, flatten. perplexity, XI5, loader. IZRATHIZL,
- gpt_train.py: EEas, S, loader AN, DI, RAEE A main,
- FEZRAEM. checkpoint SHUIZRSEERTT NS 14—15 FERE, REER S EE I HE S,
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/ch05.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/gpt_train.py

MXAEENESIEE F14EFE R BE. top-k 5ERINR
- — -
B145 RKt¥. BE. top-k 5EIBR

RRRIZE )R % token AYMT, AERRERA JUEIEMR S, B A RS DUCEREI E TS BREEAS
BEHNE, top-k AR BRI ZRFANIA, EMER2 R —4 logits i HRI7TXo

AREEX B ch05 RYIRE, #i¥L. top-k. 7¢%& generate BREGHIA LR ; HI/ ML HAHH B
logits, AEREHL/IMER S R E RE S REIEE, b E i

14.1 FEIEFEREE softmax

i logits N zy, TULIERF arg max, zy, softmax &/ AL G FFR AR, R R 80 i
KIS, _EFREAE RS softmax F argmax, J5HE# argmax, % ERR—%ER,

SUL PR S RIHER R token, NETEEFIIREMRER, PRI RIEA] REH K5
HEERIEY, Etha S EE LR, E Yl =" ARIEFLEIER,

14.2 ;BENTBIZELLE
RBE > 0, REDTEN

ez,,/T

Saen

po(T) =

TAMBEIERILLER p; /p; = eF=2)/To BN, SREEPUAKR, SMTEES; RER, ZEWES, 7
s P, HERENE, RiEHFAE, - ot WBRERAIES, ™ — oo WAMRMEIEEM,

BT temperature=0 & X NTUL DS, FAEIBRUE, REXFEHNY, @SR TRMEO
EREAN, AFHLIERZEL, NaN, £77C7 logits FIMFFREZAHMH, THEZ4 multinomial
JEA SRR,

A4 logits [0,1,2,3], #E 0.8 FIZEEEM LI [0.016894,0.058965,0.205807,0.718335], XPY1
BHE—ARE, M6 L BEEEEA top-k, EEFERMBRELHIE—k, NREfEMPRATAIAEZR Y
RAEEAIHER,

14.3 top-k MPRZ$FEE 2 ShaYIRE

top-k HAEEARW £ I, HRENHNTCTH, B softmax, 5 “WEHRMRETHEHAEFIIT—L”
b, IXAEEARWERAEDAENN 1, MigE 1 <k <V, k=1500FETHIIN -3, k=V
IRAEATI,
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MXAEEIESEE $F 148 K#E. BE. top-k ZEMIBF

ISR k KAEENEIE, RMIBR™ /N TFERERNT, #EHA], RER] DLE k., #ilan
[3,2,2,01. k=2, SE Fai=01, A&7 sample i topk IXEIf EARZET|H scatter, A& N M
B, RS ZRTE HYREE, (HfH SRR A E; HAI EAR RS A MARE 5 5 b K I — o

BRI E, FTATCHFS, ARRMER, 5t top-k FBRIEES JebRILE R top-k AR EM
[l BUEFERE, NaN sEING JERN & IESPRIA S E S 7%,

14.4 Rzt R Reir iR

torch.nultinomial (probs,1) MZiHRE, % 1,000 YR, HRSELMERIGE, FHIERITETH
SR 1,000, R CURERLRBEILTF], IR ETEE IR,

AR 10,1,2,31. #E 0.8, top-k=2, seed 2718 [ 1,000 RIFEHHEL ID 2 13, RE5 514 230
1770, WIREEICHERLIN 1/(1 + e1/08) =~ 0.2227 5 0.7773, RAPEREG AR, MIKEIE™%
TRIERTR 1A fEI PO 180T,

i print_sampled tokens B & seed. TEIMMAEIH bincount Giit, ImAEEIELELF— logits 1Y) LAf
%, bincount(minlength=V) AEE R —RMIEMEIRIAREMIE; F4EE minlength I, fitHE L E
SERREGK 1D, ANEAERAFTEN— 1T IR A ETE BV IR 2RI,

14.5 — M ERIEIF A BRREVE LE 1Y

e BU LTI, BAETE, HEUREALE logits, WIBSREALTE, &5 ID, K# EOS, M
REB O, LKA EOS J5APHE, HFIREIFFIAEEHREIN EOS, HAhEr§E
& EOS, MEHAAILA, (HIAH T BHUNE.,

& E M ALE R EOS I H37HF batch size 1, FHEFIELLHAHE K/ ; notebook Ak LY faj B 554
A SR B (RS, WRZ2NER, FREEEM if tensor == eos id, KANZITEM/RIKER

AfE—EE, BHMEERFEESTH finished tRid. TG RITIVHETER, DUZMAIREEA batch 12
1k,

AFELE generate NFFREEARSE AR, BIMRESZ —RIFEIORE, REIZERAE EOS, RifilEA
#7 token £, RIFFHIREBRFRATNIZAER, MIXH—MNEMWE 1D 3 BIEERR: EOS=3 WF{ER
[1,2] JRFERIEL; A% EOS, w24 3 MIRE] [1,2,3,3,3]0 XZEIEHIINA, A2 XALERR

7No

14.6 L T3 EMT5S KV cache AREEEBIRERIZ

TeRAF TR R G C 1> token, AZEM 0 JF46, L&AFMEFA LN token, FHRE R E, @k
A, ARERTEURE RIS, MRS A RS SIS ERNIH%, SURFPLRESINLES
BEE DU EI A2
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R E max_new tokens, JEMFE EOS, (EAEMMRSWHIMNIE, ERANENEE “RIGME
logits™ , FRENME BOS sl HAMATAACHRME, Az o B B H 1252 20 g A BRI BRI IRAC A R 66

14.7 EMF I RIIERARLE seed

BERURE, tokenizer IRAFIRIZR, #ERiAF . Bk, L TF3ER3T. dtype. &&. WE. top-k.
EOS #UMI AR BENIEGH 24, #BrTREscEst, A2 —XBENIREE, 2% RHEFS. GPU/
MPS 5 CPU R logits M2, tHATHELEBEE D FALERE AR token, JE&2H B2 FEHUES K,

IR AR AR IR 79 3 softmax AR EATRAME, SEBUERE,; XAETRIERTA & il 2] FE
—FHl, 18 BEIX BN ER S REIRE, HRSHIERYERS, Jeltik logits #1701, FEELERHAE
MDD, BEATNERNISCAR, SHIIAR CLI #52 --prompt 1 --device, WHBEHE
torch.device(args.device); BRI T2 T auto, [EESLIEAE BT auto 17332, LBRMAE
cpu. cuda B{ mps FHRBOLEIHIUERT AV, BAYRST e B 7 AN A FREE B RST 45 B L [F ok

E, FRERBREAT

14.8 JFSEE

RIS ST R AR R AR SR A PR S hRE ;. PO ELSE generate text simple 5
generate(temperature=0,top _k=None); A CIZR5S HRMINZEA A K E R, IR IINLH CAEA
RS, BEMENSE 15 3, ABKEIBTANER & K.

KhFe@—: X logits [1,1,0]1, LEEILEF, RFEUT2? &R MREHIRTNDHIEAT, £4
—F; B argmax 7 SKUFZEARR S HUIHRE—4, FREFE & 52 2R,

FNFERE 0 D] top-k=1 IWNIEMR @R N SCREER? B%: SHFEPRE DI, H—EHRN 1,
= GFCRAEE] EOS e MEEDHE, BEKEROUSLTRAT? BXR: ~UE, AHEEARER
FICSRET KR A, 55 3R Al 1 E IR,

J&1T python examples/core training/loss sampling checks.py ga/core training/
loss_sampling.json e IFFISCREE, EOS SHEAIKE; FREMAILR 1,000 KCRAEEL

SE58%

- ¥ notebook: JREEHNZE. HEL. top-k FIAERAEIN,
- ARIA: EOS batch BRI, F&E softmax, CLI. ‘BEJ7RERZ; MMEERS W 15 &2,
SO REE. s, g2l FIZREAIREAN 54 A E S BERLE
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/exercise-solutions.ipynb

MXAEEIESEE F158 NERN. SHRGFSEAEFME

F155F NEMI. SHRPSEAFME

PEAPESAHNSEIERRELZ [, ERESEE, 25, K fifk. dtype, REAIEEXRR, H
Ki#E load_state dict (& AMEE, NEEIERH tokenizer SHEAUGHE; HAERZEIRMER, tHAGELRIN
Q. K#zeieal s isicie E,

AEBEEH chos EREEERE. TensorFlow GPT-2 § A, =#EAINZE notebook, PANAKATE
state_dict notebook, FifSLfRaiT HIRE RS HACIERN/MEE R, N NEFIZAAE, ZNE

15.1 X FEERRE 5ill%RE

TR E, S8 5% buffer, tokenizer MARIRAE, WMEINZIETFZEMAZIRE, SR
R ARAEGES, BYESOIRNES, DAREdERE, AdamW BI—R. —kshEEKE, 2
SEHER AR, BMERETE R,

R BIERTE model.state dict() AIfL7 model state dict/optimizer state dict HYF=HH, 1K
B 2@ A, BMABANRES, AR SEEN R, FERARARIRES, TeEitH b Asdk
SR — N CAPR BB 5

A5 checkpoint_checks.py TE/MERLIZ 3 5 IS {R1FHAL, RfLER. CPURNG. ECERM step, &8
4 e EER; 5 —RRBRMBUGIHERISE 4 5, REFRSEEAREN 0, X BEIEIFEE.
dropout A%, &HIELHE DataLoader FURSHAIZHE, ICRMEEIRSHARE =, HWEBSGER “58
AT EAH,

15.2 7 GPT-2 & F BRI EIFFIRE

_[-J#% TensorFlow checkpoint IEHERFIZA AR E44, BREAH, BHZREAYE, T model/ RIREHIREE
. B ho/. .. RAREBOAS 0 4> block, HMBHEA 2RSS T, setdefault BRAIFEHTKET
B, ERETESEIREH, A A

XF RO ZR AR :
BE HFEEE HETIR
wte token embedding. #itsk¥I{E [Vv,D] EHE
wpe position embedding [C,D] EHEEH
attn/c_attn/w Q. K. VHE wia—iiir =, ASELE
attn/c attn/b Q. K. Vim& IR =5
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BB BFEE AR HETIR
attn/c_proj/w HEE %E
mlp/c_fc/w FFN —& HE
mlp/c_proj/w FFN 2 i
n 1/1n 2@ g,b M2 LayerNorm scale, shift BHEEH
2J& g,b final LayerNorm A

JREHH QKV BEN [p,30]1, HEHEM) (0,01 BONTTHEEBIRIZIRAZE, AR INNEE B,
FFN [D,4D] M BE A S IR EI T, NERAANFETRINERE, mAZeZ e En i E MRS
e R

B GPT-2 24441, LIHE L NXEERE N 1024, FEH QKV RE, ZREIN 256 £ Rk
QKV { B HCE A RE E RN 2 R,

15.3 assigh SERSHI%

kil assign(left, right) Jofi? shape, FAEIEHTH nn.Parameter R[AIZAHEIEM, TensorFlow %4
Hidid torch.tensor ¥ sk & ; Hugging Face ZZ{A{HH clone().detach(); safetensors ZE{A&fHH
detach(), FIREMREAJREMFMEILE, XEEEZIME R RS54 X R,

Bt Parameter f5, ZHTRIZEMIIEERATRED R IHN R, BLENIKIARER 7TiX—&: # token
embedding J& LR FRIEUERHT Parameter, |HILLES5IHIEANE, BAEESHNE, 272
ST S R eEs, SECAEZER FH no-grad [ copy_ BRFE 177,

k5 token embedding #EM wte &, N—EREIKE[F— Parameter, SHlEE. HZ=FME, I
ZSHNG R =ADBR SRR EEAEYE N T AN R R ERE, MR b giaa bk
{Ho

15.4 =MERXHFAAD

weight-loading-pytorch.ipynb i B4 AR AN .pth, [KEATPAEFE load state dict;
[dl— notebook tiE/RFA4 M safetensors X, BEEE TINISE LR, (B ERFBEAIA
H,

weight-loading-hf-transformers.ipynb JEid GPT2Model. from pretrained 2K1% Hugging Face Ui
A FHME state_dict #% h.{b}.attn.c_attn.weight LTI, TRBRIGA N IE S @S, H
Wik token embedding #XE, ZhRATE block JEFANESZ X E final norm fltisk, &%
SR AT DAAENR], HESMEMEHAZLETIE, REEIAINEFR,
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weight-loading-hf-safetensors.ipynb E#%H Hugging Face model.safetensors, NIESLHIfL5E
BIFRERY) BEFS A TAEENE SO, s Gk T i@ A Python MR RIFFIE, (ERRELRUEAE R IE
AR, ZRMIERBRRIT N Z 2, [EE notebook X HH— PN RSFISA AR AIRITERE, ABEA N
5, RHAMERTA RS R,

TensorFlow B&{#iE#K#1 checkpoint JTCEHEFIMHSCEE; EHi#% PyTorch/safetensors &2 /0 7 1% XA
AR, ENRRAZ AR ASERIEES, =R/ F GPT 4514,

15.5 THBHIRNFHFEIABXHFEFET

FIEFEESRRIE AP RSE, GI#E S, T# checkpoint, 18K, @SEFEHE M, MBI
I I HTTP IR A GRS 8 0 285512, FELEhRA P Content-Length 5 AR S A A/ MEFE Bk
WEME; FIRANMERNAEMR, ERJIRMICRKIE revision S5HAERT,

M7 gpt_download.py TR I B%: AHE _attempt_download JeikFE sk, WL
FAMtE; RERMINSTENSE R, EAHE AN B A S 554, PRERSHniI S RS
TensorFlow, gpt_generate.py WHRHI FERRAK G FFER & HASE, XN DNEE LKL RE R,

B & B AT REE T B AR fF, BRMERIMA R S IR SrF, #ede, MR T, If
B 2 AT, ARRARERR FEIETASE, FHX B MIR AR, TREIZN main SCIFHTE
A KIE A HIRRAFRIR

15.6 MEIE(E I TR BEIZA RN E

LRSS RN BT I F A2 5] GPU, FHEEEA state_dict M#E] GPU, REBIUE i, N,
HARSEG IR SURTRERIIN 77, AR TSR WAL THFER R FIREH 1AL,

_EIFNAE notebook FEER T 2 RS : SofE CPU BEMMEFERIAITHE; GPU BAUAL CPU state_dict
Bk G, meta ST to_empty; meta il mmap 5 assign=True; PAKRENSEII X, BN
BEEL, AREIFIEESAEER| CPU, GPU, MG/ Nk EIGH=SE, SN REREFEIENT,

meta SKEHAZIR, dtype FLfE R, ARTHEIE; to empty DECRUIUAILENE, = HIHERBFA
fI=F mask, FREXSARIIIAMARE B HHHEM,

15.7 IRREFEMH A EERIE buffer

By BRI REIHEN named parameters(), MR state_dict L&A buffer, #
EAMVERIER#IMGM, KR mask AIREIRGF CIEMAD N, BRENTRE, HHAUE meta LG
to_empty, mask WARBAKRHIAILEME, RERISEEAE T,
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ABMIAHE R4 False mask K38 “WA IEMRE R mask” |, R IEBEENIROIGLNTT . S5
EEBIERN, XMEIR mask A logits AR ZEIEE] 0.433731, BEIERARTAIFTFRH buffer £%0—itd
WRE, TNEWERVGCNTERIRIET =X N,

52%% load state dict FEGT—RCEESERIFA buffer, RGN ZREE, GHRSZENXHMNE, M
W TEEEIRAS, NI dtype/shape/device, FKE AT EEAERF AR, {IFTED missing
warning JEAkSHE ARG &1 F8 5.

15.8 mmap 5 assign B9/VBYSCI

AH{E CPU LizfT:

with torch.device("meta"):

model = TinyGPT(**config)
state = torch.load(path, map location="cpu", weights only=True, mmap=True)
model.load state dict(state, assign=True)

mmap=True L& 37 FA& A HIF 0] BSOS, assign=True LEARHL R state_dict K EJE M, &
el — B SBEZIE S, Fra R buffer RIFEME, MIXFHINE SEBE1E meta, B
5 AR AR A,

KM assign Ja NMAEMEGERZ G RIS, FHROIENERR, XIFRSH A REIRE B Kiz b
PIEEALE; ViR DU N R E RS TR B R, AT A IEE RSS 3 GPU WiF & &, Rk
IE% API #&124E PyTorch 2.6.0+cpu HIIERAM:,

15.9 WNfrIfEIRATF iR XES

bJi% start_memory tracking/print memory usage/cleanup f# ] CUDA I&{ES 1. Wik BIUWFIZFTE
H; %A CUDA B, B ELtAR N IE S BEREIT, max_memory allocated GiitHY/@5K &7 ALl
B, NETERANHESENITE LA,

CPU Iz #4F 0.1 FOERER RSS, HMIMAARMERMEA G I IELL, ErT REIR SE R AR (E, 5 4B
Beoes, ENAE finally IR ERERRE,; REESIFOV B EAL B, AN [F) S0 7 A — 3R B A 2R 7 ARG
IEZIMELL, AR — R LR IESS L,

B ST SRR B IRIK B, AR, HSOTHM /0 B8, EREFH, bH, £
RSB AR P ITIRE . 177 SRIN R JCRHEUZ CPU IAE. GPU I {ENE 2 SEHU AL,
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15.10 &3 5&=

SN GR SN AR PRI R —4E; PRI 2R ST LEACAN R GPT-2 R~T; ZERRER>4ks:
EFHZEARIE, HUHILARTEMSE 13—14 &, ESRBAIRERIZT,

#FEE—: QKV NEIRDEEE S FE, N4 shape EEARE? &% Q/K/V s BiERa]
RELRTF shape, 2420 FHEUE 5 AT ADNE,

e —: ARENE, EAKE AdamW shE, T2 —EHEE? ARERIEHEFE, BHEEAH, K
IARACES T SRR, AN FE = meta JEBRSBERINATATRER WAK? &% FIR mask 2
buffer, &#HSHBIHKE

4T python examples/core training/checkpoint checks.py ga/core training/

checkpoint checks.json FJE#&E4L]Il, meta/mmap/assign, buffer REIFILEFIHE .,
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- EINESEREA, TEAS,
- ZRPERINE notebook,
- {Ik7F state_dict notebook: &hN#EHERZ S GPU/CPU WMiE T MR, RiaiT RIEIINERME,
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/gpt_generate.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/gpt_download.py
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/02_alternative_weight_loading
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/08_memory_efficient_weight_loading/memory-efficient-state-dict.ipynb
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OISR DT EREIRIR, FIAKRIE, a7 T, M7, HERA, RE/HEPRER RAIZRK)
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THERILRRANT . [F—TERINES R T XU A E TS MG, thRisgstil, RIEX R
TG AR RO R R N A I A

16.2 LilsiBIBMAZF ST (4

combine files #ZSIRILEN, o221l UTF-8, KWUSIENE latinl; A is english B9 ASCIT F4F 5 bhidt
€, FIEASNE Gutenberg cleanup 9 strip headers, JE4E%ZRZAT, 58 UTF-8 1L, &H5H
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EE AR,

RSk FE e AT RERL 1R 5 A, (ERAA tHAL S5 BRI SR R B FE S TAMTE B, AREREIIZRSCAR —ikE
ZEf, BT RS ESERRE, REEE I SORE Y, BEIEHBRT HiR,

16.3 #RANMERDREFHREHRE

Fir RN REEENAN UTF-8 51k, A ISR separator FYF TR A current_size, [A
RS T REMGEETE . WURSS — R WR, MRS Hai=ilR, MAaxs R, BARESS
AREWARESE BT SXIE” 48/
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https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/03_bonus_pretraining_on_gutenberg
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/03_bonus_pretraining_on_gutenberg/prepare_dataset.py
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AH) pack BHFAIRLE : WIRAE 2T, RESET0 RN A S, BREEISH S — N0, Fl
JAREIRICHEEIRS, X DRIEAF T AR, HRFERGRENER, EHRESTRDT
SASFFILFHTIA S

FRIEFIFTECARE, “WLW5E F=150F, B UTF-8 59 51, 7AJEH token HOURSE =Fep
Lo BEEY R PEHST, JIZR R CHSEH token, TREEL,

16.4 RENAEEV A EITH

AN/ NMIlFH—Ffr CRLF SXRSFI—7 LF hieA, RO TE e mmE, $880E 22w 0R 8 56 — 17,
SIBREE —f, 15k “exact duplicate” . XRUMFEHEE, NHADELINS . KEESSFEBARHER
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NI ISR, HIRR—SREE MRS, YIRS RIERRE S ML, IR =5NE% 64 771
TEFTELR P Fr, SEBR 42 #0147 7795, 2BRTF \n<|endoftext|>\n A &2 15 71, AL TwETHE
ito

X NS RE R B AR EE R AR, HARRIEASIERTCES, He BN RETEI LR
. MECUEE BRI S IRMHXURS:, X YIERBR I 57 A e i

16.5 X Filldr B EEHRE

i read_text file WEEN—"EFH X, BN HAT, create dataloaders TEIZ X FNHAZF AL
BRI FISIE, IWHEEKE, stride FF L NXE O, BN XHFEHOIE loader, HEFILIL
BHREOUR, T DA ZRIRASEE SRS,

XA R — A 2B FE TR, B RTS8, A FE . _Liif Dataset
WYL T RS Bbrok s, FIREESMRFRE ID, HIEARKIERISEINE HZE B R, PR
token B, ARGV AN AB ALY AT SIS B A R xR,

HUE loss MUK H LRI EE, SBEXAFEERMN, HZE RSN RAERIES, N5 R E & E
RUERS. SNEADNR A loss T ma] REFUZVIEIEMER A, TR —E 2 IZRBIL,

16.6 1o E RSNERBERFZFHFEMN

& ERRAS R AT S5 RIEE : if global step % save ckpt freq:o Python fEEEREY
True, RHERE “BERRNMGRE" , MERSEAERNGRTE; VB XIEXHEIRRE, ToERIE
FEWE N ML LEs 2 B ilZ,
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H R B ERBECEBEIRE, NEENTEIANKEE (step + 1) % frequency == 0, BUCENIERE
step M 0 2 1 FF4h. AR frequency=3 ISFEIGEE 3. 6. 9, MM AEIEH FERAT W RTE,
FEBT 17 AR E ARK steps

EifHfZR KeyboardInterrupt JEfRFBIUAEE, XEERECINGSE, EARE TN RS, FEHE
REEUIESR. epoch, SRS XHEAHURALEFMBENIECRE, 8 15 BO ARSI, fmt %
NN AL, A Al S A s R A AR A A

16.7 ETA 5HE M AITE/KIZ

convert time F divmod EFVEERS. 43, #D. print eta HEACIE XL RISRFIS SO, Rt
BE SXHRAIEL, & KRAINEREZ, BRI ZERIES /17, ETA Hag@EMib,

MIATEZ epoch 165 N HMIZRIF AR R ITFI AL, 2457 epoch WIS index {55, A5 HEYTE
R REA—E, Hr]FEAZH O token SUEHLER, FERARIEL ZHRLE 1/0, IR UEAZE AR R], &it
it X 730145 token 51t token,

16.8 CLI 5 A OB

LRt data_dir. output_dir. epochs. RAEHEIFE, PFOTHIFE. RFAR, #>=, batch_size fl
debug L&, type=bool R MISITFIFHAZ RS IFBFHFH "false" f£ Python M2 H, HA
JEM/2 store true SRAARHTR/RENT,

debug BAIGE/NGEE, BERI LR, B3R GPT-2 1 50,257 165, HAME AR RO, Eif
MRS NEEFFFER, WA debug BIA, HKE#E stdout A HIMRANTIER; Tl smoke test,
A2 loss, W&, BURRIZY SN ERE S RIE, BEEFHRERERESMERERES F—BIFk
WfE—ite, HHREAG, BRI FREAT.

A XN IIAIRH; SRSEONVZ 2 FEEBGER,; WA aEE N E . BN N AETFART
GEIXEESAE, FHHEBOI SRR AIE R IR, mAZBNZ—FA4 KK,

s 1—
16.9 TRNEES%S
B17:
python examples/core training/corpus demo.py ga/core training/corpus_demo.json

R FACEEAIH BIERINASOR, AFINTIERL, WA EaBIgR, eRIESRmA, 25X, 1T
MM, FEFRESE., MR, UTF-8 ¥ hmE, EASHRIRIRF P, IR O/ 13 =
SERE, B T A BT A R,
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FNFER—: PN 10 SOk, 15 T BEAT, RERREE 30 T A A FRE, L35 %, Ab
FERA—: ASCII (5EE 100% BSOS —E 2o ih? &5 Ng, BB miRfm, whsed=: ~Nft2
TR & HREHL 2 I ZRIGIE ] BE LU SR 0 BEARL? B % EE B T OMESNE A REESE S I,

SE5EBS
- prepare_dataset.py: #mi3[ENE, ASCIIJEEZ. BH. 2317, oAl CLL
- pretraining_simple.py: & loader, I, P4, ZERL. f#1F. ETA. I, debug,
- WA A smoke test B EFEE, KRIZTT7E% Gutenberg NEEIIZ,
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/03_bonus_pretraining_on_gutenberg/prepare_dataset.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/03_bonus_pretraining_on_gutenberg/pretraining_simple.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/03_bonus_pretraining_on_gutenberg/tests.py
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BITE FIT, HEHE. BSH5 Muon

—MNGHEIRGE TR, MR ECEE G ERIIZREE B, 3 ROGEFD EHEE, SR
WHE, ESBIERE B R, s AUE MR B S, XA RZETEA,
IN— IR eAR &I 5

3% ch05 (9 scheduler H¢#EM Appendix D, %6 M RIAF Muon MLEREl, AFEHEE
IXEERRAZ, RSO B —IREER L1 i, Appendix D

17.1 %497 step "iRft4

15 s M O JHURRIEHTR S|, warmup KEN W, REZERN S, RO < W < S WA, IEEMLE
FEE SR BN 105 Mps Mfo AAE X

no + (1p — 10)s/W, 0<s<W,
n(s) = nf+@[1+cos(ﬂ'§:%/,)], W<s<S,
ns, s> S.

4 W =0, HEPS warmup, FREHEFRDUFAEE, s = W IELFEIEE, s = § E4FRISTRIE,
FAAKIRER S . RII0F] S — 1, Ba—PHRRIILLE, XTERARE, M2 "4x” 5 "%
HRED BZTEFRE B

i Appendix D H global_step M -1 FF4&. BE#RIMN—; PIEERM 0 FFiE. Bosem—, H
warmup SR <=, WEAREE EHEHRE, HE ¥ SIEAM, FRER B warmup 7
e —Ff,

17.2 At a%kHEGE

A SERRACBR G T AOE BEHERT, 0 IN2E >R AT DARR I BT, warmup B IAEI Hind
Mo JoBAREARS: SR N R RS2, FEBNTE S AT, X 2LHIRE, RRRES MESHFRE
FHIA warmup Ebfl,

KARGI W = 2,8 = 10,m9 = 0.01,, = 0.1,7; = 0.00L, 5223 0. 1. 2 fI{E% 0.01. 0.055.
0.1; &5]6 4 0.0505; &3] 10 1 11 &4 0.001, HE@HKSEHESRE, BRRLRHI
cosine X _EFt,
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/appendix-D/01_main-chapter-code/appendix-D.ipynb
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Warmup = 2, cosine endpoint = 10
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0.08 A1

0.06

0.04 A

Learning rate
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0.00 1
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Step index

iR HRR R IEIA R IE5E learning rate, 5 loss MIEHINEARTER, X2IMMAHRE, T
EEAYNE TEE, &% train model AEHE, &M, 3T, BEHFIENE—H,

17.3 HERBI4EMELLARE

EITHS BT K — D ER g, JEREEIBIEN ¢, FHFRTEIR

C
g = min ]_— .
g=9 (wm+)

tg=(3,4), {EHCN S5, HE1, FERIEM (0.6,0.8), FIALRE:, KEWRE, Zr#E clamp F
[-1,1] WASE] (1,1), 7HREERE, —ERERRE—FEI,

clip grad norm 7E backward /5. optimizer.step Fitt4T, FFIREIEBTATHETEE, ECESN 5,
FET SRS epsilon 13212 [0.5999999,0.7999998], AN HAZE, FNERHEHIFTENMETFET
0.6, 0.8,

_E3% find highest gradient HRIVERFEHINRRKENFEILE, NERALMNE, WAZETEE, W
REBERNT, FTEDHR “Sm” EAEANREREREAEE, 7THEMEERMEl, (EREHE A k2
JREET R IR,

17.4 BIEMFEVIBSFE—E

%€ Appendix D £&8 ORIG_BOOK VERSION 73X, WifH > 5 >= —frZHl=Bhd warmup 458 G
REET, YATERIN? SXTE global step >= warmup_steps B8], Z&EMN 1% warmup KT E Tl
R, TR, MRBMEGEAREIEEE, 1l PASHR backward JFEREET,
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7% loader. EHEAKRT warmup. F warmup #FHFZELH, # warmup & EAE 20% FEEE, /D
LIS ATREMREIE, MEIAFARRMIEN SeHE?E loss 58E, MARERERITAEN NaN B4,

REFESERIBELN, NIt unscale BHEZESLEEERIERET; HHERFNTEMNE microbatch £M
SERUGETT—IR, AN PRI, AN microbatch & BT AFILLGI, 45 R AR T84

17.5 MBIERRNFENE

iRk A LR 4 #5. dropout 3 #4, warmup 3 #4, weight_decay 3 #4, peak_Ir 4 #4, initial_Ir 2
4. min_Ir 3 #4. epoch 5#%4, &it

4x3x3x3x4x2x3x5=12960

H, FHMEHESE, A5 loader FIMLALE, WIZREHZIIE loss HHT best FLE, X MEEBIH: B
RGN —NEE RSO, RTTEBOEA,  FREFE— D BE WIS B4 KT Z RIS

FLARI IR Gt —FiE, A[F batch_size fEAHIA] epoch NEHFHIRECAIE, warmup_iters 5 FtAR[E);
Al n_epochs XEKAE i token (REL, # HARE LRSI RERCR, Mi%[FE token s{[FEITHE AR AN, M
HERZRIK loss,

EHEEAH seed BN 123, HBHTEHIWIAML,; (HEIRENFE, &, dropout FIBENLEZRITAIE,
eval iter=1 HE—PRIE batch, BHESREMAIEERA, HSREER-RIERE, RERGERF
LRSS HIERNIMIAES,

17.6 R ABXR KR FEHE T LS

warmup K TP, JIZRATREGAZAE warmup; warmup 55 T EUF 8N RIX 5 BEN 910 5 2k
%.; initial_lr &7F peak_lr INFTIH warmup SERRTE R, MAEERREL BN BT EEHE, Hidsxk

LHTENRAECER, ARIIZE loss LEK B RGBT, N2 RERIUEAEXMEIIIZ loss,
PRl RTREA LRSS —URIhEE Rz AT, R IDR VAR E, IZk/RUEfER. PR seed MRS LRTFAE
FAl—Z&ERE, mAMREZ N2 RZRRTFE D,

AFAHUT 12,960 HIER, EREERTAUES HEG RIS, BE T DUER/IMER, D ERIE
BANIORGE, HOREERAE, hparam_search.py
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/05_bonus_hparam_tuning/hparam_search.py
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17.7 Muon I ERIE EMEE 75

Muon £A ZHERERESEL, (RS0 N FERE BT TR 2 A AR, 35 [ A A A 5 i VA EE 22 kR
BT RN RN SR E M, RIS R e sesisn, AHEAE I, Muon is Scalable for
LLM Training

F— DS EA B 7B “IERE” o DARBRAERERE SVD @ = sV T Wfl, fEar S ERIEE SN
1, B2 gy T, MIl#TTE G = diag(4,1), XANTTAZERARERE; JFBEEELEMN 77 MR kb
& 41, IERIEEEN 11, R E A2 A B i NERERR DA— 2 /e

AHH floate4 SVD FlEiX AT, FRETT A% B H 5oy A AERE, X MR FUS R 7T

], 27 Muon: SERRULEIEE SR, A%k Nesterov, MERUERMIEMR, REMNIFIAETE
8o PyTorch #J Muon £ Newton-Schulz HHICIE B N2 > RIAREIEDT; BAASE DARTFRA
#, PyTorch Muon 2%

17.8 ML BB AL ER RIS

i create_muon_optimizers 5Ci/i Embedding BN EHSE 4, HiwFTATlZ4sE: —
4k, HTET embedding FSHZ% Muon; HABZZ AdamW, T21ERES FFN A
Muon, embedding, fmBERIA—fkAEMEAN AddamW, 7t kt2 43k embedding, KIAE
EANBAREIF#E A Muon, XAEATE Muon B/ Si—HERE, WA TR

RBIEZEI R SRR 2w 1, /s GPT B Muon f&ifdt 6,400 PyTER, AdamW fEik 864
A, B 7,204, TN, PEILENENIZ S0 RE, Bk —SBM NMUas S = —IR R4
SERANHENE—4L

RN #TEZE, H backward —&, FKIR step; PREFSLINBHRF M ILILER
& BARDAENRAYSR, HEHNZENHIER, FEM— Ir TREEEWNALLH, max_steps fEH
HEked, #HARWF0, JEESCRGENTS, GNfERERES I —K,

A PyTorch 2.6.0+cpu SEUE A torch.optim.Muon, _EiFHREEBABIIN RuntimeError,
TEA ARG, &H121T Muon Ik, WiRAMH BT SVD i+ E e HELI, 2458577k
ERCTEME, X Muon UbEREER R E I RIBIT,

179 %3 5%&==

KR —: W = 0 IR AT A SR A5 B AtbEr, MARZIEETITE, ARESCRIREL W HIHY

=
Ho

KhFE—: FEP microbatch RIBSEE S EHEBTRARM, 2ELSFTHINEEST? HR: 15%F, 232
TRERMERRAE, B DBEETT AR, JOECRRE, 2% B4R B 28 & T 1A,
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https://arxiv.org/abs/2502.16982
https://arxiv.org/abs/2502.16982
https://docs.pytorch.org/docs/2.14/generated/torch.optim.Muon.html
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/18_muon/gpt_train_muon.py
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#hsE = embedding 2 —4EMEFE, NTEH H3)sr4 Muon? &% AR IELTTHI%ERE, TRE
HERE; EIFAMHER embedding, FHOUEMA AdamW, 5l HERTE FBRIACE 5 IR
LR 2B 2.7 BR: MAShR/G SEEIRGEENE, PR RNG #E,

4T python examples/core training/optimizer numerics.py ga/core training/

optimizer numerics.json AJE &4, SVD /RBIFI HIZAHEIAR,; EREMARICR R HE S HER
IR

SE58E

- Appendix D: HREER, HERE, BESX. GZEII%HMARE,
- scheduler A, M2,
- Muon baseline 54(&: EHIIZ, T, EFIARIEE 13—14 2, ¥ oH5 LILEsEART,
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/appendix-D/01_main-chapter-code/appendix-D.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/04_learning_rate_schedulers/README.md
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/05_bonus_hparam_tuning/hparam_search.py
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/18_muon
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bfloatl6, BHHUER I, BMMESY AIAR, #MrIReRsant, ArlRESEERIE. HirmEEL
PUEZS N

AEEH LIF 00 orig.py. 01 opt single gpu.py. 02 opt multi gpu ddp.py, PAK CPU/MPS Bt
KA notebook, HIizfT 1 CPU #AMBENERGE, A HIT CUDA. MPS, torch.compile PEREEL
HSE DDP, TEREMIAS H %

18.1 I AILLIRAVE LR

_Ei% baseline 2+ FIZpfUD, (EHR ETSOHLE, FHHARE KSR, HiXHE token/s HINESE
e B5H 13 BRSNS HARRE, SREEMERZER IR TR,

AR T & QKV,. SDPA. JH4: LayerNorm/GELU. bfloat16, fused AdamW. pinned
memory, ik, WRNFTIE AN R, DHDEATOTN, HOFSRASE—T, HIREEES g
W E, BB Z T FAR IR Z ARSI 2, A RUES BRI L AT DAHTE,

Eiif README HJ A100 R 2 IEFH AR SIRAFHE LVEER, ABRAEN, HMEelFIAAR
MR ST, RENACEIE A EE S ERTHNTERE, AR —MA PRSI B R
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18.2 Fi FRiElsk E A A

J54E LayerNorm #1 GELU AJ DAVEFARACIE AOSEBE, BERBCARRIAE TBZIEH, B E —2:
LayerNorm epsilon, EA7722E X, GELU 27 KH] tanh TSNS IR, A 6 HO LR
AR, HEHE 2SR NE R,

SDPA {lFENZOR 4R, IR HIE SSRGS, W% 8,1, T, T] HHEEME. &7 QKV
D> =N B A . EE R R FUEIT is causal=True #iX, FHEILFHEKAMRE 2R float
mask, IXEENLHIPERERTH S 4—5 BERVRTASEEE X G E,

18.3 TF32, bfloatl6 5 autocast FEF—&H

TF32 HHRIZE M ELE SRR B float32 FERFEIRIERRTZ; bfloatle iRk &¥#ERA; autocast
MAEIBHEIOERRA, @ AEF TN SHOK AL bfloatl6, i ILICIIARRHIT
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At GPU NEBEE M EF. SaEMNAERMZEE M. MKKECSR, A 7l 8E i 8 SRR,
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fused AdamW 505 HHTRERL S, WOV S EEIRITE, B2RE. dtype FIRRA SRR,
CPU fallback BfEEREKRE A BT RETHEE CPU /TH, N5k E compile, fused
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18.6 JARMFTIEMBYITA R A token

EIHEEEM 50,257 78 50,304, {HAERRLERE HIE A LR R, B 47 1T EEIXT M tokenizer
HAERID, GRS SRR ID, HEH softmax B SHAT, R BFREiEs; 4k
NIRRT 1D, R as T RETCIRAbEE,

A NRIHE— TR0 logit W 100, FOSTANESIE. WIRIFHAL Logits .. .,
valid vocab:] = -inf JEAMIBI AL, RAEENAITR, RIER HIRE L0, SEFER
FERTRBERE, RS tokenizer B,
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18.7 itBS AR BEILR— T AFBEFEET N

% train model simple with timing TEPEHTRIBEIHEHTIY token 5 &t R, CUDA B&1Z(HH
event #l synchronize, CPU H#&#, H—XXATRE HrlRES VIS, A GPU FEBKIS S —
{X; DDP ZERRY B IHFINIRE, LR 2505 KPR S,

TENEAEIFTATES, KN — BN AT RERL ST — X PP, 4TENH epoch REAKHKITH; 73 AR
HEAMIZR token, JXA] DAMENFAMEL ST TAERIERGEM:, HAREMIEAL Uy D BRant, 2588
gk, MAEPHYSERG EROIT AT, AT, NMEEESEERmE. WNMRE,

allocated memory /&4 HiH# KRR AR, reserved memory 27 ELAR R &, —HEAET
UEEfE, FEERIAIE device JREh s B EFTINAC Y AT CUDA BEUR S, [GEUEIBN N ARFFRBIL)E G,
AR A Bt TR 22 e A

18.8 DDP RIS SHHE, FREMHTAMAERIT

DDP fRHH torchrun $2ALHFFRINE, EIZEMMERESA, (#H DistributedSampler, Zwi¥/5EHLEHE
A, BEE N e e AENE, B barrier FRAHAMMBEE R S, XERE SRR AR5
., YIZRFA epoch ¥l set_epoch, FHFEHATHIFIEEMNFZD 2K,

T 8 AR S5 B R BOAE A IN RS BRI, B CPU BEARBHUIE I MEAR T RN, R BR 1 55
BB R RZEL) 5,55 x 10717, XABREGE, KA HoIEE0EE R,

kA rank B token %% all-reduce KH1, FEERPAAHN elapsed; B 7™ 4% B4 =i 21 it 0 58 97 %5
JEEE rank FI[EZ A5, $E loss A FIFEH BN all-reduce, rank 0 FTENEH CHENREHFR A4
JRSIIE loss, DistributedSampler BRIANNSTIEA M ATREIGE R EE, FEICTKABIEARNE,

A rank 0 4 FEBIN, EEE[E DDP forward WERAGE & AR 8 buffer I #5, HAh rank W5
BN T—HRIUIZ, HIRA—SATRESRrae8l, 7 AR BSOS B AR B, FHTES rank HARAIF
WHTE; AREFRD AR “TENAT” SRR AT, RiFHAZ B2 GPU #U4k1%, 1RE
HIEZFRCRIFNZH1ERE,

18.9 tH[E seed RIRIEIS IR FEHEX

B CPU/MPS notebook JLBIEMER, H5H14E CPU. MPS. CUDA ¥/ multinomial, &SXi%E
HHFA seed; 2B EREHEMERIKE CPU fikE, NG RIRDIRIRE, CBRENZVRAENE, &
IR & LA logits —Ff, BEHLRAE notebook

AR AT REME A FIRELEC: a5 S8, MR RO T IS RIRRAL— BURIE, A4 HRIIER] —
CPU. [F— seed. [F—{dMMiFSEINDREVEG ERTHBSME— D, JEEESIRAEE, RS
—Jjik CPU A8 Tl — R, Ho| NikEfeh, WAEHRITAEIEZ R
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/19_cpu_mps_differences/1_cpu_mps_random_generator.ipynb

MXEEESER £ 18E JIAMEER CPU. MPS BEES

18.10 FAMAETH BB BME AT

float32 /MailFrp, (10% — 10%) + 1 15211, 1M 10® + (—10% + 1) 58] 0. KV _RHESHK 11EH
BRRS B A, HHATIHL0, RSN, RREMRIER R ESUWESR8T, BERE EAREL
#, WrlREHIINESR,

HEBRSERNTE: SCEEMAFSE, £ eval/no-grad R logits; FLEER softmax; f/EE
[ — R R AR — RIS, MR dtype. FERRAR. JRUFIRERZE, A BiE R BRSO,
— RNy Xk fese e AEm, JUFEEEM R A,

i HA notebook Xtk MPS fitARH CPU [HIR, & TEE DA RN, RABBTHRRE
MPS, &HRUERDHHCOR & ELHRRE -, WAt CPU &S mEs &t

18.11 3 5%

#hFel—: 12 batch_size J& tokens/s #ifll, ZHUHRFERINZGSBEEAHRTE? F%: 1+
72, B2 token BN T, MFERICRE token FITEHIXEL,

#hsE# —: DDP € all-reduce #%, JIEFERNTIEHRRE? B HERD S AP HTENSITEZM
SREE(E, MEWR, K0 T AR BN 2R E,

T = JUATE R CPU JG, BEREER—E —8E? &% A&, BEREHSfmaseErRE, A
P A kA ATRER A, #hFEIPY: pinned memory EME—MIATE? &% THTEFEHA
1%, T2 GPU ©f%.

4T python examples/core_training/optimizer numerics.py ga/core_training/
optimizer numerics.json AJE % CPU Rt ZafH. #FIARMNEFEEME L RA], GPU,
MPS, ZiFFaEE M RERIARIETT,

SE58=
- baseline, ¥ GPU, DDP =4, README: % FISE/BIR /KIS 3—6, 13 3, FMIHR, MR, HiF. A%
SRS BEIEARR,

- CPU/MPS BEHURFE: FRIFiR&IZ. CPU RMHHESILS,
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https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/10_llm-training-speed
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/19_cpu_mps_differences/1_cpu_mps_random_generator.ipynb
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F19Z MGPTZ Llama: RoPE.
RMSNorm 5| J¥Erim

“f GPT 2 Llama” AZWRMERL LML ERIE, HIEFRERRAREI R L EFEIA—L, EF
RISNE, EFHEHIEEG, PARAMAHEE checkpoint FISEUREIERMAL B, RS L H2E—
&, BUELE NS EA A RIS,

[ J5h% ch05/07_gpt_to_llama fiff GPT—Llama 2, Llama 2—Llama 3/3.1/3.2 f1##37 Llama 3.2
=7 notebook, FHHARIIEBSIERELI, M GPT AETCIE K Llama fE, RER NELM

pretrained checkpoint,

19.1 RMSNorm RE39(H, RiADEMXFIEE

LayerNorm X KN D BIFRICEIIE, FEERUASREZ, RMSNorm {EHIE/71R:
Zg

Vi = .
\/D*1 > i1 :c? +e

RMSNorm(z); =

Y RAPES G, € BiEREEEREREARE, ERRIE, WA LAEER RS, T
[2,2,2], LayerNorm fE7C affine 184t Mt &%; RMSNorm il [1,1,11. WHE AR Jigk4
B, SRETHAIE checkpoint BIfFHFE I HI, RMSNorm Rt 45X — I3 — LI aL S 250,

GPT—Llama 2 notebook 4& X RMSNorm, 4 torch.nn.RMSNorm Fb#¢, PR block HIFNTIS
— (A BRIEAIRE, M7 Llama 3.2 f# ] PyTorch #5t; dtype. eps. SEWIGAMIE FKIFH—
Bl R ERET7RAHE R A2 float32, AEMETABAE A — LIRS, & 21, 22 8%
FNFHLAE, SkNE— LR RIT— AR R E,

19.2 SwiGLU @152 3t 4
%z :[B,T,D|, TRA%E F, [TH=H05H
u=zW,, ¢g=SiLU@EW,), y=(u®g)W,

Wy, Wy :[D,F|, Wy:[F,D], SiLU(2) = z0(2)o — /03 AERUEIERHE, 55— MESIEGIE;
SILU A RT DO, FRDVEA 2R T, TR fcl/fc2/fc3 FIIRFEA checkpoint [ gate proj/
up_proj/down proj X, RREAAHTNNEERERZ R AE F L &2 #
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https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/07_gpt_to_llama
https://arxiv.org/abs/1910.07467

MXARRESER #%19% MGPT &l Llama: RoPE. RMSNorm 5| Jiai1%

it bias, Z¥CN 3DF. i@y R 4D WWIERN: FFN 282 g p?; #HERFAILME, % E R
218D /3, KEEALE X BRI AAFRVERERRIEE, =M DERES ] —EE2L, K2R %
&, GLU Variants X AT AR IGS %,

19.3 RoPE {0 & T pk — 4 hiEs%

#axt i B embedding f— M B\ EEZMNE token embedding, RoPE Mgk Q il Ko JeHt—xt
R (a,b), BLE m SR AE mw:

rma (] = [ et

SKBE g AONEEL, RN @, = 972/4, §=0,...,d/2 — 1. BABIREH DR, TSR/
JEEECN 5 NIRRT § 4 d/2 DR cat([-x2,x1]) SEMBERERIEE A, cos/sin FAEM
MEXEE, 5B EEY BN, AT AR, BN BB,

SRR R KB
(R(m)q) " (R(n)k) = ¢ R(n —m)k.

FrDARRGEI A B2 A, BERCARIEEL, (HERAFTEBNZEASENERFE, FHMALR, &
SRR W AT B XA, RoFormer 5 H 7% BHADHTE o EH AR V, FOVEHEEREHZN
o S

EFESAEFT token L UE

—RitH® 118 0,1,2 > fiIi8 3,4,5 > A—EARSERN
SRItE FE—1R offset=0 > 1R offset=3 > BB e —3
FRIRERIZ FE—1R offset=0 > BT offset=0 > AN ERRE

precompute_rope_params/compute_rope_params /“4 [Tyqz, d] cOs/sin %, compute_rope/apply_rope
¥elllr #%20 (B, H, T, d), SR EHFRP position embedding, ¥4 F R mask fl RoPE #RAE 2]
T H. buffer fi&&&5), HAKMENFTINZSE, BARESRELEE checkpoint H,
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https://arxiv.org/abs/2002.05202
https://arxiv.org/abs/2104.09864
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19.4 Llama 3 B9 GQA 5« L T34

Llama 3 BIEENIMAH GQA, query v H 13k, KV HA @ Mk, EBHFMNINE 09 &, Llama
2—3 notebook 1Y GroupedQueryAttention {8 mask 5 RoPE Z¥({ENFL[E%i A\ ; TransformerBlock
gt AT A — I 1 S5 WA —1E 148 FFN; Llama3Model B token embedding, HZ=NIER,
K2R mask. &feH—51AERRE L,

V&% RoPE base s 4EAR, NREM HIE “HEHRAKERK” . Llama 3.1/3.2 # freq_config
W B, BIR B XKERN Cy, KN = 2n/w;, K/EHEEH low_freq_factor/

high freq_factor Z5i: KIEKHMEIRENN, MK EMORE, TR TEE, TR IS4 o
R, B is_medium_freq M HIET L, X MREBURAEMAEEAIEME, TRELEFIH key F

FRIRHFI,

A7y JRINt, BT token Y RoPE B MM\ CALFKEF4h, 572 Llama 3.2 X7 notebook A& 27T
KV-cache 28, FREEZ M ARG — token 2k “MIE” . AFHA rope cache offset MIAIER
[EHf offset SHIRMNFERMIXAI; RIFREARREOES 20 TEXTH,

19.5 172E. MWELRENEGTRE—BEEMNV

Llama 2 notebook fJ LlamaTokenizer fi%£ SentencePiece; Llama 3 Y Tokenizer A tiktoken JiZk
67 mergeable ranks, FIMIA BOS/EOS. header. [FHIE45HRER, ID, encode [ BOS/EOS F3¢
1 chatFormat HIf 1 header SRERIA VMY, A2 “H8%2 BPE” XAl HLAHIAE; F—" ID fEARFH
TR EAREARARF T, clean_text RIEH T R, NREMZIEMAYIF L token A0HE,

assign 7£ no-grad AR/ BAr shape IFE i, #EREET#; Llama 2 A9 permute 203 RoPE Bixt
fiJm5 checkpoint FHEZLAE, 1X— Llama 2 MIEEIEH —MECEL R : KN cfg EE AN R)E
LLAMA2 CONFIG 7B, Q/K Y permute ffiFEAAYSLEFIGEEE, EMEINLEUE AR param config, At
BN HAM R ST E, A XFEP B AEARST; BEN Mg — NSERECERBE, FFIAAE
N NAR LTS Ta

AR Q/K/V/O 4, st = £ FFN A&, M4 block norm, final norm. embedding 5
output head, #IRZHFELIRIEME ALK shape #5112, BRIFMA—ZHHIRIENE; AE&EE T
PR, FHILEA M checkpoint 2 —8EF A,

Llama 3.2 BIRIR AFIEHISK AT DAL= S50, count_unique parameters /A S 58, XAITHM
DNEAFR N TR AR A, HREEK out_head.weight 5 tok _emb.weight f&mI[E—> Parameter,
SHIFEREFETYE, calc_model memory size SISk, M. buffer (71, FUZRPERIR FHIW
B, ARSI SRS 72 B ZRIE(E,

H3&HJ config. json BINEACERM, NEBRNELE, AHAERIESHE R eRmnE, &
&, VFAIHIA. Hub T#ELAN safetensors & BT MBS, RIS ATTVFAIASE TERETF
A], ViR AT RNy R AT TT 5K
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19.6 F TIPS RS FIDESR

previous chapters.py $#2fft GPTDataset, 5% dataloader, GPT &k, RAE, XM, Wik, Ik
HLREEEHEE, ENME notebook AR HLARIH ETHIH T, HdRERKMmAS HntEA—1
token, loss &¥-2% [BT, V] 5 [BT], WIZENEREE. AW, /ml. Eir, WAERHSES
dropout, XEBEEREHREAEE logits WY, FHIZR7ENE 13—18 &,

=f3 notebook AEEERE X, MMRMEHHE RS IHELE, RE—E7%% Llama 3.2 #iFA. 57
A, AENEFIERL, import from notebook MHT— notebook & Y FiEiE/R, APHFBITIXA
AN, FARARPITATREMA NEFIABE AL, TR B4 T B B2 E L IT,

19.7T ALHEE., FIS5ER

examples/architectures/architecture checks.py HJ ROPE JUIAUERHREE: /0 AT B — 3. TEEURFFHI
MR REE; IREAREIT 1,78 x 1015 examples/architectures/source smoke.py H4MAfTHH!
37 notebook BAIT 6—10 MESLRE X, TEHAFEK 31, HE 16, ME. L X 16 M4/ ELE L4
[1,6,31] AR logits; BHEE 4 MIELUGH token, RV Mz E R AL, 728 HEU qa/
architectures/source smoke.json, IAMERENIZEL, CPU &itfiE, 2 Llama i& 58811,

w7, © [2,2,2] BEX4r RMSNorm il LayerNorm 14? @ #if/ GBS EF BN AT 2 RE ek ie
R @ AR EEMAREF weight tying? @ 8 RoPE RKEY K52 S UK SRR T 527

EHR. ORE, #iEREIEZHE, © Q/K checkpoint AR R LRI B, @ HHER—1
Parameter, FREMMIRTIA, WE 23 &, @ HEERRRI ISR, BEIERBIIZ, RTRS R
ik,

19.8 Lt EHHBEIRE RIS

tests/test 1lama32 nb.py F import notebook defs HSAE X, dummy cfg base/dummy input 27
NECE, FEMIEIRKE; 1% Transformers A FESEENBENIZH A HHE TR state_dict AL
Ihn#EAY, LL#e logits, MIAAAER R —MmAE; & BVIvitaita s a & .

tests rope and parts.py B{RE LitGPT [ 1itgpt build rope cache/litgpt apply rope % KA
JeH Apache SRJEFAEH, 3% Llama 2, 3. 3.1/3.2 HiERS N AR, REh
RoPEConfig.standardize rope params JGHAC Transformers NRRAMBCEEZ; set seed [EERIHL
T%; test_silu/test_rmsnorm Xf Lt PyTorch B 1, JIKXHH) notebook F A helper RI2HIFRE
X, ARERILVFAT PTG RS R/ T EE I, HATPAERA Transformers 8¢ pytest, AHRIBITIXLE
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- [E7E J5FS che5/07_gpt_to_llama, FiA notebook ¥tk Python & X WL &% &,

- RMSNorm: https://arxiv.org/abs/1910.07467; GLU variants: https://arxiv.org/abs/2002.05202,
- RoFormer: https://arxiv.org/abs/2104.09864,

- Llama 2: https://arxiv.org/abs/2307.09288; Llama 3: https://arxiv.org/abs/2407.21783,

- RIBTT NIEMETE, 2R, Pillgk, checkpoint fiHX FFFIK LSO TFI,
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#20E Qwen3 5Qwen3.5: F—1"&F
T, mwfhidiziEO

Qwen3 HIE LRI MoE it = ZAERTIEER 0%, Qwen3.5 FIAFELIMNGIANLRTER TS Gated
DeltaNet iR &, Bt “#t checkpoint #4F5” @ PSS E i, B HE, H—SEE X
BN, RAFRPIARRIN LR o

SKIFEAE EHEZ ch05/11_gwen3 IPYf notebook, PAK ch05/16_qwen3.5 [UFif} notebook 5
helper, JXERE NGRS Nk 258 R AR ST,

20.1 Qwen3: Q/KVA—EZEHEE LR

Qwen3 T2 token embedding, EE M —FkZL, final RMSNorm, #ithisk, FFN 2
SiLU [1##7015, 5 Llama 3.2 BUSCEiMEEE, —NEZEZERIE attention Y gk _norm: Q/K 75K
[B,H,T,d) |5, &Gk d it RMSNorm, FHEil RoPE, Z/Gf@H GQA 1) KV 3k,

XA Q/K AR, A2 L2 J6EE 1: RMSNorm BREAMI AR, & L4RSE, HAg id
BN \/do BEFBUIRLL \/do T3S RMSNorm BRIA qwen3_compatible=True IN5e#% float32 i+5F75
PiE, BEEEA dtype; scale #18afk N 1o A—LHEAEETREIGH G RERSL, BIRIRESHREE, 5
22 & OLMo E4f &R 75— ETEEA R RIERE,

head dim AJLARAFEE, FHFET emb dim // n heads, flUNJERS 0.6B BLE M embedding %EfE N
1024, 16 1 query k. 3k 128, EENHNFRETEN 2048, &5 out_proj FEMLET[A] 1024, SEIIA
H Hd reshape, FREITH GPT B “FiE#U#0E D %7 %,

IXEE ERSZEN A AT 4E GroupedQueryAttention.  init  /forward BUREX; B ZHIIIZR5TEE S 5=
DL Qwen3 FIRI S, ARBANEREKFETERR,

20.2 Qwen3 MoE: FEHFE, FiRTEHiE token 53k

MoE notebook #:/Jll MoEFeedForward, Fi num experts /M 1## %% Ml num_experts per tok [ top-k
AR ESE FFEN, TR % EMHNZ moe hidden dim, FREEZIEHEEREAN hidden dim, &
e 38 | softmax, UWEEKIA. B4 token FUBS AR, index add &7, 72 MR 12

=z
Ho

INEAZZMLE router 1Y gate, DAREEA expert B gate/up/down =M%, AT & RINEEELF
£, BAR— token HIIEHHLN calc_model memory size [NESEEERAZIKN top-k /N HBH
Vs Quwen3Model FISMNEREI NI TN B, T — [B, T, V], Ik loss AILREE, (HYERES (RALERNER
REREPD R ERRREE 1L,

97


https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/11_qwen3
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https://arxiv.org/abs/2505.09388
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H & P94) notebook FEALIR S 7 X Hi . %58 /MoE. I cache/f cache, EfERR A attention
5ERIEPREIY, A2 MoE sy —Mig i E L, BEaEailRENm oo g, BaffEgse
Y A

20.3 Qwen3 £&7F: B KV ZEBR—FH

ZZ17HR KVCache JEZJEFF, get/update/get all/reset HIEZEM K/V jtd, attention ¥Hr K 5t
% start_pos hefk, H5IH K PH%; H K e&W i E, TREFIEH ., BIURTF current pos, FIEM
pos_start FFUAAFEIE causal mask, FHHEEHEM cache RILAE s

model.reset kv cache() fEiX2E notebook H FHEH BRI E; cache.reset() ATEZIMNIBE RS #T
TR HE — B ERARSEH prompt BEF, BEEREHTY token; A L NGB SERIRAEIA
FUNERFERE, EOS HIW N 24 hi tokenizer #Y ID, AREAEY — MEAIRIL 19w S HEK,

generate text basic_stream & yield token ID, =X RABEZE KFAERIIELY., tokenizer M&
A N#E,, Base/Reasoning/Instruct BIIEEEZ M checkpoint S8k, HEHEAE AP XA EKERE
MIZEH B QA 0ok A BRIIZd S8 5 m AL

20.4 Qwen3.5 N2RE: RKEPIeSEIMathi™]

Qwen3.5 notebook f) RMSNorm ZE#I4a R 0, SKFRAEHUE 1 + wo 18 Qwen3 [ scale E#ZGH
AR 1, B shape e 2R, MBESGHUIESET checkpoint £7E,

42J5) attention B W_query ¥t 2Hd, 7t reshape 215k 2+d, F—5 =152 query f gate, gate
TERIEIE N (B, T, Hd], 1E softmax attention [ | R it F3€ sigmoid:

z = Attn(Q, K,V) ® o(g), y = 2W,.

P AL RN BT, Al 2 Hd FET MDY Hd FX, $2LE head B query # gate =
MENAL, Q/K %3k RMSNorm, i RoPE, softmax 7 float32 #it+5&,

partial rotary factor iLRGHT d, MEIZ=5ShER:, HRAFERED; d, FEE50EE, RS d,
AN d RIS R, 0.8B LB head_dim=256. LM 0.25, BEFLTERER 64, XEF
Gemma 4 i) proportional RoPE ], J5#E IR BHZ5EE head_dim, W 21 &,

20.5 &M= ERICIZNIERIEZ

TransformerBlock % layer types 3% GroupedQueryAttention B¢ Qwen3 5GatedDeltaNet,
_Qwen3_5ConfigAdapter (N AL A A PRI ) helper MBI B B BiE. key/value 3k
. FEKE, GREE. BIE. eps fl dtype, BHRAAAH Transformers &5, HEH NN,
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helper qwen3 5 transformers.py fRiAK H Hugging Face Transformers ) Apache i3, FH¥4nli%k
Pk kernel B None, [EIIEZ| PyTorch, ‘B/ek AL Q/K/V &I IEIE, FMHUZEER R -4
T SILU; BHSEE K, 2RI E, Fifaikt [B, T, Hy, di] 1Y Q/K 5B, T,H,,d,| 1
V, % value k¥ 2%, NWEE Q/K FIFMELEL,

FEH 1N B = o(b), HESEIL log HERIA:
g = — exp(Aiog) softplus(a + dt_bias), a = exp(g).

HT g<0, ac(0,1], &4 softplus i/ float32, RERARAS B A XS, RSN
[B, H,,dg,d,|, RETFHEKN KV 75, &5 Qwen3 SRMSNormGated X izt JH—{kIf3 SiLU ], P
Hj&ﬁ\'/o

Qwen3.5EERE | B REEXNNBERENRS

2RE ¥Q/K/V > ROPE 4534178 > &2 KV 5
KR EFUEHPRTS > FEPEEHERTS > BEEKRD ; THESIER
ERBR l SEZE KV Bes > JEZEETR [ 5EkE > (= pap(EES

20.6 chunk 5 recurrent helper 3{A{8 E#54

en AN, HiAFcEE float32, Q/K RIfE L2

torch recurrent gated delta rule 5% 11 EiX tok
BEEIRTS

norm, Q 3 1/+/dy. EREFTAHHAAE

torch_chunk gated delta_rule Jy7pHRiA: HHKERNTE] chunk size FIMEEL, HEN N =MANE
IBRER, MMIRZEEFONAEIT token AUMKH, FREIHIRGSTIIA S RNTTR &, &5 EFERIRES

g. cumsum {HESE SNy BINJE K548, padding £ Q/K/V/beta A%, g NE, X‘ffhﬂﬁ‘ﬁ)\ﬂﬁ
BN 1, amyIEREKE, ARERNST token MEE K token it A loss,
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APLEFRFAT CRET FEEIEAR helper, X+ 7. chunk_size=4, M ~k. key 4k 3/value 4 4
ok & LD AL, FHFRZIRSRKRIRZESIN 1.1921 x 107, 5 helper W float32 1+H.4H
o EEEM4 N python examples/architectures/source smoke.py, HEffiH&AE qa/architectures/

source_smoke.jsone

torch_causal convld update NIPFIHEFURSHIFRIA. BEHRFEREE. HomE SR L BoH 7514
. apply_mask to_padding states X Z#FHUZ batch it padding A ; ©HBAMAKEMHTX,
TREAE I EFSHHE R padding fiifs. logger HAHITENRIE kernel AR HERR, WA G A BLE KA
XRS5 TR, ASEB5E% Transformers APL

20.7 ESEEFN—TEZREF!

Qwen3 5LinearAttentionCache #1752 conv states. recurrent states fll has previous state;
ANER KvCache [RIR G I8 KV F13E, BRIZL current pos BRI E[EMN &, TEFLIE RN =FH LM
=RV

helper F3 &7 X EREGIKSH seq_len == 1 HIEft cache_position, &N'EE chunk 7332, I
Plinitial state=None FF4fi. HIMATHI, XHI#EARHIR L 2ERIZRE “BEE prompt TUET, REE
token 5" ; FREARBIEFEAZFHTREZ token FIEM chunk, KRR ] EE BISHEILZ,
256 10 % SWA 1 chunk MHRFEAAHE 21X B S IREIX DO, AR FRES HNZER &/ MRS R
IE: BEWUETSIR token BN, 57e%ERTARKIRZEN 2.38 x 10~7; B H5E3 1 token, FHIENN2
N BRELD, BKIRZEIEE 0.21603870, f5E ECEIMAIKABAI, HEHN ga/architectures/
cache checks.json, FREHNZFHERE chunkiyi@Eid &5 E,

20.8 MN#. HELER54S

MiZH notebook FIANELAR Y T ML embeddings, ##. norm. FFN fl output head; Qwen3.5
LG, A log/dt bias. MU AR A gated norm, Hub R#{. safetensors &7,
tokenizer S¢f. chat template, f£1k 1D, A ESRM UG AV RE, AR BEAIITIXLESMNRRE
2, WMRAERBUNE,

B NERG T, Qwen3 dense/MOE #5772 [1, 6, 31] 4R logits, BCEAK token B dense i
FHHZER 0, MOE AN 134 x 10-7: AIREHEFEHII KRB ATRADIIEA AN, FUNA 2R
B R RBANT S, AR RSB B 2 5 1,

HFREEHER. O Qwen3 MSLT N T AARREEH D/H #EH? KON E R VFEE NS 55k E 5
T, @ Qwen3.5 F2JE[T1H1 delta [ beta Z[F—M&EM? B TEY, FEHFETEA. ® JRiFH
18 KV FIZREERE EIEKID? ARE, BRFEMRRSHEMR L. @ R4 chunk/recurrent MU~
10715 & %7 helper BX#% float32, RREHTF floated K,
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MXEEESER #20E Qwen3 5 Qwen3.s: A—1MNEFETF, miMEIzEQ

20.9 EFER. SERIHFSHRFE

tests/test qwen3_kvcache nb.py FIMMAFIMNARAIES : KEEL context N WHlHITE R
ValueError; ZBIENVEHARESEH current_pos 3¢ KV cache i3, JREfS%EH pos_end, %,
HEHIRA, context model setup X EL5 MoE notebook 2%k, dummy cfg * $E{H/MERY; HiE
JER 5 ATk Transformers [FEAER BUE 5 SRFIINR, REHSF4E kveache 4 Rl R IMNIAAR R LE
TIHEEM,

A4 cache checks.py SEFRPA [0:2],[2:51,[5:6] 708, 152] Qwen3/MoE & KR ZE 75
298 x 10~ 7~ 2.38 x 10~ 7; BEKEHEAELE, BN S5, REFEKETN 5, EBHETE qa/

architectures/cache checks.json,

Qwen3.5 ] tests/test qwen3 5 nb.py JEId import qwen3 5 classes KBS H T, R ZEIH
Transformers FIATEERIEX IR, qwen3 5 layer debugger.py Y tiny debug config 5

_hf config from dict XFSMINACE, build qwen3 5 pair FHHFIFER G RO ;
_attach_debug_hooks il embedding, EMMHXERE T, hook N _record Xf tuple BU5K &,
detach. #float32f1CPU, layerwise differences MFAXFIHIIHEZESR, layer sort key FRFEFEUE
BF¢, format_report ME(LIR . AIIE hf_checkpoint AT, RBAIalT; LSEHEM
A IFRX LN I,

Qwen3 HEEEEM A Chainlit SEHIIA, MK get_qwen_config/build_repo_and local/

get device/get model and tokenizer ATTIEACE. EHubHS¢, EIZEMBALE,; TP nain ZAl
APt B ET mASt, 2800 on start BUTE . build prompt from history HJff
fih 5, assistant header, 3%/ tokenizer Bl AhEEE TEE; & 52FF assistant NAE A<
I, SEHCHIE T AT R YR FRZE IEID, 7 S SCARBERBT Mtoken@ M, FEACRIELR B 5282 @ &
TG, AR S E AR BT R

XA SR AR R TR A AR N8/ o0aa Mk, FREV T “HE DT Ei% import, JXE S
b, WA EEIRSS, NENESIEEMIMNEHE. public/logo *.webp ZFET™, FNEMEIARS;
requirements XPFRIRF A, MRELYRIMED LR,

- [EEJEIS che5/11 qwen3, ch05/16 qwen3.5, 1% helper JFIEHAIHH,

- Qwen3 HARE: https://arxiv.org/abs/2505.09388.

- Qwen3.5 BABMER: https://huggingface.co/Qwen/Qwen3.5-0.8B,

- Gated Delta Networks: https://arxiv.org/abs/2412.06464,

- RIGIE: 2% checkpoint fitl, &b, Puis kernel. FERUBNZR, F& chunk H#4 & #D,
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F21E Gemma3. Gemma4: BIfE. &
ZEES5HEIE

Gemma HIZESEIRIES SRS “FIFEI] RMSNorm, RoPE. GQA, NAREERZIEN"
Gemma 3 FEH0 norm 2. B/ 2RWNEMEHR, PN Gemma 4 V52 KV HERIZR EfH
A, BB ESE RIS, AR, ORI Y A B FRA,

EE SRR Gemma 3 Hifsy notebook 5 Gemma 4 E2B/E4B #if notebook, JEEREXAHIAIS4
B, NS, HAER e e RYIALE,

21.1 Gemma 3: RESZRIEHET—K

Gemma 3 ] FeedForward Al GELU [14%, MidE Llama/Qwen [ SiLU:
[GELU(2W,) © W, |Wyo = DREFETZARHREINREE IS Al A9 B H, checkpoint /2 7ERFE REL
RYNZRAY,

RMSNorm Y scale #I4G1E N 0, SLFRIEECE 1 + scale, THREITHFAZ] float32, —4 block & U4
H—fess: A JH—fbf5HEA attention, attention #itHFEIH—{L/EM%E; 69—k
FFN, FFN A —EhnikE. 51

U =2 + Noout(A(Ngin())), Yy=u~+ Ntou(F(Nsin(u))).

N N BESE, ARl “BERES” (N, ETAOR embedding 03 /D, KEA final
norm; XLERENFSINE AR, Gemma 3 FARIRE BEME RKIE, BARPITIRF A EREE
notebook Mk,

21.2 B/ 2 REERFRNERM mask

FATE T mask _global $45RK. mask local Fi4EE & MIIHA B, TransformerBlock.attn type [F]
IZEEEN . mask S5XFM cos/sin, FRERKE OARKAER, RN RESHI#EH rope local base
5 rope base, JRRSTERIIGIIGILHTIITENER,

Q/K #x3kfEErT ik RMSNorm, F RoPE, KV #Z4EH., Mg g-1/2: 71
query_pre_attn_scalar WA ERTCER, TRABELEIR query RS, 0¥ RSN T2 G404,
BAIRAEE N & ABRIEARAE,

Gemma 3 AL E Y HEAK layer types, AERNEAMR ERMIATEAE WS/ 2R R, MEgs
NI SEBA MR LR, EPREEL SkEE. KV SLEFIE D HY R E RS, BERAR N offset
BN KvCache, {H/FER attention mask S HENEKERA cache B#3]; & 4F update HIAEE]
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https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/12_gemma3
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/17_gemma4
https://arxiv.org/abs/2503.19786

MXEEESER %215 Gemma3. Gemma4: BHE. HERSKEAE

Fro ItAb block £ attention FER)E, SLRIERE cache BE|E %, attention ZZMEEIH—1b
ERFEREN key: PHELUSDA start_pos - prev_len A key B EHTEH:, query WM start pos Jig
#, THEEH Qwen [ “E1F el key” A&,

21.3 Gemma 4: BELMNLB/BLAIURRERE

get_gemma4_dense config /J E2B 5 E4BIREIWNERLE, [EEIRS E2B FRZEDREHN 1536, 35 =, 8
™ query k. 11KV 3k; E4B 52560, 42 2. 81 query 3k, 2 DKV k., M#&ERH
head_dim=256. #J7 head_dim=512, %[ 512, E2B ERNIYREEIN—2RMNES, E4B NEHF
Hin—2RMEE, $ 09 ZMFEIREMN “E2B-like” ML E RSO B ELEE,

Gemma4Attention #ZBEHRMFESLTE query B%N Hd, &E#E D, Q/K G228 RMSNorm, V i
H— BRI S . Gemma4RMSNorm EiHWIME N 1 ) weight, 2 Gemma 31+ w
ZHL,

HBAERS MMFERE s BEEKMEZEN QK T F softmax, EBERM /4o LGN AEE
[RIA 2 BB R Z 480, sitE a2, softmax 87+ float32, ZJ5# M query dtype; mask fifi
H dtype WA RE/ME, AR query 1M/ 0 —DNEE key, & NP HEFIRRAIT S,

21.4 proportional RoPE R A Rz aF=iE]

2 J5)2H compute_rope params fE proportional 73X, 5tt% partial rotary factor M FE T
B, AEROXEER, HAFRISNEANTHR, THENN cos=1. sin=0, AFRARREME, XHEEHS
R 5% head_dim; Qwen3.5 partial RoPE W% HEsE % A %R, W& RRER SR —EHS

o

MRRBEE 512, HBI 0.25, e 64 WARFR, 128 PERE, HAR 384 4ERFF AL, IR/ G
FCXS, BeFRHIAR bR AR A BOESERYRT 128 4E; A SECNAT BB, JREZ M B CRYEIE RoPE M
BUNKTE,

21.5 KV EE4 N IFHRE—MHENEF~E

E2B J5 20 Bz, 7115 B477; E4B 5 18 EH=, i 24 B4, first kv shared layer idx =
n_layers - num kv shared layers WE LS, #?EE@%Z%E@E@W%@@J, RiAFEEE—T5
HOARREME, XREHE query BUEE KV, £/ query ¥2/m KV; BATKTEARE, FRERREZ
XEHL,

Jt cache notebook #&ff reuse_shared kv 7¥3¢, EKIA False, L& EBITARK KV; FIHE RGN 7
BURAFA TR KV HAER—IRGEEERImP =, A cache notebook M MAME A B EI477# cache,
AR SEBRIN AL IR SON T, TREE “FrERBR” e EERTA Y ME L R A7 R IR I LU
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MXAERESEEY $21E Gemma3. Gemma4: BEE. HEBRSHENTE

Gemma 4 BIFRSEERIN BB R

KVH#=E BEE=R | 2BEFR b RSB HERE > Hit&E# query

+ x= i A

— Es R R
REEH LRibRERSTEM b M X ZEHA > $2[El D FInv&E

HEHBE LR query, WEFEFRIFEIA L, Ehefkh) key/value, TRERNEMEAHXIER:, 7
W E H B K/V B, RESHE RS SRR THZIFR, BN ENMUEHRE A
37 cache, 277 block SKRREEIT RHA = ER KV; X EFALME, (HESRH 0 DU AR
Bi 25, PR SR TR FE A SR A

21.6 ZEHMAN: 5—EMEBCH token IIER

Gemma 4 E 2% hidden size per layer input=P T~ HZE, BHISEIE—K embedding %, #ith
[B,T,LP], % ./p, T reshape i [B,T,L,P|, E©HNFE—/" token fE&FERLNFI P 4EA1E,

BE—MMNFE embedding #5% LP W73, F p-1/2. &G P #H—, H5%2 embedding
FMBREL /2. SEIGENMEA e; : [B, T, Plo #tA block I M layer #iHCEE | v, AA[HE token i
%Y layer #i,

block 72X attention 5 FFN J&, FM4ARIRASER]:

r; = Np ([GELU(ng’l) ® el] Wp,l), T x+r.

W, : [D,P]. W, :[P,D], ®/GFIZZ layer_scalar buffer, E2B GRS KV K5 EZE AN EE
MLP, E4B WWACEXM, WEE MR/ AR, HEorresEmriia s, FREME —RREHE
B

i3k 5 3 token embedding 467E, logit softcap 4 ctanh(z/c), FEIEHE ¢ = 30, /) logit I
B, KIEESCEEIRE; XS A0, FEASE M S s 2 X A A
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21.7 NELBFMSHEE notebook FYERER

Gemma 3 INEAFILE A4 block norm, Q/K norm, GELU =#5. embedding/final norm/
output, Gemma 4 INEALLEAF checkpoint /%, &2 embedding 5#%#. layer scalar, V
norm S HLAE, PANIEZEATREFERIMNANE, get tensor HIIARTHIBEAAHISE, assign AZAT
shape H#F|H¥rR dtype/device, HAZINEREIHHMAIERENIATAA A RIIINEL, R0 2 S Rt
X5,

resolve_local model dir MU/ MELf & FHOFE XM JGHY Hub N85 safetensors 737
BB BINIINTEIE, tokenizer 1% tokenizer.json, chat template/2Zik token 24 WY, H
5% README R/l AN B AR BHE G R, BRI SRS TRl e, ARAEHIEE, tr
PUTINIE, NEEAE Om &

21.8 M5 #+ 7R

source smoke.py H&HHIT Gemma 3 87t 8—13, PAMN Gemma 4 ¥t 9—13. 15, fE/NAFR, %
B2 R EIER (1,6, 31] #ith, BCRK token B EHIH 20 0; Gemma 4 BATHHES LK
BEHRME, XEEESREMERSE, MWIEFE checkpoint —#M, HiEW qa/architectures/

source smoke.json, PyTorch 2.6.0+cpu. seed 1949, PAZKFE,

BHYSE%, O Gemma 3 [ norm 2R E&F2EIMBET? 2, LREEHN 1 + w. @ Gemma
4 )R ZREERAE RIL SR KV 13?7 f~6E, BRI, KFEMAELE A, @ proportional RoPE Y
THRAFRVR AR 2?7 AR, @ 2= KV 2EMERTBZE query? &6, SEMRE CHIRBURS
RHEH, G/ mask BERIESEF EFRNEO%E? AMRIE, A LRREBTEIAE A RIE,

21.9 — 1 IERRMEES . HEFEREIRET #EIEH prompt

AAx Gemma 4 75 THIMUFRMNELEL: FER3L FRERL6, 42, /2R, E2RE=E, 'H
3, HiAN6Ttoken, FHifEETcache notebook T reuse shared kv=True HYZEREH(A]; X HRBETF
notebook —{RFHEFE 2 H 6 Moken, FKlogitZH 3.50999856, ~E&EANIRE, HWARIEITER,
MiAFEF 5 HEN examples/a rchitectures/cache checks.py 1 qa/architectures/

cache _checks.json,

R K2 R ERA P2 B A se i E O attention, FHE next_cache #R/G3MNMIE; TSR ERTH B M
HMER A A IRBUX RIS R, N T prompt Hi~EER2 Y query, AR AT WA R #keyC & E, HFRH&
/MEmaskit ATRELE R FERA T RIS 7310, MENaNER, &5/l querysiitokenfi@FisEUIER,
REBANFEFEE
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BETIERX S YA E REKV” M “BA T SR AR R © EHRE TR
DARTOR B 4 BRI R 52 BALE, e A #BEIR AR, FHMAN A BEX Frmask, IXZEIAIBERE K

i, ARREELEE L, WRAEFERERIZER, FEfcheckpoint2 Sl FIFEIRENZR, R
it

Gemma 3 RPN P BIGEIEIT, BRAKIRE 477 x 1077, WEREFERKEN (3,61, 2HIRNJEHE/ 2
Jy; IXASREAZSE TR ER B B S AT 1E

21.10 LS EMNREZEIRHEER

Gemma 3 I test_* nb.py 73 AIINEGE IE/9% 77 notebook, f#/MéRIshape, FFTESH ZEn] HIN
¥ 1Rl — BEAT U R B 5 21 9 32 L4 o gemma3 layer debugger.py ZefdiEtsfixt, hook embedding,
block, final normZ&¥ifi; TE4HRRIE NN register trace hook il block PER#R /mormid sk,
_format_diff line/format_report A] AHEF & MrE blocksi 2block, embedding hook FF#h
FeESCHTAAIGEL, SNSHICF AN —BORSEREIR, hook handle 78 HUREE KGR, HEE
HEMSRESIE T,

Gemma 4 [ test_gemma4 nb.py K EE2B/E4ABMAACE. %H HE D n kv groups BFATHEGTIA, Azt
A pkhelper. ¥ model.language model. RIZRAYNNEL, PAM AliEAMcheckpoint i,
gemma4_transformers_module I[N Ut CAZFERI A S TSRS ANBIR R, SRINKE ; IXEEIRIRHL
A EHE Y@ 2 TransformerssZiiGemmad, AEA I THANEA M Kcheckpointiifix,

tests/test_e2b 5 test_edb H'HJ debugger & B/ MICE. SFconfightift, & NFA BAXH
#. hooklt#. B&fF. ZRME. MELTREANFENILZZSMLPIRE, NRERUCCH4, 4l
INGERLIESHEE, HOXLE R RN R ESERIA R, SRR,

- [EEJRIY che5/12 gemma3, ch®5/17 gemma4,

- Gemma 3 £oRM A https://arxiv.org/abs/2503.19786,

- Google 'B77 E2B BBk https://huggingface.co/google/gemma-4-E2B,

- Google 'B77 E4B BIUEHR: https://huggingface.co/google/gemma-4-E4B,
COREIE: 2RSS, FHRSTEEL checkpoint BUEXFF, B 5K N fE,
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§22EF OLMo3. TinyAya 5a]&iiEgiE0

YRR B UESREBTEE token 1D 485 logits, [RIFRATAT AR BRI — MIZRIBER, B rseae,
(B “BOa” FET RERA" , BRETH— I RLRAEREAE, MAMBEEL, AR
OLMo 3 5 Tiny Aya WA RPIIXFIAR, FHEEES IR,

[ KJH: OLMo 3. Tiny Aya, FHMBRIEEIZET, S MIILEA 2EHFTAS KV-cache ik
A; YgH-RS A Llama 3.2 1 Qwen3 notebook,

22.1 OLMo 3 8 norm T iiH

OLMo 3 [ TransformerBlock SC HAZ A i AT attention, ¥ attention fitti RMSNorm J5 N4k
#; FFN W EEE—LEmEE:

u=z+ Ny(A(z)), y=u-+ N¢(F(u)).

EREASE Llama IR pre-norm, A2 Gemma P9 norm, JEREEENFERZEFLE PILAR norm
H—1t, norm {ERTES St b, AEELETZEVSE] post attention layernorm I
post feedforward layernorm, AEEAREMFEIN “norm” FAEREE AL A norm,

OLMo attention #J Q/K norm &41E ¥skZiii. #5% Q : [B, T, Hd| TEi/ai Hd fiA—1k,

K : [B,T,Gd) £ Gd flVJA—1k; ZJ54 reshape H%3k, 5 Qwen3 &3k ¥H—(bAHLL, —3kiy
R 23R 55 — AN SR 4ETR. DARNSK 11,110 110,101 91, Sk RMSNorm S SLERE BAR I R
&, %K RMSNorm &Rk ML ERIMENIRE, WATEEENES 4R shape AT DAEHE, AR
M,

Q/K Bif5 RoPE, KV 4B, query TERFERIIE 4-1/2, attention bias FARFEHHIY ) attention £k
TEERGH bias, 7B BLEM KV SKEEET query k&, 32B ECENED; [F—1
GroupedQueryAttention XA [A/IF /R MHA F1 GQA, FREHRE R BN ELE R,

22.2 YaRN RE2R—NIEFrB Iz

OLMo 1] compute_rope_params 3§ default 5 yarn, default /258 19 ZEJHE#L RoPE; yarn 7)€
HREAGEBUNR w 51% factor 45T w/ f, FRIEENABARIER B R SCHER T2 /0, 5 s8CrER
BWHE,

=/MKE helper AEFATERERAI53: find_correction_dim MIERS FEIEUR RLER ;
find correction range RIS A R /1A _EEUCEE R EIATATGRE]; linear ramp factor 7RISR Z A4 O
F| 1 RMERNGE, R RAE, GNEILN r, JRIEH
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https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/13_olmo3
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/15_tiny-aya
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/14_ch05_with_other_llms

MXEEESER 228 OLMo 3. TinyAya SrIE#igEREn

wi = rw; + (1 — 7w/ f.

XH vy MR JRASHAY extrapolation factor, E SR ARE, AREFH—MHTH theta 22,
JF4aIFF W YaRN, cos/sin i —#ZFE attention factor=a, fHieik/5M Q/K #% 3k a, mFIRIILZ R
a2; HET=RE “RoPE fRYEEC MBRE RIAINX IR FE s

HAUE R 2 /M EE mask, FELE layer types HIAMLE ERIEE, EFEMHY offset 1AM KV &
#x, [ETRERSE sliding window FELWT 5 & 17 kT, (&R, load weights into olmo
X VAR EELR Q/K norm B ; {8483k norm 1) checkpoint 3817 #&id K& sz i,

22.3 Tiny Aya: 7 bias B9 LayerNorm (IR R33(E

CohereLayerNorm SE7+% float32, TEIMEMSRSTZ, BIIEGREFEE, FHE weight, BEEIK
FIERI > shift, FHREEIKEIIELSE, KitES RMSNorm HX RS K AREE A GE—1
weight T4,

Tiny Aya block HI4—fk—ik, #AJ5 attention 5 FFN FF{7Him — AN H—fLEHA -
h = N(z), y=xz+ A(h) + F(h).

5iF5%% ' = x + A(N(z)), y =2’ + F(N(z)) #kt, #iEFFIAZ attention EHIFHIE
e XM, TRUHEMFHILEFMN. FeedForward i SILU [ 1#2=%ER:,
GroupedQueryAttention X #FA[i%E Q/K norm, {H47{ block Mi&ERf 5% False,

[EIFFRVIRIR S, BIRKHPTAARE

N(x) = - N(u) = FFN =
Llama Attention > MFEZES u > hnF%E
Attention(x) — P FFN(u) = Norm
Tiny Aya #E h=Norm(x) P Atteggﬁ(nh(;') = > x+ ENHITOE
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https://arxiv.org/abs/2309.00071

MXEEESER %223 OLMo 3. TinyAya 5a/&iEaiEn

22.4 Tiny Aya i Bt 5B EHIIH

Tiny Aya [ RoPE R BE/FFEBELAT . cos/sin 5% DA repeat_interleave(...,2) BIF, hEfmIEH
stack([-odd,even]).flatten(-2) ¥i&, Llama {HRHFGE/ G, —FHBLIS R — MR E A GE
X HEHI cos FRETEANER /R ARILHL,

&€ KN AE sliding attention EXT Q/K Hifill RoPE, 2/EREIX M. 2REERER
mask, HIERTAIEARNK; “WHENX RoPE” 5 “WAHRKRRERES]” E2M N AE, [EHENMERENS
TR ELARREELE, e LW S RN W28 A I — TR,

1A create masks [FIRAERURT S 2R mask, #12ft attention mask, REDREEM “1 FREU
token” #%5% “True £/RFHIK key” , F5 causal/window mask &7, /£ padding nl&Eil padding
query &AL key; BIMEIXLEAE A loss, ks NaN 2 &N /ELITEER, 281 notebook
FEF—=PNRIBS TR padding/ b8 SRS AR 55 85

AR —fk, #iisk, logit scale MH3E, ECERIYPEH AN/ HitiaE Ao

count_unique parameters K& SEFRIL =, TinyAyaTokenizer 55 apply chat template fAsi &K fitiAIH)
FAERGERIOG, Bl —4HEIE token TIA—ERA— EOS, notebook HiFHH Llama
RH Markdown 4] 7 AN 7 s B IEM Tiny Aya BLE; AREPARFTRRS A,

22,5 AIEMEO: ROEKE, BUERS

&/ NERAFINZHZT 2 logits = model(input_ids), HIAZEIER (B, T), WsLB08RK [B,T,V].
ZUREA logits 7 B KRR ZAL BRI ; tokenizer IIEA ID /N v; YIZREAR ID kA F—
EiA#R, &M token ID iF logits, BUIRMIRGHME logits, #ARE BT L @IZk loss,

RAFEOZ TN AR, MBI WEREEDATH L XA, AFHRIOHRTeEq]—EEhN
ERIEER, MAZE model. current_pos BELRIER EHIFLZIERILE, T2 MBRIRAS MM
FHATRER, TRAHEIM T H MRS,

ZRINES 2 —EM: OLMo/Tiny Aya KIS 72 AU norm (&, Q/K fijs. FFN Al
embedding 4§7&, EES Llama H#ft, tokenizer. chattemplate. BOS/EOS/pad Skitt logits Y
TR AR A — Oy B2, B SZRREFEIAETR] shape, AUV A BI—E

22.6 A Llama/Qwen3 EEE R Ei%

ch05-11ama32.ipynb 1 ch05-qwen3. ipynb BB AIAHONS N2, A5 AR G821 4518 5,
GPTDatasetVl. init ZJEMHf& A tokenizer 4ifid, %2 K V] max length MM A K JGFE— IR ;
__len / getitem IR[MAIEISHAFEA, create dataloader vl il tokenizer fENAREIE N, AR
TEN B EZRED GPT-2 fitids, X BRI CHE,
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calc_loss_batch K&ttt (B, T, V] &0 [BT, V], BirE ¥ [BT) G428 X o
calc loss loader A HRHLXEM loss, == loader FHEIRIEIELIARAIZHIK, train model simple
M HITIERE, loss. backward. step, 1ZEIFEFF R WILH token £, evaluate_model ¥
) eval/no-grad, FH[EIF] train; generate and print sample {#ftH[E tokenizer M4 EELEL
A, EEREERIFATER/ID IR,

generate text simple #HJ . B/l E. argmax, PFHEIFIA, BHEHETR;

text to token ids/token ids to text AbPH batch 4, FREHEZNFFHIFEE squeeze F—1
plot_losses A epoch 5 token FOUUAE R/ RIIZR /BRI, TREIEAE token LA RINHLIRAE IR
fREBLRE BT, 5 PEBRTF /KA state_dict 55 optimizer IKEH TLLI; BARE, ARS5S
B E IR RN ERTE

Pt notebook HFIIZRIERREFI FEBE I R B EEARTEHIIT, X EMARERE DL, ROk S5EdEN
DEEE 13—18 T, FREHEEZ smoke test X IZRE I,

22.71 EENESH LS

source_smoke.py 11T OLMo/Tiny Aya £ H¥.yT 9—14 MNAHTE X, FHiAR 31, %E 16, MERER
IR [1,6,31). AR, AR Aitly; W& XM ZESN 0, BRSEEHE. FrHikAid
SKTE qa/architectures/source_smoke.json, 1%H K#{ tokenizers 8¢ checkpoint, W& IAEFR
K B CKE,

WiH, © LayerNorm %7 bias, 2Z&% T RMSNorm? @ #{k Q norm 53k Q norm [l w] fEAH
[{? @ Tiny Aya 2R ENE RoPE, SASATAKMIE? @ FH—MIZREREH tokenizer 5, #
FEE ORGSR FEEN B RIES KE?

BER. OFE, BREBIEAZREESR. @ FLLT7REMRA., eps/FilSHNFTNATRE—2, —
AL, @ A2, FIR mask HIZERFIARK, @ F—7E, token BHFAREFRF, HIASFTEHAM
A, PRI ZILSRgt M2,

22.8 REFERSZEESE A

OLMo cache [REFCIH—tk. KiEFikey, PHEEDL start pos - prev_len Efs &Y iTkey;
blockfE i+ H &G # R Z@BE 2 Tiny Aya cache WIERHRZSeher#keyFEM, HILARA
PR FIFERE D#8T, MEERRER mimask, HEFANFEHE K AR,

A5 cache_checks.py AMEKE6, WH3, =M REKEchunki#{TH2: OLMoR KiRZE
417 x 1077, HFEKE [3,6]; Tiny Aya &RKIR%E 3.81 x 106, EFKE (6,61, iXILRERLHAL
B HEREVHSCRAE T N, HiEIER loat328 %, MEBN KA,
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MXEEESER %223 OLMo 3. TinyAya 5a/&iEaiEn

B tests/test_* nb.py HJ fixture FAE X, BV [EEseed/ N AFBLE, FLtishape; &%
FEMIMNALHIAI N Transformers2E, MU FENE, th#logits, olmo3_layer debugger.py HH
yarn_debug config #ll first mismatch, A& RIS, FERRFBEAET A

tiny aya layer debugger.py Af7FCoheref3f175%%. ERAN EALE, WE build * pair FJR]IE
checkpoint7r X 5 HEH/MER 733253 FF; hookKikEdetachZICPU, #%EF Ak, &aiEH
handle, XE{UAATABRIIFERG/ NICE K ; SHERLEE, RIEBOEH L BT,

- [EE RIS che5/13 olmo3. ch05/15 tiny-aya. ch05/14 ch05 with other llms,
- OLMo B /7RI R: https://huggingface.co/allenai/Olmo-3-7B-Instructs,

- Tiny Aya B /57%k: https://huggingface.co/CohereLabs/tiny-aya-global,

- YaRN: https://arxiv.org/abs/2309.00071,

CORRIE: FEEME ST, K LR EE padding, Z1ERIFRMTEELILE,
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MXAEEIESEE $23% FRHFE I ID EREMIRET

B 235 {RIAEE. #11D EREHIEET

BRI — MRk token, TR ATRENZIREIC E IR — MEE, ERNBIRXNMEH G, B—P
e A embedding REMMAIFT, MREEAY K, GERBES; WERERY R TARINGEHTT, 4R
Hig “ADAHET |, AR TER IS o AEEAS, AR, MR easER kA
B,

& k2 extend-tiktoken.ipynb, JRFSIE/R GPT-2 1a R NF MR, AR R GPT-2 X
H, BUHAM K BRI A,

23.1 4% token 5@ BPE §H ARG

8 BPE fR4E regex V)70 Al merge rank RE EHF T EL; Kk token BIRAIEIR € FAFE)G, %
HHRRLN ER2IR[EIHEE 1D, %4335 )8 mergeable ranks BE{E NI —NFAFEE, HAMRIEGmG A AEBL NG
BHFBRERE, EAIRESR Bt SO AR RIY] 77

FifRRIT 3—6 e — AT BRI TR BT 9 43 BHET ID, PRI 11 BIESHTHY
tiktoken.Encoding, ] pat str mergeable ranks, }H&7H special tokens, IXLERKIZLEM:
e BRI, & T AN MEE tiktoken MAFEINR,; B 7719 e A tiktoken il
Ho

A ID NES0...V — 1, FlmBAEA V...V +m — 1. E—dt, NER “BA&RKID
m—"", FH#IAFTIH ID A5, RKEE S EK ID f— e AR B IIER EA—E A, FREHEE
A EOS Eii e #i7s, EMIIH checkpoint FlERFHHEN S B2 E,

allowed special JERAWIRUMFREVFAT, RAVFHIREIRA A DUMAIRES, BUTE RN @ SO N 4%
F79/BPE Fih, AREX RIS FSCARERMERTE R R AT R AR N R GUA 5 o0 e VAL U B R
IR, RS AR ORI,

23.2 5\ embedding A+ 4w Iig T

MIAR B e RV*D, BEID ¢ IREIE 4 17, WINFRE V! =V +m 5, WiE g/ ¢ RV, EHlH
W El., = E, #FR1T96M. |HID K embedding $UERIZTLREE, #H D M EETEHTTEEIN,

JRHS AT 37 #ri Embedding FFEMIIHAT, FRf@Sipair i @ UR A H device. dtype. padding_idx #l
requires_grad, MT/EEBINE— CPU float32 #iHt, F~EFE autograd JMEEFF .data E; &
FHUEA torch.no_grad() 5 copy o UNSRERIEHEILE, iR AR, B Parameter B2
SRS I, W 23.5,
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/09_extending-tokenizers/extend-tiktoken.ipynb
https://github.com/openai/tiktoken
https://github.com/openai/tiktoken

M AFIEFRE $23% FRHFE I ID EREMIRET

WATRIBENLOIAAME, AT B R YEF18 embedding ST HAHEREGE A, (HE—F77EN R RIEE XIE
WA, HTHY token BZE T A0 #l, DB EIZIT SIS E RSN, FIFEIHRE 251
WA,

23.3 ikt R, BIREEFSFFFE

i CSENE W e RV*D XBEIAIE b 7E V A logits, M ARINARE KA Sk, B B IRRE T
ID, AVKIZAREWINE, YIZRFREEEHT ID W2 Rt s,

LWL, =W, HiEm i, MHERNEERES, |0 logits R, [ softmax SEM Y,y ¥ 2R
Sy e, FAIH token MIBER— I, XML SRFTLLMAR token X, NEHMHIARY
RAFE, FITIAMX S “IH embedding fH”  “IH logits 45" Al “IFBERME | H=40RR
TSR

#11G token FHE R BT AW IEENAI TN

AR RVXD : BFTRE b 18 mXD 1T > AIEENID < V+m
AR VXD : Z1TRE b 18 mXD 1T > logits BEEE V+m
YEER BIEHT Parameter | HA /MEIEERE—NR |  BEIL optimizer

EiFFIT 43 F Linear Hrdti R, (HIA EAMKIHZH bias=False, #[H GPT #uttisk7t bias, #r
EBONREL bias, BMEIH weight ZHlEW, [H logits A2, AFRBIER LA bias=False B,
HIFIEA bias, #UEHIIH bias FHEAWRIGAMHTE D, AESIA— DA NEER B B,

23.4 Weight tying % AHZR, FRZEER

EBRS W = E, MIAERNBHLEELE Parameter, § B A] IJEE#NHT embedding,
¥ out_head.weight HENF—PAR, LFHIT 50 HR TIXMHE, HIPIT
out_head.weight.copy (tok emb.weight), Wiy Parameter #MEAHFR], {H N2 13 Hrmt nl 68 7
.

o
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MXAEEIESEE $23% FRHFE I ID EREMIRET

e DAJG B0t i R TT AR 5 PR A7 NGRS . B i weight S AT RELEFERFSRIZIZNT shape A%,
RRELE out_features FEORW HENFN; FREMTEREH I ITALATH Linear FH0E, HHRAIZITR
KAGEE, ARERINY RS  EAE B 0E, AWM M SIEFERRG E 1, PR HRERL,

23.5 {28, RS checkpoint IE—iEE i

LA ZRWIEE LN R 77 Parameter X R 5|, B/ A#HEYUE#: embedding, |H optimizer {/yA]REFE#r
X%, #ifT2 . REANECAREREY AR, B gE, HOIE optimizer, ZELIFFIR
FANEN, RIS BT BTN MR, FFRIG M TR, AEE ARz E e
1 E BT RS,

IH token (LEUHEA X & IH ID, 5ATEHL, (HEHFIFREASRAIBYIY, AT token R
ZEMR. EHMEIEIE,. ¥R tokenizer FLE. % vocab_size, #EFF shape FIF¢5k ID WL M E
R1E, VIHeEIH tokenizer RIRE(RES 4 IH ID, HICIEIEMMRSHIE TN 1D, A[FEIAZRM checkpoint
ASES AU RETR

B REBAAHEL: —DEAL LA token RIBZRR—1, J5TH token A BEXAFTH, RIEIHAT
TRIFAE, BB AREEIRSUA SRS, K4 token BRI EXRCAEKE, “WAIHID” ~ET
BRI RSO AL

23.6 H3/hEiE, BEx543

architecture checks.py [ vocabulary() M 7 x 4 & 51 9 x 4, [Hembedding & K1%Z% 0, [H
logits X KIRZE 5.55 x 10717, MZE] softmax MERE,; HIIEHE /2R —1 Parameter, it
TEE N 9, HELE qa/architectures/algebra checks.json, MSZIGAHMLE, ARETFRIIZR 721717
%

JRETT 14—16 SRUEHTIEARIFR 1D Jmpd Mz iliesy; 21—22 72 GPT-2 AERIVSELE MG, AR
17; 25—32 X ELIH/#T ID FHRORBSY; 35—38 A, 41—47 Vit FfiafT; 49—51 IIeghiE.
XL BRI L, SN HM “YE tokenizer” —AJ#E,

s, © FrEA ID &AM 100, embedding & 100 {T2E 2E? @ HEHIHH weight s n]
REXCZEIH logits? B IH logits (RFEN, [H#ER N AZT? @ ¥ )5 loss.backward ik, #i
embedding I AEHr, MIeETA?

ER, O, 100 fTEEHRSH 0—99, @ Wi 7 REMIK bias, dtype/device Baf A ML ALHR
AIREIE R ZE . O Wi th It A softmax 438k, @ & optimizer 2405 | H 28 & #5H
Parameter, F# requires_grad IR E S EAHIUH 1D,
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M ENEE AL $23E FEHSAR: FID EBEHOERIT

23.7 AT HIARBEAS tiktoken 18FE

cache checks.py XA tiktoken 0.9.0 fEARMIAE 256 A F TR, IENTZERZRTYIy, FEIMARRI
<|new|>, ID}256, encode("a<|new|>b", allowed special={"<|new|>"}) M55 [97,256,98],
decodedJFJEFTFE; AHRARFIRVF AT IS B sE Hi ValueError, XMl FHiEEncodingd™ fE FRF R I
Vrr], NEFRGPT-2IEEmerge rankssiE 3R, ERJAH get_encoding, FTATENELAINRIL
Mg L% N,

SEA/HSKRIBETER
- [BEEJRIY che5/09 extending-tokenizers/extend-tiktoken.ipynb,
- tiktoken B IRB S5H BB  https:/github.com/openai/tiktoken,
- RIB(T: GPT-2 T#. #1 token i XillZgk, HLKIFREH token /L5 optimizer RA&THK,
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M AFIEFRE $248 XAENE: —MREHMUE, REREENSDNAZ

0}

F24T7 NFHE —ThRbUE, REHEE
BERZLRA

U—BEE N, BT GPT Hyia A HIplm ML, MRS IXM N B E TR
MIE? MFFEHRE AR AL RE? R T2H G, MSENAREEN? KEREX
Lo, SRR R TR AR P B

24.1 MZ RTINS pEE B I R

ZHIA token N X, BN BXT, Hrh B ZtEK/D, TEZANTRKE, GPT &a—=r74

H e RBXTxd, d N4, 185N EEEEERA VAT, SATAN—MARI 23aasm
W, € RO Hifi&E b, € RC, 1581 Z = HW, +b., KN BXTXC, BilfEEDEF C=2, Fift
Sk BB AL T s, JER00E B —1T H 2B E R,

SRR R A AE ¢ HEEAH 0t U Rk, BUE—N BN, BATCEAHEST; BE/EHEE
token, ABHEICETEER A, i 3= SCIME [ E 45 f5 5 /5 A2 B model (input_batch)[:,

-1, @1, XAMIEBRAFGER EOS HE, HMLAIENRENESLEANS, XRERIIHER, EEEEES)
G TN E Z JEEANT TS, ISR —, KIE: EERA choe 35
2/

MRS B AR, DEEX N IERTHERE:

positions = lengths - 1
selected = logits[torch.arange(batch size), positions]
loss = cross_entropy(selected, labels)

lengths 2B MG, #NFFRIIVKE, RN B; selected i BXC; labels iy B PNREESEAI, HILWH
PITRE IR E] logits FITERS, BRI BN -1, SHeiEL, H—DLEML token,
BUE X BB SORRR, TREMEEHRE 5,

SERREAR L IIEN — 24, + log 3, exp(zic)e WEIEESAIN logit MK argnax
M SRR, FREZER logits 1% argmax FsRIRSE, BMBBOEBLING T FFaBARE,
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch06/01_main-chapter-code/gpt_class_finetune.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch06/01_main-chapter-code/gpt_class_finetune.py
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M AFIEFRE $248 XAENE: —MREHMUE, REREENSDNAZ

Classification needs an explicit readout contract

last column: index 4

\

word 0 word 1 word 2 EOS pad EOS pad

d

last real token: index 2

24.2 FBEFEMERE, BUFINGS TG

download and unzip spam_data PASTHUIS M create balanced dataset fHXS spam #&EAH[F
ham; random split EEFTELEVIRIIZR. Sk, MBS, FHESRIHE T8, s 75150k :
TEASRBARE, BREELOIARE — oz —. HISRIRMERRR T RE B MRy IR, NFE
N BIRIERERE. precision/recall, FFAEREITHRE 70 HIEHE HREBIAE,

SpamDataset JE7riAl, #kWr, FILA token 50256 #h5F, YR KKERIE T; USRS N IH
XA, Rt IREIGL 2, IEEMEEEARERKKE, 28 “HWRE—1ER"
R “HEAFERNFES” o len  IRERAIHIFESREL,  getitem  JR[A] long AU NS5, S5l
WAHRTE 0--C~1 Mo

BRINSZEGHT flexible MZE A (input batch !'= 50256).sum(1)-1 #ERTKE, & HIEH FAKNST HEL
NARHEEIXA token BITENL. HATIAN THAZE =17 12,9,4,91 H1, HF—"9 BEHINS, &E—1
9 A& padding; BESLEHRMER 2, #% “FEFET 97 HHEENEE 1, R77KERERRITEUE S 2%
token B fEM, _Eiif no padding BEIEIE B R A FEH EREAR R RERERIA collate EEHER; #2% batch
A collate A REALH,

24.3 FEF B ESITEHE

IR RRARGE T, HIgRimitsk; REBP G —1 Transformer block, &/EM4™ block
s eA, Lif instantiate model $2f small, medium. large. xI P44H GPT-2 &5#4, weights [X
STBENIRIGEIL STIZER, trainable layers (RERTYIZRTER, AR 4RI IC XA, &N “H
KEVERIEE G AIRe U2 T A RIRIGAE L.

for p in backbone.parameters():
p.requires grad (False)
optimizer = AdamW((p for p in model.parameters() if p.requires grad), lr=lr)
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MXAEEIESEE $248 XAENE: —MREHMUE, REREENSDNAZ

X s RS AT R 25, RS EUZ STt WERANIZGREM THRESRZ
i, FEETREF L ARG EE RN, AR N REREBEEE no_grad(). eval() SUREHAZR—
fFe: A dropout FFRATH, JEERNESEEGRHEE,

TAK) CPU K& &I, & H TERFAZE, BEN None, 722LEAEH, HE —FRRHVEHT
p.grad=1, FJI¥ requires grad=False, SGD {/5#tl 1.0 K 0.9, HREFXERRCEFTERIFEE,
BB YIHN RGN, WG DB BRI AR 28, MR RRESRS, XPEERKH
examples/finetuning/contracts.py, FIE BIFARBETYIZ,

EE AERRE TERSF BRERNEMSF

RV R RIS [i] i R LAY R ERIA SR I\ HTRRARERNEEES

3= R =Y IPS ERESRTR H TR AWK

Ut UREESGR N EE. SIS, 85

LoRA TEE L2 IR B rank 25k HETRLE ST, WA
28%

24.4 MinNFIEEAF IR B B X RIFTER

additional experiments.py fBfthi 8, b, RERMS, L IXKE, %25, LoRA, Y
K/, batch FIEEE 2R EIG 1T, BNIFREEN 2R /A, ¥R T 8IERIRER; TFik
B2 SIS ERA IR, BT microbatch B —REHT AT WAEAREL, AN AR AT
\lAY batch,

SR TR Y logits 255 — R T, HE padding, KECAZFIANFEZERMR; &
PP, R DAA RO, SR PRI SR ARG U 6 B a2 B m] DABRECE MmN, XAl 7 AN IE A H bR
B, HesZe 7RI FER IS AREIEXMELEN N “ R RaE” .

FEIE ERIEE — N EHR, JFES Mmicrobatch#BFRPAEE accumulation steps, /G ANE %4
WHATER; FHFEKk N batchiiE Bflat, Hk<a, BARESFZamidEkid—k, FHIEE RN,
batch K/NRERIEFILFEARLNAL, BEfldropout?FERS, “Kbatch—XE#” 5 “/~batch&F”
WARIEBAAHE, FARATEREE AR BE, BENUT AR EBH RN, 1T --ignore_index TE[EE A
AT, (Emainid FIZRRE R % args.ignore index; FEAUEHRBISCARIAE EXRIZSEE
A3

calc_loss loader, calc accuracy loader fEFdAAITCRE RS Nl AR batch;

evaluate model HIIZRIEIAHIIIRALEEHALIE; train classifier simple ATHEME., &IE. HEHH
FEWNCSF; plot_values (NAIMMEIIE, A251U, A/ —1 batch 8/, f&#1#5 batch loss A~
ETIREARIACEYS, B E R T loss BT S HEAREL
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MXAEEIESEE 248 XAEHE: —MEHAUE, REERELZLR

24.5 IMDb: %inRTFERESHHAL

IMDDb ¥ iR —ilIZk O N T521F, download prepare dataset.py Y RZEL. BXfFiEA. 7XLE
NN = PDAFTE: PGS, SR, B, MERNERE FEGEE IR S FE G
SERPAET ) XA NEGEE IMDb, iR IBIT A%,

train sklearn logreg.py 5 sklearn-baseline.ipynb FIAISSRHERIZ O N7 BT FLLR, TR 2%
WE, e AR ZmZERGE; ERRIBIZEAEE. INRIFIES AR, X5 A CountVectorizer
RO RTENGELE; AR ITRHATE-IDF, HIDFHAGAEYIZGES, BRIINRERERECES
S5RHEME, dummy 2 HBEEEZNI & IRTRATIZE R A B fEwh K 2 /D IERR R,

train bert hf.py {HHNAYRILERHI724ET; train bert hf spam.py EIXEELH THAE,

train gpt.py WY FIfRAL A2 B, train gpt muon.py B create muon optimizers $UidE & E 4 BE T
HIZEEHMSEHrH, ASRFEMNEL7E,; PRI as R I BRI G5 N 2 . A TA) EL L2
EEEE. BMrmE, AP, YIghRE, HREFENS 27, SRR &MEFRZR, kJE: IMDb §~
JEH

24.6 I®77. MESKE

load- finetuned-model.ipynb JoE i GPT, FHIHISLENE, BJGEIA state_dict; HEEAMAE
WERFARL, FIRSAVUCE, #HH classify review WL tokenizer, &K E,
padding A E, RIRFREM AMREXLEL) E, BARSCHEAEIZUA B CAE M T 2.

IBATARF /NS . 75 HRPAIT python examples/finetuning/contracts.py. MMEZK PyTorch 2.6
CPU; 5eRm S MIsLhrfEH U ga/finetuning/README.md, A T. logits TEf /G BN BN [0,0], &
JE—AWI 11,11, UWEARSISHARER; B UERAMR I A B SCERE R E S,

HISER

KT INDRERARRE AN 2, 4, GH5TE 4, SHREARME, FHRRSE BN 2T 6E
RN, BR: MNENL 3; FIRE-NEBENIER=" token, HBOWAETEFES, X MLUERIR]
TERLANRAL,

WIRESE#E: ch06 #i6. 1 E K, 6.2282EI%, 6.3i45— token, ZoiilitHEERNEREE
Fl, FIEERENLRIDS, NERFEICSRERR YA BEN, WAZEMNRREERET RS
1, RIS PLYHTH additional experiments.py Nk, [HAREIHZE TR KA R SZFR A
%O
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https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch06/03_bonus_imdb-classification
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch06/03_bonus_imdb-classification

MXAEEIESEE $248 XAEHE: —MEHAUE, RERBEELSLAR

KR

AEARE TR QI R, EE BT previous chapters.py MMWEE3-6. 13-15%, #HilrRE0ES
HFREARZZR DU, 528 tr, AN emet I research/finetuning/source coverage.json, =+
notebook; FINSESE:; CrossEntropyloss B 75 X4,
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch06/01_main-chapter-code/ch06.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch06/01_main-chapter-code/ch06.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch06/02_bonus_additional-experiments/additional_experiments.py
https://docs.pytorch.org/docs/stable/generated/torch.nn.CrossEntropyLoss.html

MXAEEIESEE 5258 f5RIA: Il “EIMUHA” Hixd
F258 HSHIA: KB EFNGA” Hix

BRI T — token, ZZAEYIZCARIHN: BB IES WY, AEfmA, B¥IEE
HAE, ik, BAAES A8 %, #RRTRE = ERS NI loss, HIER T 55— MESS.

25.1 IRiRZAER M AR—ER 53

E3i% format_input # instruction 53EZ input HEEGT—4%3, InstructionDataset FFIBHNNTN 73K
Rl output, —RMEDIAIFFEAF token, IXHEAIFRFEREAUBENGTSE, #4T, BAEFI 3 BRITER S 5200
token ¥4l HERRIGAZCR BEIZRIN OTRRATEE,; EM B RZPFHERm A, WXIEHEERISEE
%, KJE: ch07 FIHG

R5E%E token AN S0, - - -5 SL-1, TORARIKIEN P, [RIBEM sp IHG, BRITERE j B H TN
Sj+1o KL EE — token WYINEM BZ P-1, BMFERNRE “FHPAIALE" 5 “BALEHIFRE
W E” , FREAR— A YA,

SRR Phi XU AR A] PAJRZ DTN token, [HBERSRIGZRIATT S <|user |> HAH N GPT-2 [
MR token, fUFITER G MRS E tokenizer/embedding 2 FfFEH, & WHE23%E, Si7.15L
FMER T RGN, BRI AN B Es SRR B, =R,

25.2 MN=FTKFHIFEI— batch

% EOS w5 N9, BEEFRZEHN-100, —Z5ELF4 [1,2,3] RIS token 21K, 3 2EZE,
BN EOS J5M 11,2,3,9]; MIAEHEERE—T, WEEHEE -, 152 11,2,31 5 12,3,9], WHE
batch HHEKFEA, BLEASTEILEKE,

{iE j RANT; FRIGHREE )1 EEEARE
0 1 2, EHR -100
1 2 3, [EEHkK 3
2 3 9, AL 9
3 9, ¥h5F 9, ¥ -100

EOS MR —R, (ERERIESEIL; [F80HETE batch #h A EOS A R & oaiikiiisk, i

custom collate draft 1 7C/E/RANTSHEAI, custom collate draft 2 FHH/DEE EOS, &%
custom collate fn IIAKERFIFILEHEE, BHRARN TREG T, T2=TMEER
AR =SB
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/01_main-chapter-code/gpt_instruction_finetuning.py

M AFIEFRE 5258 1ELM0A: Sl ETNAA” Hx

AFHFHELKEFHEML EOS & T4, MRNAEESIEMUE EOS H13H) token, 1% targets ==
eos_id i “H— EOS” [RMELANR, KETTHEIEENN: HMEjEP <= j+1 <= L N
B, AimESRRmIMNEM RS,

Loss mask follows shifted labels, not input token identity

input 1 2 3 9
shifted target 2 3 9 9
answer-only target -100 3 9 -100
role prompt answer real EOS padding

25.3 FMEID A e B E

K5 attention mask #2167 B REILEUHRLER N ; loss mask FHIFLEs H A B TS, R RRES R
-100, AEFHIEFFZBEER,; XE|RMNFER, AR, EHRRMNEE DB, SRS 2R
% WAL TS AT TR

¥ logits 7z ¢ RBXT*V, IR%y ¢ zBxT, AREES Q ={(i,j) : Yi; # —100}, “FJ token #i%h
1

L= _W Z log [softmax(Zij,:)]yij-
(2,7)€Q

JE - B, T ABZERXAHAR:

loss = F.cross_entropy(
logits.flatten(0, 1), targets.flatten(), ignore index=-100
)

X—HHER YR AREZ softmax 1Y logits, ZAIHHIE Ve #HEIHHE softmax, FRZGILEREL, MY
THEREZRY logits, FM—XIT—1b, BESARSEMHAFET targets; ¥-100 B token I, 25
# embedding &5 4%,

EEFTRNCVIZIDR token; 7.2 IZREIE, IXFFNEFRESRT AL, HE loss BT TREE
RIFHILSS, RO BHNBOT ) token ERXZ: EHETA TR AT RERRERIAFIME, MAREEREZE
Hif, NAER—BHESS, [F—EE RN T R
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25.4 FrrlsEin s B eI ES

allowed max_length 7E collate [E#BI I ARIFRSE:, GRS, RIBERIVEER S, BRLTHWEN
ZETEFREAN-100, FLEEIIAIRASHIL NaN, EAEEE IR, eI N AERST S
T EARIREEL, HIRIZFEA, E481% batch, BCRAHHEMIIETR/EEHE; EEH nan_to_num
TR IR PR F R

#tANBNA padding iEA batch MTCH IR, {HAMR batch YA RK token U IFl, #i1% batch loss
FOESPRIRZIMISG R 2Rk E, 24RO batch 5K[EI% batch HFINE, HIRFIKES token F
PRCRENANY), NAEHEHIAF, BiEMmaKNEAEZNE, 5&TCEGFERN T HREA
T,

25.5 145 5 £ R BV AR

F AR main RKMEBEHE. FEllsr. G2 dataset/loader, %+ GPT-2 FLEFAE, Ik, AL
FHEAREE, REMNSER, XEEHABIB3RANGEAIEI4ZRER, FREFRA— “f
LHER” o plot losses [N ERIIZRP BT token, (BT HIMTELATEME,

load- finetuned-model.ipynb [] extract response MA#RS AR F I LR RETZS 7 BRbrid. FRIEEK
FEVI R ZER R G I RTE S I m AN SE 2 — 58 38 REAHE 445 A token ZUBECHTIY token, P,
[A28 tokenizer FIRERMITOMLZH, FRKETRES B token K&,

AREZHIZT GPT-2 medium 1%k, HL CPU 4550 MZANLFHIZ collate J53HH 5N INE RS ;
Rt ERTA EOS RRI3N, BAKEFELINGES, BEREFIA-1000E/R logits BENE,
WAL EANE, Ehn loss 92.4031583297051915, ‘& AKX AHE EREML logits AITHRE, 2L
REJI1S 7

HBIS5E=

KhFEE: P=4, [FIEMTEEFII RIS, BAJEH targets BhtH D MIE? BR: RlkAT=",
Bl targets[:P-1]o ALE3AVHIARIEREG—1 token, HARFECLRZMEIEH—1 token,

KhFE: EMTE AFPER, ERACEE? BRI (targets 1= -100).sum(), FHEWIE XHIEGE
RIETE AL SR I R A REFETC I EAEA T s IR,

INHFSIRT . 3B R Alpaca #i4E, ZEFRINTL URL S5AMZE A S 4, EERREE FIH M, B
P R E R YRR, AREM LA RN 0F oy, SI7.48 N LoRA, FEFE S48 A
SH28%H,

K5

& notebook, S, AIFEE. ARBEEFVNLREA AMEARBEHEE R
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/01_main-chapter-code/ch07.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/01_main-chapter-code/exercise_experiments.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/01_main-chapter-code/exercise-solutions.ipynb
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F26E IHFWE: EhEECSRBCHESR

B B BRI IERDE R A, A B E; [ —RIERSCE 2B ANZREMNIALE, HArEe
IS REE TR S, AEERE, AW, BITHPPER & f T ESdERE. bR et
OpenAl API 54 Ollama #£k; A HESH BN, FHisfTIEIMBIRST I LEEkE.,

26.1 EffES R IREXR, FRFLHAR

preprocess_text NEIIFMIBRIR S, BfJG TfidfVectorizer X FfF1ZE3TeH MG, XAE “cat” =5
BREFAE, WFEFFH =FAFRHIE, TF-IDF B AMERHERNIX 7317, RZMELUE s(a, b) = % iy
FIEHEREE, A N &R, SERAFRUE AR N XN, ZS[EIFE N 85K 52 BE RN N 2 Bha st
kg gk, AR IMANERRGZ <, KiE: find-near-duplicates.py

kil find_near_duplicates ¥/ i<j BIECK, it threshold Aid5%, BRAASERIaSATEAABIE A
A, BEE%CN0.75. CLI 40.9; R&sSLRaic iR A, X instruction FEHM®, X input/output
AIFRICIBR G — N H o IXFERIRIINI S HE PN 2% i H R o R = O R (Rl g feize, N TE AR E
2, B{EBEGRRS, WA SRR SE,

KERE-DMEARGER: Bl vBREEAR, H2/5HME MrEfZiRE JSON, #H
FHZTE, WPARIIZREAHE -, BLENGERE R T

selected = [(i, row[key]) for i, row in enumerate(rows) if row[key]]
# MEEME j THWN selected[j]1[0], FREBE ] 1T

AFRABE B, FEEREEFREHRREREE021T T =R A L% MEMERSCAFRE{A—2
FE, WA —NEE, SERRREITX; RS ERAS IR X, FX ARG X A & E
JHIEHE, UL ga/finetuning/upstream functions.json, iHIRRREULTALEIZYIFR, TR, HIKE
AR, HRRHRERNFEA ID, A sEEMMHE 17 4.

26.2 &34, BIS

MPECERAEE: ABB, BARC, MUERASCORBITEIE, EONRTLRE, AT DHEHEHL SR
K, s ESH, XHEEEASCRERMAMER, WASPoRIEAERNES, UrEkaEE
A R EE R RR, RILERE R AN E~Z,

TANERZNTIEFREMAIAL0—1, 12, [FEHEHRS 10,0,0,3]1 FZATVIKINIZ (0,2}, Wik {1,3}
I, WROMIESNIL; 2RI {0,1,2} 5 {3} &N Z, RIS RIERZVI2VLE], 2 TF-IDF K
{ERTSERRR HHE,
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/02_dataset-utilities/find-near-duplicates.py
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Near-duplicate edges define leakage groups

component {0,1,2}: keep in one split {3}

Row-wise random splitting can leak a connected component

BAFEA Y5 Z e R FIAREARTRE split, FIERTA TR AR —RIFHE, &0 T80 15 SRR
AR, BREG, 58T E A REIZRUAIRE A RIS,

26.3 tEEhESERS R BIEIT

create-passive-voice-entries.ipynb H run chatgpt JEFIRALA: SRR ETEIRTSS, HERIFESEM,
HAMERANTE — DIATRRE I 4EE ; W20 T4 —. BFWEIERTE, BRI AE AR HIR,
AHEIET JSON AIfitfr, JENAREIES, M. ERARRRME S GRE, HIRARA AR BHE
&, sRITHENM AT RERRA RN,

reflection-gpt4.ipynb {EIRFE D RS FIKIEZ

build instruction reflection prompt no input fJi&f§EITIER;

extract instruction segment, extract output segment. extract instruction fi#HT&i5s; Pff
build response reflection prompt * fR#fE input BEEEHL MIEEITHER;

reflect_instructions 5 reflect responses it &AL, XA TIREIRM G #R, L@
MR B 478 55 R a0 5.

R HRAEIRIERIAARR, HARIENAEIER, SBITEAIRMRTS, MERTseERmAIL
Ho MERfFIRID, JFIAWNE, BITWAE, TR, BERIR, RS TH&EZE R, API key 1
JBTHARER LR, R config. json B A0 AR A7 R S 3 A R RRAR P A

1lama3-ollama.ipynb ) query model 55 extract instruction NEAHIEAR L RfES 25 H, BI#
WA API BUREEH, BAIANTE, IRSSIERE. BRFEIZELRA, KBRENRS. RiERAERK,
AR _E i ER A7 A AR R B 7E0T 5250,
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26.4 IREEMZIERT 4

OpenAl 5 Ollama ¥{% notebook #{#%% format input., 1EREKELAI generate model scores J&JT:
5. SEEE. FIFRERAERA, Bh— M08, &EILEE. EEHZM ollama_evaluate.py X/l
TIHERES TR, BRI BRI MRS TEIZTT, FPUFRRTEEAEAR CEAE APT 15K
ESD2YIN

PErasiRE “80” HiklEl “FRINN807r” TEHARES LiREERE, BFMNAIRIRE—&m. — &KW,

WABESIRS S BT RE: AROF D E, EOEREE, RIURR, BRRRARI P Rl 2 R
B, MRECRWAEATRIR B )5 R o), EMERREAS ER BRI, 590 27 ik w2,

LERa & 7 [ RE B 5= 14 B #hFERIEE

Pl ps A=A E, &R, LR BRAEESR, KRR
P A — ) m) & 5 1 7 RUEE SIEHREARNTE R

P ERERRA TR R A IR, BITHURR

[ — R T 4 MFRMY, BT, RS RS HNGIHES A

B REMRAT B CAORERE, KEIEEFEAER, RIERERRZAAMESOR, AIRERE “ERTHD" ; M
HRXI HERIAS, FREIEHAESE S EHIRIN, BRIy AR E, REFRIEMMERIES T
AN E R, PITRAR RSN L b,

26.5 XA FTRELER

scores/correlation-analysis.ipynb FLEZERTFEINE 73 %L, Pearson MR RECH

=¢;izggjgyom%%ﬁm=2%+2a*@@wwﬂ,@ﬁﬁﬁﬁ%%N§X$ﬁo%E

FINERUGE, 922, Mo ndls R, HEFDEIRNT, TR AR,

r

FRIFEMIPYAS score JSON J2 HIFEETY), eval-example-data.json EPEEHIA, EATHAXHRAS
SRAL, TEABIBITH APL fith, HIEECERN requirements XHFERIENELE AN AE R, RE
HENTZRELKHE,

HISER

WFEE: F—4E2EM N input, S2E&MIZRE instruction AR MAMER—N? &% @& AN E s
bR, EMIRTEER AREUES IS, M E instruction, input AESS1E HIE; EHFIEEEX instruction
R, IR T X — XU,

FhFERL: ARIF HE90/100, HEGHFR “1005°FH809r7 ? &% ThE. EMRE “90FKARITF1Y
{E80, 105K , ST RIBURIA; 2 A B A BRI eE.
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R TREN, WEESR B HY Frf APT SEORBIE A EE IR, AEFRENTSARK SDK iiA S
"E:O
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https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/02_dataset-utilities
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/03_model-evaluation
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/05_dataset-generation
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8275 DPO: L3RBT EE, WEHR
BHEL AR B

BT A — D BRI, (i EARRE— D R—3n T, By by #HEiE, DPO XA
AP R B bR, EENE, DAUEHENANEIR, FARLTTK, UESEHERN 4R

27.1 (RIFMH AR BN IRIL S HME T

BiEZHEE instruction, input, chosen. rejected, MEEIZEZIIR x, ENIRLTFZEFATEE A2
WHEMEZR, create-preference-data-ollama.ipynb Y generate model responses &K AHIAETY
FEANRIEAEL,  format_input (M4ERHE IR, B4R chosen FR¥EH FIXGIE AR I WETIRIZ,
TETEEAANTHIN, RIFE: fmiFEdEAK

PreferenceDataset 7} jll{RTZ prompt. chosen FEEFFIH1 rejected 52EF5], collate TEMANEIE 2
FEIFRAKE, BERA BXT MASWM/RIEE, $ERAMNE BB rs 5 5t 8 a0 AlR
&8 padding EAMBEA, BTSN EIERA AR token, IX— X AR A B E T &

27.2 NZEORZREIBERLE

EESR x, BRI m(y | ). SHRE mee(y | ) Xihr(xy), PRIEE B, ZEHR

I = Y wly | 2)r(ery) — Y wly | 2)log L)

" 71'ref(y | 93) '

A Y, w(y | @) = 1, XERAGRLREEEEFT, MAREA token, 3IARHHIHTRT A,
3wy | @) RSHLE, @5

™

r(m,y)—ﬁ(log +1) +A=0.

Tref
5 y ERHEEIRIEEIA— & 2(x), 1§ 7 (y | 2) = met(y | ) exp(r(z,y)/8)/ Z(z). iR
HH 2 -

m™(y | z)

——= + Blog Z(x).
Tret (Y | @)

r(z,y) = Blog
TR~ x FHA& . vy, Blog Z(z) i, #ifRmiFEIUH L Bradley-Terry ¥t

Pyt =y |z)=o(r(z,y") — r(z,y ")), WLATHRIBHER ADERLFIIR, A ERARIER IS HAR
HEATAPHSZETE, R R ERESE . DPO e
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/04_preference-tuning-with-dpo/create-preference-data-ollama.ipynb
https://arxiv.org/abs/2305.18290
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N
ref

Ly =logm(y" | z), I, =logmg(y™ | @), L, L HABHHE, EX
A=y —1)— (15— 1), L = —loga(BA).

BSRFEARIIPYAS T EREbR R batch Bl 2R B (AR, RIGTZHAT, A > 0 FRRIEHEN T
ZH 5 MR chosen, #IMARIEETSHEIF A =0, FTAREX loss=log2; JX2IFH A IS IGE,

27.3 At AZREER logsigmoid

BITHE -log(sigmoid(beta * delta)) ERAMITHIA RAIRESEH sigmoid R N0, BE/EHELC
75, HEMEEE softplus(-beta*delta) &Y -F.logsigmoid(beta*delta), HEGLAMERHEIMER,

margin = chosen - rejected - (ref chosen - ref rejected)
loss = F.softplus(-beta * margin).mean()

S L = —Bo(—BA). HSBHIFHRIOEAE BRSNS ; CEPDHEREARBEZN, B
HEE “SHLR" ISR, CERGB0X D72 logit.  LiFREERU BEFN RIES%, X
DR IR AR BB FTEFEARN losstalog2, MEMBEE, HARER—MEFBENTS
FIZRE bR,

AN TS EIE R loss 1000.34657359028, T E4% - log(sigmoid(-2000)) N, Sk BHIME
£%F None, LR AINGKIEBESHRE HBIERERESHEITE,

DPO loss
I

policy = reference: log(2)

-8 -6 —4 -2 0 2 4 6 8
z = beta * relative preference margin
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27.4 M token logits BX{BEIZ 534K

Bk 7 ¢ RBXTxV, 5E%& token ID N § € 7.BxT, (& tFilS; 1, FTLMER logits(:, :-11 5
ids[:, 1:1. JE7E V #lifft log_softmax, 5 gather H3L token XM, 1SE] BX(T-1), RG240
R E mask([:,1:1, SNEER/EIZHFEENL,

logp = logits[:, :-1].log softmax(-1)
token logp = logp.gather(-1, ids[:, 1:, None]).squeeze(-1)
answer_logp = (token logp * mask[:, 1:]).sum(-1)

WP AR st logm(y | ) = D, log m(ye | @, y<t)o EETEILH compute logprobs HITEHE
T SRANEBR AR AL token %, 153 token V5, X2 KEIIH—LAYSZIIARIA, NREVRS JF G775
DPO Z&2M[F, JHi%: compute_logprobs 5 compute_dpo_loss

A5 MEENotebookEUR 45 compute logprobs J&f7 A THiA, HiIAR[Eltoken-s; £amasksE
FRr=4:NaN, [RlHkh Fesciie £ B e s mE, mA SR EREFRKR,

5] ZiAiARH, & token logt®E-log3, M MEIESAIE254ME token, MISRFITH
—2.1972245773, —4.3944491547, FJHEE-1.0986122887, KEIEMFIIMERE/NEAR HIEKE E
7 BOWTSHRR T IX— ERK RN, W TN R, PLESRIe AR E A —Rh, JF R R
5% HR—H2,

_Ei% collate AHR/REERAMN2, EEIHEERM M1T token, X AHHIE(K tokenizer 5HHZIL5; BPE
K PEE G TR ARG T & BN R R B PERE,  BARZ M I A se B dms_EIRngRAsett, PHs
SRRFFESR T ARIE, HITENHEER 5 PRt token,

27.5 51, JI%S5HEE

compute dpo_loss_batch fi{#kli& chosen/rejected M{XH(A, F£1E no grad() HH{HZFH NIRAETNAL;
compute dpo loss loader JLJEPEff; evaluate dpo loss loader YJHiiz{; train model dpo simple
AT E B i, BRI EE S HOTAT eval 3, % dropoutikFl—ZFHIEN UK E
T, RMGIHAL TR eval; JIZREMKE train i,

JRE Tl %[0 chosen/rejected rewards Z g5 2% loght® 23 detach, AT . FENZ
Wi, NREERY AT S P B AR, HEEZEAENE chosen 5 rejected HYZEFE, HiE loss
SIS BiE. (WiF loss PREAREF SRR : WREIEIRE M TR, BB RIAAE
FRIXEERF R

WSHEAHE M — g, Xk “HXEERERE" 98 R E2EMR detachi 2 MRIES %
WNEAZ, EEHREAPHAMMAREIZESHE R, N USIEARSKEE, RISk,
SRS E SRR IR AR TR Ko
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/04_preference-tuning-with-dpo/dpo-from-scratch.ipynb

MXEEESER 278 DPO: LEBRFNEE, thERBLLRIEE

HIS5ER

TR SRIEFIZEAER, B=0.1, lossM2%/0? &% 1og2~0.693147, SE4MHI%H SRR,
HAE, KA dropout, mask., shift 5 EZE

#hFE: chosenttrejectedZ 1™ token, BB BHZtbHisum5meansEfufrewardthsk? &%
e, EMIEND BB FHIFIE token, AN AR, W9 FFARE,
Kz

DPO [EE s M INZRIERR; DPO 1632, #dE JSON 2 FiFE B ImIFFEA; ABARFIT70BA L F{A]
Ollamai# sk,
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/04_preference-tuning-with-dpo/dpo-from-scratch.ipynb
https://arxiv.org/abs/2305.18290

MXAEEIESEE 55285 LoRA: LK, FI—AIGHIIEE

52858 LoRA: GR&XKMHENRE, £3J—
A SHEYIES

WERGNMEFAEH —REHR, RFSUMESARE St LoRA B MNEHZMEZ A 3T RGN
AINERERIFER, SR B RTIZREERTRY B R, FFA IR TR R AN T 2K,

28.1 S —IEMEAM

PyTorch ZkMEERTE W € Rbowxdn, HIA X ¢ RVN*dn, KN XWT 4 b XH N AJLUZ batchy
RN E S IR, B b e Rdowo 1 EIFREIITHIRLE, LoRA S 4 € Rdunxr,
B € R™™dow, BN

Y=XW'"+b+sXAB.

rirank, sSHANERE, XAEEMARLLE e, FBEEIZFHLASE,; HREMFABIMAELr, %3
A, BRIDABCZERGE TR, AR A REWERLEEES], KT HRELE]

POEHE dipdou, MU LORAFT r(din + dous)e P 1 < oaleu 5, S IMERERI SRR K

AED, BELRdy = 3 dows = 4. 122, FEIANSERMZ TEER12A, SERR /M L
LoRABRIRERESEL” HIAS. HITRTT R/ N3 ER, A HAEE,

W_merged =W + s (AB).T

frozen W.T

N\

A — B —> | scales
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/appendix-E/01_main-chapter-code/appendix-E.ipynb

MR EE SRR 55285 LoRA: LK, FI—AIGHIIEE

28.2 FENLYE W AERILEDE

] A SRES EiE A1 s = a/r; chO6HIINSLERTIER s = a. HREIEANMEMHFEE, =IH
KMo = 16, rank=16, ZAEQ/rLIMARFFFFEEEL, FHomew = 2560 IXHIZ T E7 45 IIRAL
BRATEAR,

A0 BHIER rank=16. B#r{EEk16
ch06 additional_experiments a a=16
appendix-E. pkg appendix_e a/r a=256
ch07 exercise_experiments a/r a=256

AW THrankiZoR, sUANEAE “AFHEESEK o BT SEEHE, IR 0EE, G304
B SSRETRERE, o/rRAE, MREEErank MU F5wE2—F. LoRA JFIE

28.3 ENiattEP—i, AtAEREF

FUFHABENLA, 2FB, IXFEAB=0, ZEELoRAJGMWIE 5 FEEAHE, B HEE N
G =0L/oY, W
L _ g O e
aB—SAXG, 8A—.SXGB.
WIEEB=0, FFCAARIRSIE N0, (ERENIAIEE IEBISIEZEE, F—IXEHEBAE N0, AHMEETIEY
o A, BEIENO0, PIAEREANO, XN X SEERM; AR SR KERE L,

BAHIloato4Lan R UEAN A HASTIARR], ARBEESAEXHE N0, BEBRERT0, X NFEMIEE AT ZRII
ZE, BENIWHLREIERISEIRES AT 2 S 1B, ERRIE—RmEias, Aiiirank=2/¢ DU&N BT

%o

28.4 HFREMERSSHER

LinearWithLoRA f&17/Rlinear5#iflora, forward#H/ll, replace linear with lora J#1i&/; 145
B, BF|Linearst i, SRS, MASCIHRGIFEER, BTG S X, HESHEEL
fbds. WM AR RS, WSR2 A IS,

BFiteilLineartUSERIBGY. At STk, WAl IHIEQ/VAFI Yy, HIXZES —PKRREME,
REICRTA “LoRA” VANAHRIZE, BIAHR. rank. a. BERA S HIREE RN Fiadapter /17,

RGeS, HIXRIFA/B, ITARTGN N EEANE ; #HRIFEE Pstate_dict, XIFAFIRL
R
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https://arxiv.org/abs/2106.09685

MXAFIEERE $28% LoRA: AR, ¥I— T AHMNE

REEWIR D WHIBE S ILaIRE, BT RITXWT; N T llgeiAERZ adapter, RZHREIETE
TR EIRAF . LoRAFFA HBfF R P HITER N, AR AT RS BIE &,

28.5 eH5ERAEH
F5 RS [Py Torch U, 138 Winerged = W + s(AB) . Hitt

XWea +b=XWT +b+sXAB.

3% LinearWithLoRAMerged &R forward & &I ACEE, PAEURAECENT; HE I AR 2R SR
BN N EIF— R, XEEAETIMELME. WA 7 X dropout Sk Bi%; &k, KEE. B17h
& Madapter 21 iR 2 s [F1A7 [AlE,

merged weight = weight + scale * (A @ B).T
merged output = F.linear(x, merged weight, bias)

AR 3Z 5 EH AR R Z1.6653345369377348 X 10718, Sk HiZizE T, B{Ei%le-12, ]
IIEEAEF IR E _EAREEFERNLORAZY 2, AR &Rk, HEERMEYIR, RIFAA] R
BRI S FIRAS,  AMKH S & IRTE s PR S22 T,

HIGERE

KNFERIL: 1024 X 1024560, rank=8, JEZ%S5adapter$2/0? &%: 1,048,576516,384, £11/64; X
HENEI, TREBFH,

e AFIBEREE, BENTLANET? EZ: BPSEHIBEARR — D ERER, RHA— 6
HIRNGEME, 55— DF0Iak, A RBIGEFI5 AT >,
K5

BiSRE; @S LoRA IS, MERIIEHREM D IIEREMEE245, GPTE TEMEOE, NEMNEE
FHE815%,
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/appendix-E/01_main-chapter-code/appendix-E.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/pkg/llms_from_scratch/appendix_e.py
https://arxiv.org/abs/2106.09685

MXAEEIESEE $298 =RE, F—FEEER

F29E Z=MFHE, F—FHEERER

EBREEIRAE, HAZIERIZGEY A2 REEES. RN =TUIHRDAER AL,
Bk, 152 m%E, KEMDRME. wig, HBEMDR, ZERENES, WARKARm R Jt
REERTREOLE, HE5ERKER,

29.1 @M AOMF=RFS

chO5f1 % app _orig.py 5 app_own.py, HiEMEOpenAl GPT-2AE, J5H&EMEESEAITIIZERIN
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/appendix-A/01_main-chapter-code/DDP-script-torchrun.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/appendix-A/01_main-chapter-code/exercise-solutions.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/appendix-A/01_main-chapter-code/exercise-solutions.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/appendix-A/01_main-chapter-code/exercise-solutions.ipynb

MXAEEIESEE SE RS

W

$ 035 XNAEHFEZR token: iF&R. BPE 545H%TS

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/06_bonus_simple-tokenizer-v3/simple-
tokenizer-v3.ipynb

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/02_bonus_bytepair-encoder/
bpe_openai_gpt2.py

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/01_main-chapter-code

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/02_bonus_bytepair-encoder

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/03_bonus_embedding-vs-matmul

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/04_bonus_dataloader-intuition

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/05_bpe-from-scratch

F04E MM FHSEERHSEREE

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/01_main-chapter-code/ch03.ipynb

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/01_main-chapter-code/multihead-

attention.ipynb

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/01_main-chapter-code/exercise-

solutions.ipynb

FO05EF ZLFEHMETIERS buffer £85EHE

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/02_bonus_efficient-multihead-

attention/mha-implementations.ipynb
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https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/06_bonus_simple-tokenizer-v3/simple-tokenizer-v3.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/06_bonus_simple-tokenizer-v3/simple-tokenizer-v3.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/06_bonus_simple-tokenizer-v3/simple-tokenizer-v3.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/02_bonus_bytepair-encoder/bpe_openai_gpt2.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/02_bonus_bytepair-encoder/bpe_openai_gpt2.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/02_bonus_bytepair-encoder/bpe_openai_gpt2.py
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/01_main-chapter-code
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/01_main-chapter-code
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/02_bonus_bytepair-encoder
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/02_bonus_bytepair-encoder
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/03_bonus_embedding-vs-matmul
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/03_bonus_embedding-vs-matmul
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/04_bonus_dataloader-intuition
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/04_bonus_dataloader-intuition
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/05_bpe-from-scratch
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch02/05_bpe-from-scratch
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/01_main-chapter-code/ch03.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/01_main-chapter-code/ch03.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/01_main-chapter-code/multihead-attention.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/01_main-chapter-code/multihead-attention.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/01_main-chapter-code/multihead-attention.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/01_main-chapter-code/exercise-solutions.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/01_main-chapter-code/exercise-solutions.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/01_main-chapter-code/exercise-solutions.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/02_bonus_efficient-multihead-attention/mha-implementations.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/02_bonus_efficient-multihead-attention/mha-implementations.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/02_bonus_efficient-multihead-attention/mha-implementations.ipynb
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- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/03_understanding-buffers/
understanding-buffers.ipynb

F06E {EENARMKGPT: 1T—. RESHHX

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/01_main-chapter-code

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/01_main-chapter-code/ch04.ipynb

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/01_main-chapter-code/gpt.py

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/01_main-chapter-code/exercise-

solutions.ipynb

F07TE S FLOPs. BFEE5EHEHER

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/02_performance-analysis/flops-
analysis.ipynb

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/02_performance-analysis/

requirements-extra.txt

B 08E KVcache: FEBAFEM, BiTithhiE

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/03_kv-cache

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/03_kv-cache/tests.py

#£09E GQA. MLASGEER KV =

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/04_gqa
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/03_understanding-buffers/understanding-buffers.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/03_understanding-buffers/understanding-buffers.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch03/03_understanding-buffers/understanding-buffers.ipynb
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/01_main-chapter-code
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/01_main-chapter-code
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/01_main-chapter-code/ch04.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/01_main-chapter-code/ch04.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/01_main-chapter-code/gpt.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/01_main-chapter-code/gpt.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/01_main-chapter-code/exercise-solutions.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/01_main-chapter-code/exercise-solutions.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/01_main-chapter-code/exercise-solutions.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/02_performance-analysis/flops-analysis.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/02_performance-analysis/flops-analysis.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/02_performance-analysis/flops-analysis.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/02_performance-analysis/requirements-extra.txt
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/02_performance-analysis/requirements-extra.txt
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/02_performance-analysis/requirements-extra.txt
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/03_kv-cache
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/03_kv-cache
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/03_kv-cache/tests.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/03_kv-cache/tests.py
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/04_gqa
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/04_gqa
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- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/05_mla

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/10_kv-sharing

- https://arxiv.org/abs/2305.13245
- https://arxiv.org/abs/2405.04434
- https://arxiv.org/abs/2405.12981
- https://arxiv.org/abs/2305.13245,
- https://arxiv.org/abs/2405.04434,
- https://arxiv.org/abs/2405.12981,

F10E BESHBEESN: SWAF DSA

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/06_swa/gpt_with_kv_swa.py

- https://arxiv.org/abs/2004.05150
- https://arxiv.org/abs/2503.19786

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/09_dsa/gpt_with_kv_dsa.py

- https://huggingface.co/deepseek-ai/DeepSeek-V3.2/resolve/main/assets/paper.pdf
- https://arxiv.org/abs/2004.05150,
- https://arxiv.org/abs/2503.19786,

$ 11 E Gated DeltaNet: MIEPFIRBIBAREH

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/08_deltanet

- https://arxiv.org/abs/2412.06464
- https://arxiv.org/abs/2412.06464,

¥ 125 MoE: BH. EX5H#H

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/07_moe

- https://arxiv.org/abs/2101.03961
- https://arxiv.org/abs/2002.05202,
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https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/05_mla
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/05_mla
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/10_kv-sharing
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/10_kv-sharing
https://arxiv.org/abs/2305.13245
https://arxiv.org/abs/2405.04434
https://arxiv.org/abs/2405.12981
https://arxiv.org/abs/2305.13245%E3%80%82
https://arxiv.org/abs/2405.04434%E3%80%82
https://arxiv.org/abs/2405.12981%E3%80%82
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/06_swa/gpt_with_kv_swa.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/06_swa/gpt_with_kv_swa.py
https://arxiv.org/abs/2004.05150
https://arxiv.org/abs/2503.19786
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/09_dsa/gpt_with_kv_dsa.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/09_dsa/gpt_with_kv_dsa.py
https://huggingface.co/deepseek-ai/DeepSeek-V3.2/resolve/main/assets/paper.pdf
https://arxiv.org/abs/2004.05150%E3%80%82
https://arxiv.org/abs/2503.19786%E3%80%82
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/08_deltanet
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/08_deltanet
https://arxiv.org/abs/2412.06464
https://arxiv.org/abs/2412.06464%E3%80%82
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/07_moe
https://github.com/rasbt/LLMs-from-scratch/tree/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch04/07_moe
https://arxiv.org/abs/2101.03961
https://arxiv.org/abs/2002.05202%E3%80%82
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- https://arxiv.org/abs/2101.03961,

F13F wIZ%BR. XRBS5HEIESE

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/gpt_train.py

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/ch05.ipynb

F14E X, BE. top-k BERIBR

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/
gpt_generate.py

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/ch05.ipynb

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/exercise-

solutions.ipynb

F1I5F NEMN. SHBRBSEREFEMS

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/02_alternative_weight_loading

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/
gpt_generate.py

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/
gpt_download.py

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/08_memory._efficient_weight_loading/

memory-efficient-state-dict.ipynb
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https://arxiv.org/abs/2101.03961%E3%80%82
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/gpt_train.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/gpt_train.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/ch05.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/ch05.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/gpt_generate.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/gpt_generate.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/gpt_generate.py
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/ch05.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/ch05.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/exercise-solutions.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/exercise-solutions.ipynb
https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/01_main-chapter-code/exercise-solutions.ipynb
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/08_memory_efficient_weight_loading/memory-efficient-state-dict.ipynb
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https://github.com/rasbt/LLMs-from-scratch/blob/cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/08_memory_efficient_weight_loading/memory-efficient-state-dict.ipynb
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- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/03_bonus_pretraining_on_gutenberg

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/03_bonus_pretraining_on_gutenberg/
prepare_dataset.py

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/03_bonus_pretraining_on_gutenberg/
pretraining_simple.py

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/03_bonus_pretraining_on_gutenberg/
tests.py

BLTE FIX, BEHE. BSH5 Muon

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/appendix-D/01_main-chapter-code/
appendix-D.ipynb

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/05_bonus_hparam_tuning/
hparam_search.py

- https://arxiv.org/abs/2502.16982

- https://docs.pytorch.org/docs/2.14/generated/torch.optim.Muon.html

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/18_muon/gpt_train_muon.py

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/04_learning_rate_schedulers/
README.md

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/18_muon

F18F illZkiksER CPU. MPS B{EESR

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/10_llm-training-speed
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- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/19_cpu_mps_differences/

1_cpu_mps_random_generator.ipynb

$19= MGPTZ)LIama: RoPE. RMSNorm 5| Ji5gii%

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/07_gpt_to_llama

- https://arxiv.org/abs/1910.07467

- https://arxiv.org/abs/2002.05202

- https://arxiv.org/abs/2104.09864

- https://arxiv.org/abs/1910.07467; GLU

- https://arxiv.org/abs/2002.05202,

- https://arxiv.org/abs/2104.09864,

- https://arxiv.org/abs/2307.09288; Llama
- https://arxiv.org/abs/2407.21783,

#20E Qwen3 5 Qwen3.5: A—1RFTF, AmH#idiziEO

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/11_qwen3

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/16_qwen3.5

- https://arxiv.org/abs/2505.09388

- https://arxiv.org/abs/2412.06464,

- https://arxiv.org/abs/2505.09388,

- https://huggingface.co/Qwen/Qwen3.5-0.8B;

$21E Gemma3. Gemma4: BIE. HEESHENE

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/12_gemma3

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/17_gemma4

- https://arxiv.org/abs/2503.19786
- https://arxiv.org/abs/2503.19786,
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- https://huggingface.co/google/gemma-4-E2B,
- https://huggingface.co/google/gemma-4-E4B,

$22% OLMo 3. Tiny Aya Sl &Eaiz0

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/13_olmo3

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/15_tiny-aya

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/14_ch05_with_other_llms

- https://arxiv.org/abs/2309.00071

- https://arxiv.org/abs/2309.00071,

- https://huggingface.co/CohereLabs/tiny-aya-global,
- https://huggingtace.co/allenai/Olmo-3-7B-Instruct,

F23E HREIAR: D EFEMRET

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/09_extending-tokenizers/extend-
tiktoken.ipynb

- https://github.com/openai/tiktoken
- https://github.com/openai/tiktoken,

.

$248 XFHHE: —TRENE, REFEBRERZ LA

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch06/01_main-chapter-code/
gpt_class_finetune.py

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch06/03_bonus_imdb-classification

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch06/01_main-chapter-code/ch06.ipynb

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch06/02_bonus_additional-experiments/

additional_experiments.py
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- https://docs.pytorch.org/docs/stable/generated/torch.nn.CrossEntropyLoss.html

255 ELHIA &I8 EFNHA” Hi

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/01_main-chapter-code/
gpt_instruction_finetuning.py

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/01_main-chapter-code/ch07.ipynb

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/01_main-chapter-code/
exercise_experiments.py

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/01_main-chapter-code/exercise-

solutions.ipynb

$265 ETHE: kLB CHRBACHTES

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/02_dataset-utilities/find-near-
duplicates.py

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/02_dataset-utilities

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/03_model-evaluation

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/05_dataset-generation

$27F DPO: EERAAIEE, WEHBLLBRNEE

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/04_preference-tuning-with-dpo/create-
preference-data-ollama.ipynb

- https://arxiv.org/abs/2305.18290

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/04_preference-tuning-with-dpo/dpo-

from-scratch.ipynb
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- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/appendix-E/01_main-chapter-code/
appendix-E.ipynb

- https://arxiv.org/abs/2106.09685

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/pkg/llms_from_scratch/appendix_e.py

$295 =MSiHE, F—FHEERRER

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch05/06_user_interface

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch06/04_user_interface/app.py

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07/06_user_interface/app.py
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- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/pkg/llms_from_scratch/README.md

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/pkg/llms_from_scratch/generate.py

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/setup

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/pkg/llms_from_scratch

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/pkg/llms_from_scratch/tests

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/.github

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/troubleshooting. md
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- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/appendix-C/README.md

- https://github.com/rasbt/LLMs-from-scratch/blob/
cdbd33e6d57a71e20ea31434841095fac50cecd8/.gitmodules

- https://github.com/rasbt/reasoning-from-scratch

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch06

- https://github.com/rasbt/LLMs-from-scratch/tree/
cdbd33e6d57a71e20ea31434841095fac50cecd8/ch07

- https://arxiv.org/abs/2106.09685
- https://arxiv.org/abs/2305.18290
- https://docs.pytorch.org/docs/stable/generated/torch.nn.CrossEntropyLoss.html
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examples/architectures/architecture_checks.py

"""Original CPU algebra checks, not a pretrained model or performance benchmark.
Source concepts: rasbt/LLMs-from-scratch pinned cdbd33e6; see book references.
Run: python examples/architectures/architecture checks.py

import json, math, platform

import torch

import torch.nn.functional as F

torch.manual seed(1949)
torch.set num threads(1)
torch.set default dtype(torch.float64)
RESULTS = {}
def check(name, a, b, atol=le-10):
error = float((a-b).abs().max())
assert error < atol, (name, error)
RESULTS[name] = {"max abs error": error, "pass": True}

def attention(q,k,v,allowed):
p=(q@k.transpose(-1,-2)/math.sqrt(q.shape[-1])).masked fill(~allowed, -
torch.inf).softmax(-1)
return p@v

def grouped heads():
g=torch.randn(1,4,5,3); k=torch.randn(1,2,5,3); v=torch.randn like(k)
mask=torch.ones(5,5,dtype=torch.bool).tril()
expanded=attention(q, k.repeat interleave(2,1),v.repeat interleave(2,1),mask)
explicit=torch.cat([attention(q[:,h:h+1]1,k[:,h//2:h//2+1]1,v[:,h//2:h//2+1],mask) for
h in range(4)]1,1)
check('gga grouped equals expanded',bexpanded,explicit)
wrong=attention(q,k.repeat(1,2,1,1),v.repeat(1,2,1,1),mask)
RESULTS[ 'gga wrong repeat detected']=float((expanded-wrong).abs().max())>0.1

def latent and sharing():
x=torch.randn(5,6); down=torch.randn(6,2); uk=torch.randn(2,6); uv=torch.randn(2,6)
c=x@down
check('mla factorization', c@uk,x@(down@uk))
g=torch.randn(5,6); allowed=torch.ones(5,5,dtype=torch.bool).tril()
a=attention(q, c@uk, c@uv,allowed)
latent score=g@uk.T@c.T/math.sqrt(6)
b=latent score.masked fill(~allowed,-torch.inf).softmax(-1)@c@uv
check('mla_absorbed projection',a,b)
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shared=(c@uk, c@uv); consumers=[shared,shared,shared]
assert len({z[0].data ptr() for z in consumers})==
check('sharing same storage same result',attention(q,*consumers[2],allowed),a)
RESULTS[ 'sharing queries can differ']=not
torch.allclose(attention(qg+1, *shared,allowed),a)

def masks and sparse():
n=7; qg=torch.randn(n,4); k=torch.randn(n,4); v=torch.randn(n,4)
positions=torch.arange(n); diff=positions[:,None]-positions[None,:]
allowed=(diff>=0)&(diff<3)
full=attention(q,k,v,allowed)
chunks=[1]
for start,end in [(0,2),(2,5),(5,7)]:
left=max(0,start-2)

chunks.append(attention(q[start:end],k[left:end],v[left:end],allowed[start:end,left:end]
))
check('swa chunked equals full', full,torch.cat(chunks))
vbad=v.clone(); vbad[4:]+=100
check('swa future does not leak', full[:4],attention(q,k,vbad,allowed)[:4])
scores=torch.randn(n,n); causal=diff>=0
selected=scores.masked fill(~causal,-torch.inf).topk(3,-1).indices
sparse=torch.zeros like(causal).scatter(1l,selected,True)&causal
assert sparse.any(-1).all() and not (sparse&-~causal).any()
out=attention(q,k,v,sparse)
gathered=[]
for t in range(n):
idx=sparse[t].nonzero().flatten()

gathered.append(attention(q[t:t+1],k[idx],v[idx],torch.ones(1,len(idx),dtype=torch.bool)
))

check('dsa dense mask equals gather',out,torch.cat(gathered))

# All-false row is a real counterexample, not an expected successful use.

RESULTS[ 'all masked softmax is nan']=bool(torch.isnan(torch.full((1,3),-
torch.inf).softmax(-1)).all())

def delta():
n,d=6,3; g=torch.randn(n,d); k=F.normalize(torch.randn(n,d),dim=-1);
v=torch.randn(n,d)
alpha=torch.sigmoid(torch.randn(n)); beta=torch.sigmoid(torch.randn(n))
state=torch.zeros(d,d); outputs=[]; matrices=[]; writes=[]
for t in range(n):
state=alpha[t]*state
state=state+torch.outer(k[t], beta[t]*(v[t]-k[t]@state))
outputs.append(q[t]@state)
matrices.append(alpha[t]*(torch.eye(d)-beta[t]*torch.outer(k[t], k[t])))
writes.append(beta[t]*torch.outer(k[t],v[t]))
naive=[]
for t in range(n):
total=torch.zeros(d,d)
for i in range(t+1):
contribution=writes[i]
for j in range(i+1,t+1): contribution=matrices[j]@contribution
total+=contribution
naive.append(qg[t]@total)
check('delta recurrence equals expansion',torch.stack(outputs),torch.stack(naive))
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unit=torch.tensor([1.,0.,0.]1); target=torch.tensor([2.,3.,4.]1);
state=torch.randn(d,d)

state+=torch.outer(unit, target-unit@state)

check('delta beta one overwrites key',unit@state,target)

def rope(x, positions, theta=10000.):
d=x.shape[-1]; frequencies=theta**(-torch.arange(0,d,2)/d)
a=positions[:,None]*frequencies; first,last=x.chunk(2,-1)
return torch.cat([first*a.cos()-last*a.sin(),first*a.sin()+last*a.cos()]1,-1)

def positions and norms():
x=torch.randn(7,6); whole=rope(x,torch.arange(7))
chunk=torch.cat([rope(x[:3],torch.arange(3)),rope(x[3:],torch.arange(3,7))1)
check('rope cache offset',whole,chunk)
check('rope preserves norm',whole.square().sum(-1),x.square().sum(-1))
bad=torch.cat([rope(x[:3],torch.arange(3)),rope(x[3:]1,torch.arange(4))])
RESULTS[ 'rope reset offset detected']=not torch.allclose(whole,bad)
a=torch.randn(1,6); b=torch.randn(1,6)
check('rope relative position',
(rope(a,torch.tensor([2]))*rope(b,torch.tensor([5]))).sum(),
(rope(a,torch.tensor([0]))*rope(b,torch.tensor([3]))).sum())
z=torch.tensor([[2.,2.,2.]1])
rms=z/(z.square().mean(-1,keepdim=True)+le-6).sqrt()
In=F.layer norm(z,(3,))
RESULTS['rms_is not layernorm']=not torch.allclose(rms,ln)

def experts():
x=torch.randn(5,4); gate=torch.randn(4,3); weights=torch.randn(3,4,4)
score=x@gate; values,ids=score.topk(2,-1); probs=values.softmax(-1)
output=torch.zeros like(x); assignments=0
for expert in range(3):
token,slot=(ids==expert).nonzero(as tuple=True)
output.index add (0O, token, (x[token]@weights[expert])*probs[token,slot,None]);
assignments+=Llen(token)
explicit=torch.stack([sum(probs[t,s]*(x[tl@weights[ids[t,s]]) for s in range(2)) for
t in range(5)1)
check('moe dispatch equals token loop',output,explicit)
assert assignments==10
RESULTS[ 'moe _no token assignments lost']=assignments
# Capacity=1 would drop assignments without an explicit overflow policy.
RESULTS[ 'moe capacity one overflow']=sum(max(0,int((ids==e).sum())-1) for e in
range(3))

def vocabulary():
old=torch.nn.Embedding(7,4); head=torch.nn.Linear(4,7,bias=False)
new=torch.nn.Embedding(9,4); extended=torch.nn.Linear(4,9,bias=False)
with torch.no grad(): new.weight[:7].copy (old.weight);
extended.weight[:7].copy (head.weight)
check('vocab old embeddings preserved',new(torch.arange(7)),old(torch.arange(7)))
x=torch.randn(2,4); check('vocab old logits preserved',6 extended(x)[:,:7],head(x))
RESULTS[ 'vocab softmax changes']=not torch.allclose(extended(x).softmax(-1)
[:,:7],head(x).softmax(-1))
extended.weight=new.weight
assert extended.weight is new.weight and extended(x).shape[-1]==
RESULTS[ 'vocab weight tying identity']=True

157



MXAEHESEEY eSS IA(RFD
if name ==' main_ ':
for f in

(grouped heads, latent and sharing,masks and sparse,delta,positions and norms,experts,voc
abulary): f()

print(json.dumps({'python':platform.python version(), 'torch':torch. version ,'seed':19
49, 'threads':torch.get num threads(), 'dtype':str(torch.get default dtype()), 'results':RE
SULTS},indent=2))

examples/architectures/cache_checks.py

"""Original audited-cell cache tests, including a recorded upstream counterexample."""
import json, pathlib, sys
sys.dont write bytecode=True
import torch
import torch.nn as nn
ROOT=pathlib.Path( file ).resolve().parents[2]; UP=ROOT/'runtime sources/upstream'
sys.path.insert(0, str(ROOT / 'examples'))
from verify runtime import verify runtime
verify runtime(ROOT / 'runtime sources')
torch.set num threads(1);torch.manual seed(1949)
def load(path,indices):
ns={"'torch':torch, 'nn':nn}; nb=json.loads((UP/path).read text())
for i in indices:
source=""'.join(nb['cells'][i]["'source'])
assert not any(s in source for s in ['hf hub download(', 'snapshot download(',
'login(', 'load file('])
exec(compile(source,f'{path}:cell{i}"', 'exec'),ns)
return ns
base=dict(vocab size=31,emb dim=16,hidden dim=24,n layers=2,n heads=4,head dim=4,n kv gr
oups=2,n kv _heads=2,context length=12, rope base=10000.,dtype=torch.float32,gk norm=True,
query pre_attn scalar=4,layer types=['sliding attention', 'full attention'],rope local ba
se=10000.,sliding window=3,rms norm eps=1le-6,attention bias=False, rope attention factor=
1.,rope type='default', rope factor=1l.,rope orig max=16,layer norm eps=le-5,logit scale=1
.,tie word embeddings=True,num experts=3,num experts per tok=2,moe hidden dim=12)
results={}; ids=torch.tensor([[1,3,5,7,9,11]11)
for name,p,inds,cls in [
('gwen3','11l gwen3/standalone-qwen3-plus-
kvcache.ipynb',list(range(8,15)), 'Qwen3Model'),
('qwen3 moe', 'll gwen3/standalone-qwen3-moe-plus-
kvcache.ipynb',list(range(6,13)), 'Qwen3Model'),
('gemma3', '12 gemma3/standalone-gemma3-plus-kvcache.ipynb',list(range(8,14))
+[25], 'Gemma3Model'),
('olmo3', '13 olmo3/standalone-olmo3-plus-kv-
cache.ipynb',list(range(9,16)), 'Olmo3Model"'),
('tiny aya','1l5 tiny-aya/standalone-tiny-aya-plus-kv-
cache.ipynb',list(range(9,15)), 'TinyAyaModel')]:
ns=load('ch05/'+p,inds);model=ns[cls] (base).eval()
with torch.no grad():
ref=model(ids); cache=ns['KVCache'](2);model.reset kv cache()

chunks=[model(ids[:,:2],cache=cache),model(ids[:,2:5],cache=cache),model(ids[:,5:],cache
=cache)]
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error=float((ref-torch.cat(chunks,1)).abs().max());assert error<le-5, (name,error)
results[name]={"'chunk error':error, 'cache lengths':[x[0].shape[2] for x in
cache.get all()]}
if name.startswith('qwen3"'):
model.cfg['context length']=6;model.reset kv cache();cache.reset()
with torch.no grad(): model(ids[:,:5],cache=cache)
try:
with torch.no grad(): model(ids[:,-2:],cache=cache)
except ValueError: pass
else: raise AssertionError('Missing overrun rejection')
assert model.current pos==5 and cache.get(0)[0].shape[2]==
results[name]['overrun preserves cache']=True
ns=load('ch05/17 gemma4/standalone-gemma4-plus-kvcache.ipynb',list(range(9,14))+[15,19])
cfg=ns['get gemmad4 dense config']
('E2B',torch.float32);cfg.update(vocab size=31,vocab size per layer input=31,emb dim=16,
hidden dim=24,n layers=4,n heads=4,head dim=4,global head dim=8,n kv heads=2,context len
gth=12,sliding window=3, layer types=['sliding attention', 'full attention']*2,hidden size
_per_layer input=4,num kv shared layers=2)
model=ns['Gemmad4DenseModel'] (cfg).eval()
plain=load('ch05/17 gemmad4/standalone-gemma4.ipynb',list(range(9,14))
+[15]); refmodel=plain['Gemma4DenseModel"' ]
(cfg).eval();refmodel.load state dict(model.state dict())
with torch.no grad():
reference=refmodel(ids, reuse shared kv=True)
cache=ns['KVCache'](4);actual=model(ids, cache=cache)
error=float((reference-actual).abs().max())
results['gemmad4 shared prefill counterexample']={'max abs error':error, 'prompt length':6
, 'window':3, 'description':'Producer local cache is truncated before later consumer uses
it; early prompt queries no longer see same keys. Recorded failure, not a passing
equivalence test.'}
assert error>le-4
# Qwen3.5 helper has only torch imports, definitions, and a logger at module scope.
import importlib.util, contextlib, io
helper path=UP/'ch05/16 qwen3.5/qwen3 5 transformers.py'
spec=importlib.util.spec from file location('qwen3 5 transformers', helper path)
helper=importlib.util.module from spec(spec);spec.loader.exec module(helper)
sys.modules['qwen3 5 transformers']=helper
gns=Lload('ch05/16 qwen3.5/qwen3.5-plus-kv-cache.ipynb',list(range(10,16)))
gc=base.copy();qc.update(layer types=['linear attention', 'full attention'],partial rotar
y factor=0.5,linear num value heads=2,linear num key heads=2,linear key head dim=4,linea
r value head dim=4,linear conv_kernel dim=3)
with contextlib.redirect stdout(io.StringIO()): gm=qns['Qwen3 5Model'](qc).eval()
with torch.no grad():
full=gm(ids);cache=gns['KVCache'](2);qgm.reset kv cache()
outputs=[qgm(ids[:,:3],cache=cache)]+[gm(ids[:,i:i+1],cache=cache) for i in
range(3,6)]1]
good error=float((full-torch.cat(outputs,1)).abs().max())
gm.reset kv cache();cache.reset()
bad=[gm(ids[:,:3],cache=cache),gm(ids[:,3:5],cache=cache),gm(ids[:,5:],cache=cache)]
bad error=float((full-torch.cat(bad,1)).abs().max())
assert good error<le-5 and bad error>le-4
results['qwen35 model cache']={"'prefill then single token error':good error, ‘multi token
_append _counterexample error':bad error, 'counterexample is failure':True}
import tiktoken
enc=tiktoken.Encoding(name='offline bytes',pat str=r'(?
s).',mergeable ranks={bytes([i]):1 for i in range(256)},special tokens={'<|new|>':256})
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assert enc.encode('a<|new|>b',allowed special={'<|new|>'})==[97,256,98]
assert enc.decode([97,256,98])=="a<|new|>b'
try:enc.encode('<|new|>")
except ValueError: rejected=True
else:rejected=False
assert rejected
results['offline tiktoken extension']={'encoded":
[97,256,98], 'disallowed special rejected':True, 'version':tiktoken. version }
print(json.dumps({'torch':torch. version ,'seed':1949, 'results':results},indent=2))

examples/architectures/draw_figures.py

"""Original diagrams; does not use or reproduce upstream artwork."""
from pathlib import Path
import textwrap
import matplotlib
matplotlib.use('Agg')
import matplotlib.pyplot as plt
from matplotlib.patches import FancyBboxPatch
import numpy as np
OUT=Path( file ).resolve().parents[2]/'figures/architectures’;
OUT.mkdir(parents=True,exist ok=True)
plt.rcParams.update({'font.family':'Noto Sans CJK
JP','font.size':11, 'svg.fonttype': 'path', 'axes.unicode minus':False})
def save(fig,name):
fig.savefig(OUT/f'{name}.svg',bbox inches='tight'); fig.savefig(OUT/
f'{name}.png',dpi=160,bbox_inches='tight'); plt.close(fig)
def flow(name,title, rows):
fig,ax=plt.subplots(figsize=(9,max(2.4,len(rows)*1.4)));
ax.set(xlim=(0,10),ylim=(0,len(rows)*1.7)); ax.axis('off'); ax.set title(title,pad=15)
for r, (label,nodes) in enumerate(rows):
y=(len(rows)-r-.5)*1.7; ax.text(0,y,label,ha="'1left',va="'center',weight="'bold")
start=2.1; w=7.4/len(nodes)
for j,txt in enumerate(nodes):
x=start+j*w

ax.add patch(FancyBboxPatch((x,y-.47),w-.25,.94,boxstyle="'round,pad=0.05",facecolor=["#d
cecfd', '#dff0e3', '#fff0d3'][r%3],edgecolor="'#34515e"'))
txt='\n'.join('\n'.join(textwrap.wrap(line,width=10 if len(nodes)>3 else
14,break long words=True)) for line in txt.split('\n'))
ax.text(x+(w-.25)/2,y,txt,ha="'center',va='center', fontsize=10)
if j<len(nodes)-1: ax.annotate('', (x+w-.02,y),
(x+w-.25,y) ,arrowprops={'arrowstyle':"'->"', 'color': '#34515e"'})
save(fig,name)
flow('cache axes', 'KV alLUARRABEHEE", [
('GQA', ['4 D query 3k','2 KV 3k\nA,A,B,B','EEZESHN']),
('MLA', ['#IAx','{f4#c = x WD',6 'BBNEFK,V']),
("BEHE=Z', ['£FR: BK,V', HER: RIEKV','EEMEESWQ'])])
fig,axs=plt.subplots(1,3,figsize=(9,3)); n=8; i,j=np.indices((n,n)); causal=j<=i
for ax,title,m in zip(axs,['ER£E', ' HOW=3", '~= top-k=3'], [causal,causal&(i-
j<3),causal&((j==0)| (j==1i) | (j==np.maximum(0,i-2)))]):
ax.imshow(m,cmap="'Blues',vmin=0,vmax=1);ax.set title(title);ax.set xlabel('key fi
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E');ax.set _ylabel('query fii&');ax.set xticks(range(n));ax.set yticks(range(n))
fig.tight layout();save(fig, 'attention masks')
flow('delta_state','&8—¥HMBIEICIZ, B, [

("RKEEFH, BRSS!, ' ES S, Tl kAT (aS) ', IREB N B (v=Ful) AT 1),

("FEE, ["FRE S, fquery EE TS A ERET], (REERETRE'])])
flow('moe dispatch','5 4 token. top-2: A 10 REXRMDIK', I

("3%3#F"', ['NxD A", 'router: NxE', 'top-k ID / &X&E']),

("R, [ RERKE token', ' EERKWMITFFN', ' REIZBERAME"]),

('&%#', ['/E token Z&5|', 'index add Ef0', 'NxD Hit; &= token'])])
flow('rope positions','&FESHET token HEMUE", [

("—Rit&E',['uE 0,1,2','UE 3,4,5', ' E—EMEXRS5HE "),

("PPITE, ['FE—HRoffset=0", ' FHRoffset=3", ' SEERIH—H"']),

('fEIREER, ['HF—HRoffset=0", ' FTRX of fset=0", '"HEIMUBERHNKET'1)])
flow('hybrid cache', 'Qwen3.5 B&RE: BEREBEXNEBEHRERS ', [

('£2BB',['#Q / K/ V','RoPE £XUE", 'ZFEKY F5']),

("&ME, [ BRIEERE, EMEEERE, BEAD, THREVIR']),

(MEKBAR, [VEEKY B, AETER / EE, UETRAZE])])
flow('gemma_shared inputs','Gemma 4 MIFREEIMIEER', [

('KV HE',['BHEFE / 2REFR', 'RAEEEEE",  RitE#Hiquery']),

("BEH#AN"', ['token ZFEZ embedding', 'F embedding &SRS, 'EXXAT layer BEIE']),

('REEM, [ HEPRERESE], (1] x ZREA, RED HMmEE'1)])
flow('residual variants','E#FRIERE, HIBRGEAILAR", [

(‘Llama', ['N(x) - Attention', 'fNXZE# u','N(u) - FFN - jI5RE'1),

('OLMo"', ['Attention(x) - Norm', 'f03&ZE S u', 'FFN(u) - Norm - f0%%ZE'1),

('Tiny Aya',['#@Eh = Norm(x)', 'Attention(h) S5FFN(h)','x + WM HTHZ'1)])
flow('vocab extension', '#ii% token FHERIBIEEHIRENFIFUN ", [

("BIAR',['EVxD: ZFITHRE", 'FE mxD 17", 'ANEEXID < V+m']),

("HHER, R VxD: E{TRE', WG mxD 17', 'logits mEV+m']),

("SBERRBY ", [ OUEEHT Parameter', BN / WEIEEE—XR ', BRI optimizer'])])
print('generated',len(list(0OUT.glob('*.svg'))), 'SVG and matching PNG files')

examples/architectures/source_attention_checks.py

"""Original tiny checks of audited upstream attention modules; no main/CLI execution."""
import ast, importlib.util, json, pathlib, sys
sys.dont write bytecode=True
import torch
ROOT=pathlib.Path(_file ).resolve().parents[2];UP=RO0T/'runtime_sources/upstream'
sys.path.insert(0, str(ROOT / 'examples'))
from verify runtime import verify runtime
verify runtime(ROOT / 'runtime sources')
torch.manual seed(1949);torch.set num threads(1)
def load(rel):

p=UP/rel;tree=ast.parse(p.read text())

# Imports, definitions, constant assignments, and guarded CLI only; no notebook
loading.

for node in tree.body:

assert isinstance(node,
(ast.Import,ast.ImportFrom,ast.ClassDef,ast.FunctionDef,ast.Assign,ast.If)),type(node)

if isinstance(node,ast.If):assert ast.unparse(node.test)==" name ==
' main_ '",ast.unparse(node.test)
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spec=importlib.util.spec_from file location(p.stem,p);m=importlib.util.module from spec(
spec) ;spec.loader.exec_module(m);return m

results={};x=torch.randn(1,7,8)
for folder,file,cls,extra in [

('04 gga', 'gpt with kv gqga', 'GroupedQueryAttention',{'num kv groups':2}),

('05 mla', 'gpt with kv mla', 'MultiHeadLatentAttention',{'latent dim':3}),

('06 swa','gpt with kv swa', 'MultiHeadAttentionWithSWA',{'sliding window size':3}),
('09 dsa', 'gpt with kv dsa', 'MultiHeadAttentionWithDSA',

{'index n heads':2, 'index head dim':3, 'topk':3})]:

m=1load (f'ch04/{folder}/{file}.py');a=getattr(m,cls)

(d in=8,d out=8,dropout=0.,num heads=4,**extra).eval()

with torch.no grad():

full=a(x);
a.reset cache();chunk=torch.cat([a(x[:,:2],use cache=True),a(x[:,2:5],use cache=True),a(
x[:,5:],use cache=True)],1)

err=float((full-chunk).abs().max());assert err<le-5, (folder,err)
results[folder]={'chunk error':err}

if folder=='09 dsa':

a.reset cache();a(x).square().sum().backward()

none=all(p.grad is None for p in a.indexer.parameters());assert none

results[folder]['indexer main loss gradients none']=none

m=load('ch04/07_moe/gpt with_kv_moe.py")
cfg={'emb_dim':8, 'hidden dim':12, 'num experts':3, 'num experts per tok':1}
a=m.MoEFeedForward(cfg);a(x).square().sum().backward();grad=float(a.gate.weight.grad.abs
().max());assert grad==0

results['moe topl']={'router max abs gradient':grad}
m=1oad('ch04/10 kv-sharing/gpt with kv sharing.py')

cfg={'vocab size':31, 'context length':12,'emb dim':8, 'n layers':3,'n heads':2,'drop rate
':0.,'qgkv_bias':False,'n kv producing layers':1}
a=m.GPTModel(cfg) .eval();ids=torch.tensor([[1,2,3,4,5,6,71])
with torch.no grad():

full=a(ids);a.reset kv cache();chunk=torch.cat([a(ids[:,:2],use cache=True),a(ids[:,2:5]
,use cache=True),a(ids[:,5:],use cache=True)],1)
err=float((full-chunk).abs().max());assert err<le-5

assert all(b.att.cache k is None for b in a.trf blocks[1:])

results['kv _sharing']={'chunk error':err, 'consumers have no own cache':True}
print(json.dumps({'torch':torch. version ,'seed':1949, 'results':results},indent=2))

examples/architectures/source_smoke.py

"""Original harness: execute ONLY audited architecture-definition notebook cells.
No notebook Run All, downloads, authentication, weights, or external corpora.
Upstream source remains under research/UPSTREAM LICENSE.txt; no code copied here.
import argparse, contextlib, importlib.util, io, json, math, pathlib, sys
sys.dont write bytecode=True

import torch

import torch.nn as nn

ROOT=pathlib.Path( file ).resolve().parents[2]

UP=ROO0T/'runtime sources/upstream'

sys.path.insert(0, str(ROOT / 'examples'))
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from verify runtime import verify runtime
verify runtime(ROOT / 'runtime sources')
torch.set num threads(1l); torch.manual seed(1949)

def cells(path, indices):
nb=json.loads((UP/path).read text()); ns={'torch':torch,'nn':nn, 'math':math}
for i in indices:
src="".join(nb['cells'][i]['source'])
assert not any(s in src for s in ['hf hub download(', 'snapshot download(',
'login(', 'load file('l), (path,i)
exec(compile(src,f'{path}:cell{i}', 'exec'),ns)
return ns

def tiny():
return dict(vocab size=31,emb dim=16,hidden dim=24,n layers=2,n heads=4,head dim=4,

n_kv _groups=2,n kv _heads=2,context length=16, rope base=10000.,dtype=torch.float32,

rope_freg=None,gk norm=True,query pre attn scalar=4,layer types=['sliding attention','fu
11 attention'],
rope local base=10000.,rope global base=10000.,sliding window=3,

rms_norm_eps=le-6,attention bias=False,rope attention factor=1.,rope type='default', rope
_factor=1.,rope orig max=16,

layer norm _eps=1le-5,logit scale=0.7,tie word embeddings=True,num_experts=3,num experts p
er tok=2,moe hidden dim=12)

specs=[
('llama32', 'ch05/07 gpt to llama/standalone-
1lama32.ipynb',list(range(6,11)), 'Llama3Model"'),
('gwen3', 'ch05/11 gwen3/standalone-qwen3.ipynb',list(range(8,14)), 'Qwen3Model"'),
('gwen3 moe', 'ch05/11 qwen3/standalone-qwen3-
moe.ipynb',list(range(6,12)), 'Qwen3Model"),
('gemma3', 'ch05/12 gemma3/standalone-gemma3.ipynb',list(range(8,14)), 'Gemma3Model"'),
('olmo3', 'ch05/13 olmo3/standalone-olmo3.ipynb',list(range(9,15)), '0lmo3Model"'),
('tiny aya', 'ch05/15 tiny-aya/standalone-tiny-
aya.ipynb',list(range(9,15)), 'TinyAyaModel'),
('gemmad', 'ch05/17 gemmad/standalone-gemmad.ipynb',list(range(9,14))
+[15], 'Gemma4DenseModel"'),
]
results={}
for name,path,indices,cls in specs:
ns=cells(path,indices); cfg=tiny()
if name=='gemma4':
cfg=ns['get gemmad4 dense config']('E2B',torch.float32)

cfg.update(vocab size=31,vocab size per layer input=31,emb dim=16,hidden dim=24,n layers
=4,

n_heads=4,head dim=4,global head dim=8,n kv heads=2,context length=16,sliding window=3,
layer types=['sliding attention', 'full attention']*2,hidden size per layer input=4,num Kk
v_shared layers=2)

model=ns[cls](cfg).eval(); ids=torch.tensor([[1,3,5,7,9,11]]); bad=ids.clone();
bad[:,4:]1=2
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with torch.no grad():

a=model (ids); b=model(bad)
assert a.shape==(1,6,31) and torch.isfinite(a).all()
error=float((a[:,:4]-b[:,:4]).abs().max()); assert error<le-5, (name,error)

results[name]={"'shape':list(a.shape), 'future leakage max abs':error, 'parameter count':su
m(p.numel() for p in model.parameters()), 'source cells':indices}
if name=='gemma4':

with torch.no grad(): shared=model(ids, reuse shared kv=True)

assert torch.isfinite(shared).all()

results[name]['shared kv finite']=True
# Audited helper imports only torch, creates a logger, defines classes/functions.
p=UP/'ch05/16 gwen3.5/qwen3 5 transformers.py'
spec=importlib.util.spec from file location('qwen35 helper',p);
helper=importlib.util.module from spec(spec); spec.loader.exec module(helper)
g=torch.randn(1,7,2,3); k=torch.randn like(q); v=torch.randn(1,7,2,4); g=-
torch.rand(1,7,2); beta=torch.rand(1,7,2)
a,sl=helper.torch chunk gated delta rule(q,k,v,g,beta,chunk size=4,output final state=Tr
ue,use gk 12norm_in kernel=True)
b,s2=helper.torch recurrent gated delta rule(q,k,v,g,beta,None,True,True)
error=float((a-b).abs().max()); state error=float((sl-s2).abs().max())
assert error<le-5 and state error<le-5
results['qwen35 chunk recurrent']={'max abs error':error,'final state error':state error
, 'input shape':list(q.shape), 'nondivisible chunk padding':True}
print(json.dumps({'torch':torch. version ,'seed':1949, 'threads':1, 'results':results},i
ndent=2))

examples/core_training/cache_probes.py

"""Small-config checks of the three upstream KV variants, with no downloads.
import ast
import json
from pathlib import Path
import sys
import torch
from torch import nn
root=Path(sys.argv[1]); out=Path(sys.argv[2])
if (root.parent / 'SOURCE MAP.json').exists():
sys.path.insert (0, str(Path( file ).resolve().parents[1]))
from verify runtime import verify runtime
verify runtime(root.parent)
torch.set num threads(1l); torch.manual seed(2718)
base=root/'ch04/03 kv-cache'
modules={}
for file in ['gpt ch@4.py', 'gpt with kv cache.py', 'gpt with kv cache optimized.py']:
tree=ast.parse((base/file).read text())
tree.body=[n for n in tree.body if isinstance(n, (ast.ClassDef,ast.FunctionDef)) and
getattr(n, 'name',"'')!="main"']
ns={'torch':torch, 'nn':nn}; exec(compile(tree,str(base/file), 'exec'),ns);
modules[file]=ns
cfg=dict(vocab size=16,context length=12,emb dim=16,n heads=4,n layers=2,drop rate=0.,qgk
v_bias=False,kv window size=12)
models=[]
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for ns in modules.values():
torch.manual seed(2718); models.append(ns['GPTModel'](cfg).eval())
for m in models[1:]:m.load state dict(models[0].state dict(),strict=False)
x=torch.tensor([[1,2,3,4,5,61])
with torch.no grad():
full=models[0](x); result={}
for file,m in zip(list(modules)[1:],models[1:]):
m.reset kv cache(); parts=[m(x[:,1i:i+1],use cache=True) for i in range(6)]
error=(torch.cat(parts,1)-full).abs().max().item();assert error<le-6
m.reset kv cache();m(x[:,:3],use cache=True);chunk=m(x[:,3:],use cache=True)
chunkerror=(chunk-full[:,3:]).abs().max().item();assert chunkerror<le-6
m.reset kv cache(); again=m(x,use cache=True)
assert torch.allclose(full,again,atol=1e-6)
result[file]={"'token error':error, 'chunk error':chunkerror, 'reset ok':True}
ns=modules['gpt with kv cache optimized.py']
smallcfg=dict(cfg, context length=10,kv_window size=4)
short=ns['GPTModel"'] (smallcfg).eval()
got=ns['generate text simple cached'](short,x,max new tokens=20,use cache=True)
assert got.shape[l]==10 and torch.equal(got[:,:6],x)

result['window and capacity']={'prompt length':6, 'requested new':20, 'actual new':4, 'wind
ow':4, ' 'context':10}
# Window eviction is not equivalent to full-context attention.
windowed=ns['GPTModel'] (dict(cfg,kv window size=4)).eval()
windowed.load state dict(models[0].state dict(),strict=False)
pieces=[windowed(x[:,i:i+1],use cache=True) for i in range(6)]
discrepancy=(torch.cat(pieces,1l)-full).abs().max().item()
assert discrepancy>le-5
result['eviction changes model']={'max error vs full':discrepancy}
result['torch']=torch. version ;result['seed']=2718;result['status']="'all assertions
passed'
out.parent.mkdir(exist ok=True,parents=True);out.write text(json.dumps(result,indent=2)+
‘\n');print(json.dumps(result,indent=2))

examples/core_training/checkpoint_checks.py

"""Owned tiny checkpoints: exact continuation and meta/mmap/assign loading."""
import copy

import json

from pathlib import Path

import sys

import tempfile

import torch

from core import TinyGPT, token loss, windows

torch.set num threads(1);torch.manual seed(2718)
cfg=dict(vocab=8, context=8,width=8, heads=2, layers=1)
x,y=windows([0,1,2,3,4,5,6,7]%4,4,4)

m=TinyGPT (**cfg);opt=torch.optim.AdamW(m.parameters(),lr=.01)
def step(model,optimizer):

optimizer.zero grad(set to none=True);loss=token loss(model(x),y);loss.backward();optimi
zer.step()
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return loss.item()
for _in range(3):step(m,opt)
snapshot={"'config':cfg, 'model':copy.deepcopy(m.state dict()), 'optimizer':copy.deepcopy(o
pt.state dict()),
‘rng':torch.get rng state(),'step':3}
step(m,opt); expected=copy.deepcopy(m.state dict())
with tempfile.TemporaryDirectory() as tmp:
file=Path(tmp)/'resume.pt';torch.save(snapshot,file)
checkpoint=torch.load(file,map location='cpu',weights only=True)
loaded=TinyGPT (**checkpoint['config']);loaded.load state dict(checkpoint['model'])

optimizer=torch.optim.AdamW(loaded.parameters(),lr=.01);optimizer.load state dict(checkp
oint['optimizer'])

torch.set rng state(checkpoint['rng']);step(loaded,optimizer)

error=max( (expected[k]-loaded.state dict()[k]).abs().max().item() for k in expected
if expected[k].is floating point())

assert error==

weights=Path(tmp)/'weights.pt';torch.save(m.state dict(),weights)

with torch.device('meta'):

meta=TinyGPT (**cfqg)

meta.load state dict(torch.load(weights,map location='cpu',weights only=True,mmap=True),
assign=True)
assert not any(p.is meta for p in meta.parameters())
assert torch.equal(meta(x),m(x))
assert all(torch.equal(meta.state dict()[k],v) for k,v in m.state dict().items())
# Incorrectly restoring only parameters after to empty loses initialized buffers.
with torch.device('meta’'):
incomplete=TinyGPT (**cfg)
incomplete.to empty(device='cpu')
with torch.no grad():
for name,p in incomplete.named parameters():p.copy (m.state dict()[name])
# Deterministic sentinel represents an unrestored buffer without reading
uninitialized memory.
incomplete.blocks[0].att.future.fill (False)
assert not torch.equal(incomplete.blocks[0].att.future,m.blocks[0].att.future)
broken error=(incomplete(x)-m(x)).abs().max().item();assert broken error>le-5
# Safe in-place copy preserves optimizer parameter identity; replacement does not.
old=1loaded.token.weight;old identity=id(old)
loaded. token.weight=torch.nn.Parameter(old.detach().clone())
stale=any(id(p)==0ld identity for group in optimizer.param groups for p in
group|[ 'params'])
assert stale and all(p is not loaded.token.weight for group in
optimizer.param groups for p in group|['params'])
result={'torch':torch. version ,'seed':2718, 'resume parameter error':error, 'meta mmap
assign logits error':0.,

'all buffers restored':True, 'omitted mask sentinel error':broken error, 'replacement leav
es optimizer stale':stale,

‘memory peak measured':False, 'status':'all assertions passed'}
Path(sys.argv[1l]).write text(json.dumps(result,indent=2)+'\n"');print(json.dumps(result,i
ndent=2))
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examples/core_training/core.py

"""Original CPU teaching implementation; public rasbt code provides comparison targets.
No network, pretrained weights, or external data are used. See NOTICE.md.

import math

from collections import Counter

import torch

from torch import nn

from torch.nn import functional as F

class ByteBPE:
"""Minimal byte BPE: deliberately no GPT-2 regex or pretrained vocabulary."""
def init (self):
self.pieces = {i: bytes([i]) for i in range(256)}
self.merges = {}

@staticmethod
def merge(ids, pair, new id):
out, i =11, 0
while i < len(ids):
if 1 + 1 < len(ids) and tuple(ids[i:i+2]) == pair:
out.append(new id)
i+=2
else:
out.append(ids[i])
i+=1
return out

def train(self, text, vocab size=270):
if vocab size < 256:
raise ValueError("A byte vocabulary needs at least 256 entries")
self. init ()
ids = list(text.encode("utf-8"))
while len(self.pieces) < vocab size and len(ids) > 1:
counts = Counter(zip(ids, ids[1:]1))
# Stable tie break makes the exercise reproducible.
pair = min(counts, key=lambda p: (-counts[pl, p))
if counts[pair] < 2:
break
new id = len(self.pieces)
self.merges[pair] = new id
self.pieces[new id] = self.pieces[pair[0]] + self.pieces[pair[1]]
ids = self.merge(ids, pair, new id)
return self

def encode(self, text):
ids = list(text.encode("utf-8"))
while len(ids) > 1:
pairs = set(zip(ids, ids[1:]))
candidates = pairs.intersection(self.merges)
if not candidates:
break

167



MXAEEIESEE e

B

ESRISEY

dt
[

pair = min(candidates, key=self.merges.get)
ids = self.merge(ids, pair, self.merges[pair])
return ids

def decode(self, ids):
return b"".join(self.pieces[i] for i in ids).decode("utf-8")

def windows(ids, length, stride):
if length <= 0 or stride <= 0 or len(ids) <= length:
raise ValueError("Need positive length/stride and at least length+1 IDs")
starts = range(0, len(ids)-length, stride)
x = torch.tensor([ids[i:i+length] for i in starts], dtype=torch.long)
y = torch.tensor([ids[i+1:i+length+1] for i in starts], dtype=torch.long)
return x, y

class Attention(nn.Module):
def init (self, width, heads, context):
super(). init ()
if width % heads:
raise ValueError("width must be divisible by heads")
self.heads, self.head width = heads, width // heads
self.gkv = nn.Linear(width, 3*width, bias=False)
self.proj = nn.Linear(width, width)
self.register buffer("future", torch.ones(context, context,
dtype=torch.bool).triu(1l))

def forward(self, x, cache=None):
b, t, d = x.shape

q, k, v = self.qgkv(x).chunk(3, dim=-1)

g, k, v = [a.reshape(b, t, self.heads, self.head width).transpose(1l, 2)
for a in (q, k, v)I

past = 0

if cache is not None:

past = cache[0].shape[2]

k, v = torch.cat((cache[0], k), 2), torch.cat((cache[l], v), 2)
total = past + t
if total > self.future.shape[0]:

raise ValueError("cache exceeds learned positional context")
scores = (q @ k.transpose(-1, -2)) / math.sqrt(self.head width)
scores = scores.masked fill(self.future[past:total, :totall, -torch.inf)
weights = scores.softmax(-1)
out = (weights @ v).transpose(l, 2).reshape(b, t, d)
return self.proj(out), (k, v)

class Block(nn.Module):
def init (self, width, heads, context):
super(). init ()
self.norml, self.norm2 = nn.LayerNorm(width), nn.LayerNorm(width)
self.att = Attention(width, heads, context)
self.ff = nn.Sequential(nn.Linear(width, 4*width), nn.GELU(approximate="tanh"),
nn.Linear (4*width, width))

def forward(self, x, cache=None):
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update, cache = self.att(self.norml(x), cache)
X = X + update
return x + self.ff(self.norm2(x)), cache

class TinyGPT(nn.Module):
def init (self, vocab=16, context=16, width=16, heads=4, layers=2):
super(). init ()
self.config = dict(vocab=vocab, context=context, width=width, heads=heads,
layers=layers)
self.token = nn.Embedding(vocab, width)
self.position = nn.Embedding(context, width)
self.blocks = nn.ModuleList([Block(width, heads, context) for _in
range(layers)])
self.norm = nn.LayerNorm(width)
self.head = nn.Linear(width, vocab, bias=False)

def forward(self, ids, caches=None, return cache=False):

past = 0 if caches is None else caches[0][0].shape[2]

if past + ids.shape[l] > self.config["context"]:
raise ValueError("input plus cache exceeds context")

pos = torch.arange(past, past+ids.shape[l], device=ids.device)

x = self.token(ids) + self.position(pos)

new = []

for i, block in enumerate(self.blocks):
x, cache = block(x, None if caches is None else caches[i])
new.append(cache)

logits = self.head(self.norm(x))

return (logits, new) if return cache else logits

def token loss(logits, targets):
return F.cross entropy(logits.flatten(0, 1), targets.flatten())

def sample(logits, temperature=1.0, top k=None, generator=None):
if temperature < 0:
raise ValueError("temperature must be nonnegative")
if temperature ==
return logits.argmax(-1, keepdim=True)
filtered = logits.clone()
if top k is not None:
if not 1 <= top k <= logits.shape[-1]:
raise ValueError("top k outside vocabulary")
values, indices = filtered.topk(top k, dim=-1)
filtered.fill (-torch.inf).scatter (-1, indices, values)
return torch.multinomial((filtered/temperature).softmax(-1), 1, generator=generator)

def schedule(step, warmup, total, start, peak, end):
if not 0 <= warmup < total:
raise ValueError("Require 0 <= warmup < total")
if step < 0:
raise ValueError("negative step")
if warmup and step < warmup:
return start + (peak-start)*step/warmup
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progress = min(1l., (step-warmup)/(total-warmup))
return end + .5*(peak-end)*(1l+math.cos(math.pi*progress))

@torch.no _grad()
def generate(model, ids, max new tokens, context, temperature=0., top k=None,
eos id=None, generator=None):
"""Batch-size-one generator. Returned sequence excludes sampled EOS."""
if ids.ndim != 2 or ids.shape[@] !'= 1 or ids.shape[l] == 0:
raise ValueError("Require one nonempty prompt")
if context <= 0 or max new tokens < 0:
raise ValueError("Invalid generation limits")
previous mode = model.training
model.eval()
try:
for _ in range(max new tokens):
logits = model(ids[:, -context:]1)[:, -1]
new = sample(logits, temperature, top k, generator)

if eos id is not None and new.item() == eos id:
break
ids = torch.cat((ids, new), dim=1)
finally:
model.train(previous mode)
return ids

examples/core_training/corpus_demo.py

"""Original tiny corpus pipeline. No Gutenberg downloads or language detection
claims. """

import hashlib

import json

from pathlib import Path

import sys

def canonical(text):
return text.replace('\r\n','\n').replace('\r','\n').strip()

def prepare(records):
seen, kept, rejected=set(),[]1,[]
for name, text,split in sorted(records):
clean=canonical (text)
if not clean:
rejected.append({'name':name, 'reason': 'empty'});continue
digest=hashlib.sha256(clean.encode('utf-8"')).hexdigest()
if digest in seen:
rejected.append({'name':name, 'reason': 'exact duplicate'});continue
seen.add(digest)

kept.append({'name':name, 'text':clean, 'split':split, 'sha256"':digest, 'bytes':len(clean.en

code('utf-8'))})
return kept,rejected
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def pack(records,max _bytes,separator='\n<|endoftext|>\n"):
"""A single oversized document gets its own flagged shard, never an empty shard."""
shards=[]; current=[]; size=0; sep=len(separator.encode())
for record in records:
extra=record['bytes']+(sep if current else 0)
if current and size+extra>max bytes:
shards.append(separator.join(current));current=[];size=0
if current:size+=sep
current.append(record[ 'text']);size+=record['bytes"']
if current:shards.append(separator.join(current))
return shards

def main(path):

records=[('01 train', 'Rain wets the stone.\r\nWind dries the stone.',6'train'),
('02 duplicate', 'Rain wets the stone.\nWind dries the
stone.', 'validation'),
('03 train','A lamp lights the desk.', 'train'),
('04 validation','A small boat crosses the lake.', 'validation'),

('05 empty',' \n','train'),('06 unicode','lWL5&E", "train')]
kept, rejected=prepare(records)
hashes={split:{r['sha256'] for r in kept if r['split']==split} for split in
['train', 'validation']}
assert not hashes['train'].intersection(hashes['validation'])
train=[r for r in kept if r['split']=="'train'];shards=pack(train,64)
assert all(shards) and len(shards)==
oversized=pack([{'text':'x'*80, 'bytes':80}],64)
assert len(oversized)==1 and len(oversized[0])==80
assert prepare([1)==([1,[1)
# Separator bytes count: two one-byte docs + fifteen separator bytes = seventeen.
sep="\n<|endoftext|>\n"'
assert len(pack([{'text':'a', 'bytes':1},{ 'text':'b"', " 'bytes':1}1,2))==2
result={"kept':[{k:v for k,v in r.items() if k!='text'} for r in kept],
'rejected':rejected,
"train_shards':shards, 'shard bytes':[len(s.encode()) for s in shards],
'separator bytes':len(sep.encode()), 'oversized document policy':'own flagged
shard; downstream must handle',
"empty inputs ok':True, 'checkpoint steps for frequency 3':[s for s in
range(1,10) if s%3==0],
'status':'all assertions passed'}

Path(path).write text(json.dumps(result,ensure ascii=False,indent=2)+'\n');print(json.du

mps (result,ensure ascii=False,indent=2))
if name ==' main_':main(sys.argv[1])

examples/core_training/draw_figures.py

"""Original diagrams; no upstream images are reused."""
import json
from pathlib import Path
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import matplotlib

matplotlib.use("Agg")

import matplotlib.pyplot as plt

from matplotlib.patches import FancyBboxPatch

import numpy as np

ROOT = Path( file ).resolve().parents[2]

OUT = ROOT/'figures/core training'

OUT.mkdir(parents=True,exist ok=True)
plt.rcParams.update({'font.size':11, 'figure.dpi':140, 'savefig.facecolor': 'white'})

def save(fig,name):
fig.savefig(OUT/(name+'.png'),bbox inches='tight")
fig.savefig(OUT/(name+'.svg'),bbox inches='tight")
plt.close(fig)

def boxes(name, labels, subtitle):
fig,ax=plt.subplots(figsize=(9,2.6))
n=Llen(labels)
for i,label in enumerate(labels):
x=1*1.9
ax.add patch(FancyBboxPatch((x,.5),1.65,.85,boxstyle="'round,pad=.08",
facecolor="'#e8f2fa',edgecolor="'#23658c"'))
ax.text(x+.825,.925,label,ha="'center',va="'center")
if i<n-1l:ax.annotate('', (x+1.85,.925), (x+1.72,.925),arrowprops={'arrowstyle':"-
>'})
ax.text((n*1.9-.25)/2,.12,subtitle,ha="'center',va='center', fontsize=10)
ax.set(xlim=(-.2,n*1.9-.1),ylim=(-.1,1.7));ax.axis('off"');save(fig,name)
boxes('pipeline',['Text\nUTF-8"', 'Token IDs\n[B, T]', 'GPT\nparameters', 'Logits\n[B, T,
Vl'l,
'Training: shifted targets -> loss -> gradients; generation: last logits -> next
ID')
boxes('autograd',['x, w, b','z = xw + b','L = softplus(-z)', 'gradients\nupdate w, b'],
'For y = 1: dL/dz = sigmoid(z) - 1; dL/dw = x * dL/dz"')
fig,ax=plt.subplots(figsize=(8,3))
rows=[[0,1,2,31,[1,2,3,41,[3,4,5,6],[4,5,6,711
for r,row in enumerate(rows):
for c,v in enumerate(row):

ax.text(c,r,str(v),ha="'center',va="'center',bbox={"'boxstyle':'round', 'fc': " '#e8f2fa' if
re2==0 else '#fffod5'})
ax.set(yticks=range(4),yticklabels=["'input i=0', 'target i=0', 'input i=3"', 'target
i=3"'],xticks=[],xlim=(-.5,3.5),ylim=(3.6,-.6))
ax.set title('Context length 4, stride 3: target index = input index + 1')
for s in ax.spines.values():s.set visible(False)
save(fig, 'windows"')
fig,axs=plt.subplots(1l,2,figsize=(8,3.3))
for ax,data,title in zip(axs,[np.tril(np.ones((5,5))),np.array([[1,1,1,1,0],
[1,1,1,1,11]1)],['Full causal attention', 'Chunk after 3 cached tokens']):
ax.imshow(data, cmap='Blues',vmin=0,vmax=1)
ax.set title(title);ax.set xlabel('Key position');ax.set ylabel('Query row')
ax.set xticks(range(5));ax.set yticks(range(len(data)))
for i in range(len(data)):
for j in
range(5):ax.text(j,i,str(int(datal[i,j])),ha="'center',va="'center',color="'white' if
data[i,j] else 'black')
fig.tight layout();save(fig, 'causal cache')
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boxes('block',['x [B,T,D]"','LN -> Attention\n+ x','LN -> MLP\n+ residual', 'Next
block\nor output head'l],

'Pre-normalization residual block; each addition requires matching shapes')
results=json.loads((RO0T/'qa/core training/results.json').read text())
fig,ax=plt.subplots(figsize=(7,3.5))
ax.plot(range(0,61,10),results['pretraining']['losses every 10'],marker="'0")
ax.set(xlabel='0Optimizer steps',ylabel='Training cross-entropy',title='Tiny CPU
experiment: periodic synthetic IDs, not language quality')
ax.grid(alpha=.25);fig.tight layout();save(fig, 'loss"')
fig,ax=plt.subplots(figsize=(7,3.5))
ax.plot(range(12),results['schedule and clip']['learning rates'],marker='0")
ax.set(xlabel='Step index',ylabel='Learning rate',title='Warmup = 2, cosine endpoint =
10')
ax.grid(alpha=.25);fig.tight layout();save(fig, 'schedule"')

examples/core_training/loss_sampling_checks.py

"""lLoss aggregation, softmax gradients, top-k ties, EOS and mode checks."""
import json

from pathlib import Path

import sys

import torch

from torch import nn

from torch.nn import functional as F

from core import sample, generate

torch.manual seed(2718);torch.set num threads(1)
z=torch.tensor([[2.,-1.,.5]],dtype=torch.float64,requires grad=True)
y=torch.tensor([2]);loss=F.cross entropy(z,y);loss.backward()
expected=z.detach().softmax(-1)-F.one hot(y,3)
assert torch.allclose(z.grad,expected,atol=1e-14)
gradient error=(z.grad-expected).abs().max().item()
# Unequal valid-token counts: average of means is not the token mean.
losses=torch.tensor([1.,1.,1.,4.1);
correct=losses.mean().item();wrong=((losses[:3].mean()+losses[3:].mean())/2).item()
assert correct==1.75 and wrong==2.5
z=torch.tensor([[3.,2.,2.,0.1])
threshold=z.topk(2).values[:,-1:]
threshold count=(z>=threshold).sum().item()
gen=torch.Generator().manual seed(2718)
exact=[sample(z,1.,2,gen).item() for in range(200)]
assert len(set(exact))<=2 and threshold count==3
class Fixed(nn.Module):
def forward(self,x):
logits=torch.zeros(*x.shape,4);logits[...,3]=8
return logits
m=Fixed().train();prompt=torch.tensor([[1,2]])
stopped=generate(m,prompt,10,4,eos id=3)
assert torch.equal(stopped,prompt) and m.training
extended=generate(m,prompt,3,4)
assert extended.tolist()==[[1,2,3,3,3]1]
results={'torch':torch. version ,'seed':2718, 'cross entropy gradient error':gradient e
rror,
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'weighted token mean':correct, 'wrong mean of means':wrong, 'threshold top2 support':thres
hold count,
‘exact top2 observed ids':sorted(set(exact)),'eos excluded':stopped.tolist(),

'bounded generation':extended.tolist(), 'training mode restored':m.training, '‘status':'all
assertions passed'}

Path(sys.argv[1]).write text(json.dumps(results,indent=2)+'\n"');print(json.dumps(results
,indent=2))

examples/core_training/optimizer_numerics.py

"""Schedule boundaries, Muon parameter routing, matrix direction, CPU numerics.
The SVD example illustrates a matrix-orthogonalized direction; it is NOT
torch.optim.Muon.

import ast

import itertools

import json

import math

from pathlib import Path

import sys

import torch

from torch import nn

from core import TinyGPT, schedule

torch.manual seed(2718);torch.set num threads(1)
m=TinyGPT(); embeddings={id(p) for mod in m.modules() if isinstance(mod,nn.Embedding)
for p in mod.parameters(recurse=False)}
muon=[];adam=[]
for n,p in m.named parameters():

if p.requires grad:

(muon if p.ndim==2 and id(p) not in embeddings else adam).append((n,p))

idsl={id(p) for ,p in muon};ids2={id(p) for ,p in adam}
assert not idsl&ids2 and idsl|ids2=={id(p) for p in m.parameters() if p.requires grad}
assert 'head.weight' in [n for n,p in muon]
g=torch.diag(torch.tensor([4.,1.],dtype=torch.float64));u,s,vh=torch.linalg.svd(g,full m
atrices=False);direction=u@vh
assert torch.equal(direction,torch.eye(2,dtype=torch.float64))
assert torch.allclose(direction.T@direction,torch.eye(2,dtype=torch.float64))
for args in [(0,0,10,.01,.1,.001),(0,2,10,.01,.1,.001),(2,2,10,.01,.1,.001),
(10,2,10,.01,.1,.001)1]:

assert math.isfinite(schedule(*args))
for warm,total in [(2,2),(3,2),(-1,2)]:

try:schedule(0,warm,total,.01,.1,.001);raise AssertionError('expected invalid
schedule')

except ValueError:pass
# Same seed same CPU random calls reproduce; an extra draw shifts the sequence.
torch.manual seed(2718);a=torch.rand(6)
torch.manual seed(2718);b=torch.rand(6);assert torch.equal(a,b)
torch.manual seed(2718);torch.rand(1);c=torch.rand(6);assert not torch.equal(a,c)
# Rounding order counterexample in float32, not a device comparison.
values=torch.tensor([1le8,-1e8,1.],dtype=torch.float32)
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left=((values[O]+values[1l])+values[2]).item();right=(values[0]+
(values[1l]+values[2])).item();assert left!=right
# A padded output class can be sampled unless explicitly excluded.
z=torch.tensor([[0.,1.,2.,100.]1])
assert z.argmax(-1).item()==3
masked=z.clone();masked[:,3:]=-torch.inf;assert masked.argmax(-1).item()==
# Gradient averaging with equal local batch sizes: mathematical DDP stand-in only.
w=torch.randn(3,2,dtype=torch.float64, requires grad=True);x=torch.randn(4,3,dtype=torch.
float64);y=torch.randn(4,2,dtype=torch.float64)
full=torch.autograd.grad(((x@w-y)**2).mean(),w)[0]
local=[]
for start in [0,2]:local.append(torch.autograd.grad(((x[start:start+2]@w-
y[start:start+2])**2).mean(),w)[0])
error=((local[0]+local[1l])/2-full).abs().max().item();assert error<le-12
result={'torch':torch. version ,'seed':2718, 'muon available':hasattr(torch.optim, 'Muon
Vo
'muon_group names':[n for n,p in muon], 'adamw group names':[n for n,p in adam],
'muon_group elements':sum(p.numel() for ,p in
muon), 'adamw_group elements':sum(p.numel() for ,p in adam),

'svd input singular values':s.tolist(), 'orthogonal direction':direction.tolist(),

'cpu_random repeat equal':True, 'extra draw changes sequence':True, 'associativity left':1
eft, 'associativity right':right,
'ddp_equal batch gradient error':error,'actual ddp run':False, 'mps run':False,
'status':'all assertions passed'}
Path(sys.argv[1l]).write text(json.dumps(result,indent=2)+'\n"');print(json.dumps(result,i
ndent=2))

examples/core_training/run_checks.py

"""Run all offline CPU checks. Full commands and provenance: README.md, NOTICE.md."""
import argparse

import ast

import copy

import json

import math

from pathlib import Path

import platform

import tempfile

import torch

from torch import nn

from torch.nn import functional as F

from core import ByteBPE, windows, TinyGPT, Attention, token loss, sample, schedule

def main():

parser = argparse.ArgumentParser()

parser.add argument("--output", default="results.json")

parser.add argument("--upstream", default=None, help="Optional pinned rasbt source
tree")

args = parser.parse _args()

torch.set num threads(1)
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torch.manual seed(2718)

results = {"seed": 2718, "torch": torch. version , "python":
platform.python version(),
"device": "cpu", "threads": torch.get num threads()}

def record(name, value):
results[name] = value

Chapter 2: chain rule, accumulation, shape and checkpoint tests.
torch.tensor(1.3, dtype=torch.float64)
torch.tensor(.7, dtype=torch.float64, requires grad=True)
torch.tensor(-.2, dtype=torch.float64, requires grad=True)
loss = F.binary cross entropy with logits(x*w+b, torch.tensor(1l.,
dtype=torch.float64))
gw, gb = torch.autograd.grad(loss, (w, b))
expected = torch.sigmoid(x*w+b)-1
assert torch.allclose(gw, expected*x) and torch.allclose(gb, expected)
eps = le-6
def objective(a):
return F.softplus(-(x*a+b))
numeric = (objective(w+eps)-objective(w-eps))/(2*eps)
assert torch.allclose(gw, numeric, atol=le-9)
record("chain_rule", {"loss": loss.item(), "dw": gw.item(), "db": gb.item(),
"finite difference error": abs(gw.item()-numeric.item())})
a = torch.arange(6.).reshape(2, 3).T
failed = False
try:
a.view(6)
except RuntimeError:
failed = True
assert failed and a.reshape(6).tolist() == [0., 3., 1., 4., 2., 5.1
model = nn.Sequential(nn.Linear(2, 8), nn.ReLU(), nn.Linear(8, 2))
features = torch.tensor([[-2., 1.1, [-1., 2.1, [1., -2.]1, [2., -1.11)
labels = torch.tensor([0, 0, 1, 1])
opt = torch.optim.SGD(model.parameters(), lr=.2)
initial = F.cross_entropy(model(features), labels).item()
for in range(40):
opt.zero grad(set to none=True)
loss = F.cross_entropy(model(features), labels)
loss.backward()
opt.step()
final = F.cross entropy(model(features), labels).item()
assert final < initial and model(features).argmax(-1).equal(labels)
record("classifier", {"initial": initial, "final": final, "accuracy": 1.0,
"noncontiguous view rejected": failed})

#
X
w
b

# Chapter 3: exact UTF-8 round trip and shifted labels.
tok = ByteBPE().train("{fW low low lower low\nffll", 274)

probes = ["", "WU4", "unseen < \r\n text", " low low ", "<|endoftext|>"]
for text in probes:

assert tok.decode(tok.encode(text)) == text
for text in ["", "x", "xy"I:

short = ByteBPE().train(text, 270)

assert short.decode(short.encode(text)) == text

ids = list(range(11))
wx, wy = windows(ids, 4, 3)
assert wx.tolist() == [[0,1,2,3]1,[3,4,5,6],[6,7,8,9]]

176



MXAEEIESEE e

>4

dt
[

assert torch.equal(wx[:,1:], wy[:,:-11)

weight = torch.randn(7, 3, dtype=torch.float64, requires grad=True)

ix = torch.tensor([2, 2, 6])

direct = F.embedding(ix, weight)

explicit = F.one hot(ix, 7).double() @ weight

gl = torch.autograd.grad(direct.square().sum(), weight, retain graph=True)[0]
g2 = torch.autograd.grad(explicit.square().sum(), weight)[0O]

assert torch.equal(direct, explicit) and torch.equal(gl, g2)

assert gl[0].count nonzero() ==

record("tokenization", {"vocab": len(tok.pieces), "merges": len(tok.merges),

B

"encoded low": tok.encode(" low low "), "roundtrip probes":

len(probes),
"windows x": wx.tolist(), "windows y": wy.tolist(),
"embedding gradient error": (gl-g2).abs().max().item()})
# Chapters 4-5: causal attention, manual vs SDPA, forward and gradient.
g = torch.randn(2, 3, 5, 4, dtype=torch.float64, requires grad=True)
k = torch.randn like(q, requires grad=True)
v = torch.randn_like(q, requires grad=True)

forbidden = torch.ones(5,5,dtype=torch.bool).triu(1l)
weights = ((q @ k.transpose(-1,-2))/2).masked fill(forbidden,

-torch.inf).softmax(-1)

02[:

manual = weights @ v

sdpa = F.scaled dot product attention(q,k,v,is causal=True)

assert torch.allclose(manual, sdpa, atol=le-12, rtol=le-12)

gradl = torch.autograd.grad(manual.square().sum(), (q,k,v), retain graph=True)

grad2 = torch.autograd.grad(sdpa.square().sum(), (q,k,v))

err = max((a-b).abs().max().item() for a,b in zip(gradl,grad2))

assert err < le-11

record("attention", {"forward error": (manual-sdpa).abs().max().item(),
"gradient error": err, "first row": weights[0,0,0].tolist()})

att = Attention(12, 3, 8).double().eval()

h = torch.randn(2, 6, 12, dtype=torch.float64)

h2 = h.clone(); h2[:,4:] += 100

ol, = att(h); 02, = att(h2)

assert torch.equal(ol[:,:4], o2[:,:4])

assert "future" in att.state dict() and "future" not in dict(att.named parameters())

record("buffer", {"dtype": str(att.future.dtype), "persistent": True,
"parameter": False, "prefix future change error": (ol[:,:4]-
,:4]1).abs().max().item()})

# Chapters 6 and 8: full forward vs token and chunk caches.
torch.manual seed(2718)
gpt = TinyGPT().double().eval()
prompt = torch.tensor([[1,3,5,7,9,11], [2,4,6,8,10,12]1])
full = gpt(prompt)
caches, pieces = None, []
with torch.no grad():
for i in range(prompt.shape[l]):
logits, caches = gpt(prompt[:,i:i+1], caches, True)
pieces.append(logits)
streamed = torch.cat(pieces, dim=1)
_, prefix = gpt(prompt[:,:3], return cache=True)
chunk, = gpt(prompt[:,3:], prefix, True)
assert torch.allclose(full, streamed, atol=le-12, rtol=le-12)
assert torch.allclose(full[:,3:], chunk, atol=le-12, rtol=le-12)
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record("kv_cache", {"token error": (full-streamed).abs().max().item(),
"chunk _error": (full[:,3:]-chunk).abs().max().item(),
"key shape": list(caches[0][0].shape),
"cache elements": sum(t.numel() for pair in caches for t in

pair)})

gpt

record("model", {"config": gpt.config, "parameters": sum(p.numel() for p in

.parameters()),

"logits shape": list(full.shape)})

# Chapter 13: correct CE, no test-data claims, small periodic training.
torch.manual seed(2718)
train model = TinyGPT(vocab=8, context=12, width=16, heads=4, layers=1)
stream = [0,1,2,3,4,5,6,7]1*%9
tx, ty = windows(stream, 8, 8)
optimizer = torch.optim.AdamW(train model.parameters(), 1r=.015, weight decay=.01)
losses = []
for step in range(61):

logits = train model(tx)

ce = token loss(logits, ty)

losses.append(ce.item())

if step == 60:

break

optimizer.zero grad(set to none=True)

ce.backward()

torch.nn.utils.clip grad norm (train model.parameters(), 1.)

optimizer.step()
assert losses[-1] < .1 and losses[-1] < losses[0]
uniform = token loss(torch.zeros(2,3,8), torch.zeros(2,3,dtype=torch.long))
assert abs(uniform.item()-math.log(8)) < le-6
good = F.cross entropy(torch.tensor([[4.,0.,-2.]1]1), torch.tensor([0]))
bad = F.cross entropy(torch.tensor([[4.,0.,-2.]]).softmax(-1), torch.tensor([0]))
record("pretraining", {"initial": losses[0], "final": losses[-1], "losses every 10":

losses[::101],

"uniform loss": uniform.item(), "correct logits ce":

good.item(),

"wrong double softmax ce": bad.item(), "data": "synthetic

periodic IDs, no generalization claim"})

# We own this temporary checkpoint; safe weights-only deserialization.
with tempfile.TemporaryDirectory() as directory:
path = Path(directory)/"tiny.pt"
torch.save(train model.state dict(), path)
loaded = TinyGPT(**train model.config)
loaded.load state dict(torch.load(path, map location="cpu", weights only=True))
assert torch.equal(loaded(tx), train model(tx))
record("checkpoint", {"prediction error": 0.0, "weights only": True})

# Chapters 14 and 17: bounded sampling and schedule endpoints.

z = torch.tensor([[0.,1.,2.,3.1])

generator = torch.Generator().manual seed(2718)

draws = torch.cat([sample(z, .8, 2, generator) for _ in range(1000)], dim=1)
assert set(draws.flatten().tolist()) <= {2,3}

assert sample(z, 0).item() ==

p = (z/.8).softmax(-1)

record("sampling", {"top2 counts":

torch.bincount(draws.flatten(),minlength=4).tolist(),

"temperature 0 8 probs": p.tolist()[0], "greedy": 3})
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1lr = [schedule(s, 2, 10, .01, .1, .001) for s in range(12)]

assert 1r[0] == .01 and 1r[2] == .1 and lr[10] == .001 and lr[11l] == .001

parameter = nn.Parameter(torch.tensor([3.,4.])); parameter.grad =
torch.tensor([3.,4.1)

norm = torch.nn.utils.clip grad norm ([parameter], 1.)

assert torch.allclose(parameter.grad, torch.tensor([.6,.8]), atol=le-6)

record("schedule and clip", {"learning rates": 1lr, "norm before": norm.item(),
"gradient after": parameter.grad.tolist()})

if args.upstream:
if (Path(args.upstream).parent / "SOURCE MAP.json").exists():
import sys
sys.path.insert (0, str(Path(_ file ).resolve().parents[1]))
from verify runtime import verify runtime
verify runtime(Path(args.upstream).parent)
# Read inspected public code; drop imports and main execution, use only

definitions.
path = Path(args.upstream)/"ch04/01 main-chapter-code/gpt.py"
tree = ast.parse(path.read text())
keep = {"MultiHeadAttention", "LayerNorm", "GELU", "FeedForward",

"TransformerBlock", "GPTModel"}
tree.body = [n for n in tree.body if isinstance(n, ast.ClassDef) and n.name in
keep]

ns = {"torch": torch, "nn": nn}
exec(compile(tree, str(path), "exec"), ns)
cfg = dict(vocab size=16, context length=16, emb dim=16, n_heads=4, n_ layers=2,
drop rate=0., gkv bias=False)
upstream = ns["GPTModel"](cfg).double().eval()
# Explicit semantic mapping tests projection orientation and normalization
parameters.
with torch.no grad():
upstream.tok emb.weight.copy (gpt.token.weight)
upstream.pos emb.weight.copy (gpt.position.weight)
upstream.final norm.scale.copy (gpt.norm.weight)
upstream.final norm.shift.copy (gpt.norm.bias)
upstream.out head.weight.copy (gpt.head.weight)
for source, target in zip(gpt.blocks, upstream.trf blocks):
for name, own in [("norml",source.norml), ("norm2",source.norm2)]:
getattr(target,name).scale.copy (own.weight)
getattr(target,name).shift.copy (own.bias)
q,k,v = source.att.qgkv.weight.chunk(3,0)
for name, weight in [("W query",q), ("W key",k), ("W value",v)]:
getattr(target.att,name).weight.copy (weight)
target.att.out proj.load state dict(source.att.proj.state dict())
target.ff.layers[0].load state dict(source.ff[0].state dict())
target.ff.layers[2].load state dict(source.ff[2].state dict())
theirs = upstream(prompt)
error = (full-theirs).abs().max().item()
# Upstream GELU constructs sqrt(2/pi) in default float32 even for float64
inputs.
assert error < le-7
record("upstream parity", {"max logit error": error, "tolerance": le-7,
"reason _not bitwise": "upstream GELU constant is
default float32",
"source": str(path), "config": cfg})
else:
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record("upstream parity", {"status": "not requested; pass --upstream to
compare"})
record("status", "all assertions passed")

Path(args.output).parent.mkdir(parents=True, exist ok=True)
Path(args.output).write text(json.dumps(results, ensure ascii=False, indent=2)+"\n")
print(json.dumps(results, ensure ascii=False, indent=2))

if npame == " main ":
main()

examples/core_training/source_variant_checks.py

"""Additional offline source comparisons; requires installed torch and regex.
Only explicitly selected AST definitions are executed. Upstream files remain unmodified.
import ast

from collections import Counter, deque

from functools import lru cache

import json

import math

from pathlib import Path

import re

import sys

import torch

from torch import nn

import regex

root=Path(sys.argv[1]);out=Path(sys.argv[2]);torch.manual seed(2718);torch.set num threa
ds(1)
if (root.parent / "SOURCE MAP.json").exists():
sys.path.insert (0, str(Path( file ).resolve().parents[1]))
from verify runtime import verify runtime
verify runtime(root.parent)
def extract(path,names,ns):
if path.suffix=='.ipynb':
texts=["'"'.join(c['source']) for ¢ in json.loads(path.read text())['cells'] if
c['cell type'l=='code']
else:texts=[path.read text()]
nodes=[]
for text in texts:
if text.lstrip().startswith('%'):continue
try:tree=ast.parse(text)
except SyntaxError:continue
nodes += [n for n in tree.body if isinstance(n, (ast.ClassDef,ast.FunctionDef))
and n.name in names]
exec(compile(ast.Module(body=nodes,type ignores=[]1),str(path), 'exec'),ns)
return ns
p=root/'ch02/02 bonus bytepair-encoder'
ns=extract(p/'bpe openai gpt2.py',
{'bytes to unicode', 'get pairs', 'Encoder'},dict(re=regex,lru_cache=lru cache))
vocab=json.loads((p/'gpt2 model/encoder.json').read text())
merges=[tuple(line.split()) for line in (p/'gpt2 model/
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vocab.bpe').read text().splitlines()[1:] if line.strip()]
original=ns['Encoder'](vocab,merges)
ns2=extract(root/'ch02/05 bpe-from-scratch/bpe-from-scratch.ipynb',
{'BPETokenizerSimple'},dict(Counter=Counter,deque=deque,lru_cache=1lru cache, json=json,re
=re))
complex tok=ns2['BPETokenizerSimple']
();complex tok.load vocab and merges from openai(str(p/'gpt2 model/
encoder.json'),str(p/'gpt2_model/vocab.bpe'))
probes=['This is some text', 'Hello, world. Is this-- a test?','a b\n',6'a\r\nb','lL5E
&', 'a\tb']
bpe=[1
for text in probes:
ids=original.encode(text);assert original.decode(ids)==text
row={'input':repr(text), 'official ids':ids,'official roundtrip':True}
try:

ours=complex tok.encode(text);row.update(educational ids=ours,ids equal=ours==ids,educat
ional roundtrip=complex tok.decode(ours)==text)
except ValueError as e:row['educational error']=str(e)
bpe.append(row)
assert bpe[0]['ids equal'] and not bpe[-1]['educational roundtrip']
path=root/'ch03/02 bonus efficient-multihead-attention/mha-implementations.ipynb'
ns=extract(path,
{'Ch03 MHA', 'MHAEinsum', '"MHAPyTorchSDPAWithoutFlash'},dict(torch=torch,nn=nn,math=math))
checks=[]
for din,dout,heads in [(12,12,3),(8,12,3),(12,8,2)]:
source=ns['Ch03 MHA'](din,dout,5,0.,heads,False).double().eval()
target=ns[ 'MHAEinsum'] (din,dout,5,0.,heads,False).double().eval()
with torch.no grad():
for name in
['W query','W key','W value']:getattr(target,name).copy (getattr(source,name).weight.T)
target.out proj.load state dict(source.out proj.state dict())
x=torch.randn(2,5,din,dtype=torch.float64)
error=(source(x)-target(x)).abs().max().item();assert error<le-12
checks.append({'d in':din,'d out':dout, 'heads':heads, 'max _error':error})
m=ns [ 'MHAPyTorchSDPAWithoutFlash'](12,12,3,5,0.,False).double().eval()
x=torch.randn(2,5,12,dtype=torch.float64);changed=x.clone();changed[:,3:]1+=100
error=(m(x)[:,:3]1-m(changed)[:,:3]).abs().max().item();assert error==
result={'torch':torch. version ,'seed':2718, 'bpe':bpe,'mha einsum':checks, 'explicit sd
pa_causal _error':error,
'no_network':True, 'status':'all assertions passed'}
out.write text(json.dumps(result,ensure ascii=False,indent=2)+'\n');print(json.dumps(res
ult,ensure ascii=False,indent=2))

examples/core_training/tokenizer_probes.py

"""0ffline probes of selected inspected upstream class definitions, not whole
notebooks."""

import ast

from collections import Counter, deque

from functools import lru cache

import json
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from pathlib import Path
import re
import sys
import tempfile
root = Path(sys.argv[1l])
if (root.parent / 'SOURCE MAP.json').exists():
sys.path.insert (0, str(Path( file ).resolve().parents[1]))
from verify runtime import verify runtime
verify runtime(root.parent)
output = Path(sys.argv[2])
results = {}
for variant in ["bpe-from-scratch-simple", "bpe-from-scratch"]:
path = root / "ch02/05 bpe-from-scratch" / (variant+".ipynb")
cells = json.loads(path.read text())["cells"]
nodes = []
for ¢ in cells:
if c["cell type"] !'= "code":
continue
for n in ast.parse("".join(c["source"])) .body:
if isinstance(n, ast.ClassDef) and n.name == "BPETokenizerSimple":
nodes.append(n)
ns = dict(Counter=Counter, deque=deque, lru cache=lru cache, re=re, json=json)
exec(compile(ast.Module(body=nodes, type ignores=[]), str(path), "exec"), ns)
cls = ns["BPETokenizerSimple"]
tok = cls()
tok.train("a b a b\n", vocab size=270)
row = {}
for text in ["a b\n", "a\tb", "£&", "Wi"]:
try:
decoded = tok.decode(tok.encode(text))
row[repr(text)] = dict(decoded=repr(decoded), exact=decoded==text)
except ValueError as e:
row[repr(text)] = dict(error=str(e))
if variant == "bpe-from-scratch":
try:
tok.encode("a<|endoftext|>b")
raise AssertionError("Expected disallowed special rejection")
except ValueError:
row["disallowed special rejected"] = True
text = "a<|endoftext|>b"
assert tok.decode(tok.encode(text, allowed special={"<|endoftext|>"})) == text

with tempfile.TemporaryDirectory() as tmp:
a, b = str(Path(tmp)/"vocab.json"), str(Path(tmp)/"merges.json")
tok.save vocab and merges(a,b)
restored=cls(); restored.load vocab and merges(a,b)
assert restored.encode("a b") == tok.encode("a b")
row["save reload ids equal"] = True

results[variant] = row
# These are documented counterexamples, not bugs in the test expectations.

assert
assert
assert
assert
output

not results["bpe-from-scratch-simple"][repr("a b\n")]["exact"]
results["bpe-from-scratch"][repr("a b\n")]["exact"]

not results["bpe-from-scratch"][repr("a\tbh")]["exact"]

not results["bpe-from-scratch"][repr("A")]["exact"]

.parent.mkdir(exist ok=True, parents=True)
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output.write text(json.dumps(results,ensure ascii=False,indent=2)+"\n")
print(json.dumps(results,ensure ascii=False,indent=2))

examples/finetuning/check_upstream_functions.py

"""Execute selected reviewed functions from the pinned public code, offline.
Original test harness; does not copy source text into the deliverable.
Requires source-only runtime bundle at runtime sources/upstream (or --upstream PATH).
import argparse

import ast

import hashlib

import json

import math

from pathlib import Path

import re

import subprocess

import sys

import torch

import torch.nn.functional as F

from sklearn.feature extraction.text import TfidfVectorizer

from sklearn.metrics.pairwise import cosine similarity

PIN='cdbd33e6d57a71e20ea31434841095fac50cecd8’

# Verify the executed files even when a portable archive has no Git metadata.

PINNED FILES = {'ch07/02 dataset-utilities/find-near-duplicates.py"':
'67c51353d715231528419438bd4d03d4cfa414165225fe905c1777795€27b9cl', 'ch07/04 preference-
tuning-with-dpo/dpo-from-scratch.ipynb':
'614c8c692964a06da2756e7c0e72efaecaf6545240818190a00b639810bd601e6', 'appendix-E/01 main-
chapter-code/appendix-E.ipynb':
'9dc10f802935650346aab967fb6cf66257f9071a4107182060718F7d8534a2d98"', 'pkg/

1lms from scratch/generate.py':
'68fab6c9e99f0f7fab0ce3c59fd9fd302c64fe3a034a2504879dc72f2a2c3e34'}

torch.manual seed(20261014)
torch.set num threads(1)
torch.set default dtype(torch.float64)

def extract(path,names,namespace):
if path.suffix=='.ipynb':
texts=["'"'.join(c['source']) for c in json.loads(path.read text())['cells'] if
c['cell type'l=='code']
else:texts=[path.read text()]
found={}
for text in texts:
try:tree=ast.parse(text)
except SyntaxError:continue
for node in tree.body:
if isinstance(node, (ast.FunctionDef,ast.ClassDef)) and node.name in
names: found[node.name]=node
if set(found)!=set(names):raise ValueError('missing reviewed definition')
module=ast.Module(body=[found[n] for n in names],type ignores=[])
exec(compile(module,str(path), 'exec'),namespace)
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return namespace

def run(upstream):
if (upstream.parent / 'SOURCE MAP.json').exists():
sys.path.insert(0, str(Path( file ).resolve().parents[1]))
from verify runtime import verify runtime
manifest = verify runtime(upstream.parent)
expected files = {row['path'].removeprefix('upstream/'): row['sha256'] for row
in manifest['files']}
for row in manifest['files']:
rel = row['path'].removeprefix('upstream/")
if rel in PINNED FILES and row['original sha256'] != PINNED FILES[rel]:
raise ValueError('Original source provenance mismatch')
else:
expected files = PINNED FILES
for relative in PINNED FILES:
expected = expected files[relative]
actual = hashlib.sha256((upstream / relative).read bytes()).hexdigest()
if actual != expected:
raise ValueError(f'Pinned source hash mismatch: {relative}')
if (upstream / '.git').exists():
sha = subprocess.check output(['git', 'rev-parse', 'HEAD'], cwd=upstream,
text=True).strip()
if sha != PIN:
raise ValueError('Pinned repository commit mismatch')

result={'commit':PIN, 'torch':torch. version ,'seed':20261014, 'threads':torch.get num t

hreads()}
p=upstream/'ch07/02 dataset-utilities/find-near-duplicates.py'
ns=extract(p,['preprocess text', 'find near duplicates'],

{'re':re, 'TfidfVectorizer':TfidfVectorizer, 'cosine similarity':cosine similarity})
good=[{'input':'same text'},{'input':'same text'}]
filtered,pairs=ns['find near duplicates'](good, .9, 'input')
assert len(pairs)==1 and len(filtered)==
empty middle=[{'input':'same text'},{'input':''},{"'input':'same text'}]
filtered bad,pairs bad=ns['find near duplicates'](empty middle, .9, 'input')
assert len(pairs bad)==0 and len(filtered bad)==

result['near duplicate original index bug']={'no empty pairs':len(pairs),'empty middle p
airs':len(pairs bad), 'expected empty middle pairs':1,'status':'confirmed negative
regression; upstream left unchanged'}
p=upstream/'ch07/04 preference-tuning-with-dpo/dpo-from-scratch.ipynb'
ns=extract(p, ['compute dpo loss', 'compute logprobs'],{'torch':torch,'F':F})
logits=torch.zeros(1,4,3);labels=torch.zeros(1,4,dtype=torch.long)
mask=torch.tensor([[False,True,True,Falsel])
measured=ns|['compute logprobs'](logits, labels,mask)
assert torch.allclose(measured,torch.tensor([-math.log(3)1))
empty=ns['compute logprobs'](logits,labels,torch.zeros like(mask))
assert torch.isnan(empty).all()
zero=torch.zeros(1)
loss,* =ns['compute dpo loss'](zero,zero,zero,zero)
assert abs(loss.item()-math.log(2))<le-12

result['dpo upstream']={'reduction':'mean', 'uniform logprob':measured.item(), 'empty mask

_returns nan':True, 'equal policy loss':loss.item()}
p=upstream/'appendix-E/01 main-chapter-code/appendix-E.ipynb"
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ns=extract(p,['LoRALayer', 'LinearWithLoRA'],{'torch':torch, 'math':math})
layer=ns|['LoRALayer'](3,4,2,6)

with torch.no grad():layer.A.fill (1);layer.B.fill (1)
y=layer(torch.ones(1,3))

assert torch.equal(y,torch.full((1,4),18.))
result['appendix e effective scale']=3.0
p=upstream/'pkg/llms from scratch/generate.py"’
ns=extract(p,['trim input tensor'],{})
trimmed=ns['trim input tensor'](torch.arange(10)[None],5,3)

assert trimmed.tolist()==[[7,8,9]]

result['trim input tensor']={'context':5, 'new tokens':3,'retained prompt':trimmed.tolist
(),'final output length if budget filled':6}

result['status']="all positive and expected-negative assertions passed'

return result
if name ==' main_ ':

parser=argparse.ArgumentParser();parser.add argument('--
upstream',type=Path,default=Path(_ file ).resolve().parents[2]/'runtime sources/
upstream');args=parser.parse_args()

print(json.dumps(run(args.upstream),ensure ascii=False,indent=2))

examples/finetuning/contracts.py

"""Original offline teaching experiments, not upstream training reproduction.
Seed 20261014; CPU; float64. No weights, datasets, APIs or model servers.
import json

import math

import platform

from pathlib import Path

import torch

import torch.nn.functional as F

torch.manual seed(20261014)
torch.set num threads(1)
torch.set default dtype(torch.float64)

def collate(rows, prompt lengths, eo0s=9):
"""Lengths, not token identity, distinguish real EOS from padding."""
width = max(map(len, rows))
xs, ys = [1, []
for row, p in zip(rows, prompt lengths):
if not 0 <= p <= len(row):
raise ValueError("invalid prompt length")
full row + [eos] * (width + 1 - len(row))
x, y = full[:-1], full[l:]
y = [v if p <= j + 1 <= len(row) else -100 for j, v in enumerate(y)]
if all(v == -100 for v in y):
raise ValueError("no supervised tokens")
Xs.append(x); ys.append(y)
return torch.tensor(xs), torch.tensor(ys)
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def

def

selected logprobs(logits, ids, keep, reduction="sum"):
lp = logits[:, :-1].log softmax(-1)
selected = lp.gather(-1, ids[:, 1:, Nonel]).squeeze(-1)
mask = keep[:, 1:]
counts = mask.sum(-1)
if (counts == 0).any():
raise ValueError("empty response after shift or truncation")
values = (selected * mask).sum(-1)

if reduction == "mean":
values = values / counts
elif reduction !'= "sum":

raise ValueError("unknown reduction")
return values

dpo(chosen, rejected, ref chosen, ref rejected, beta=0.1):
margin = chosen - rejected - (ref chosen.detach() - ref rejected.detach())
return F.softplus(-beta * margin).mean()

run():
out = {"seed": 20261014, "torch": torch. version , "python":

platform.python version(), "threads": torch.get num threads()}

x, y = collate([[1, 2, 3], [4, 9, 5, 611, [2, 2])

assert y.tolist() == [[-100, 3, 9, -100], [-100, 5, 6, 9]l

logits = torch.randn(2, 4, 10, requires grad=True)

loss = F.cross entropy(logits.flatten(0, 1), y.flatten(), ignore index=-100)
loss.backward()

assert logits.grad[y == -100].abs().sum() ==

assert logits.grad[y !'= -100].abs().sum() > 0

wrong = y.masked fill(y == 9, -100)

out["mask shift"] = {"inputs": x.tolist(), "targets": y.tolist(), "loss":

loss.item(), "supervised": int((y != -100).sum()), "wrong drop eos supervised":
int((wrong != -100).sum())}

4.1,

ids = torch.tensor([[2, 3, 9, 91, [2, 9, 4, 91])

lengths = torch.tensor([2, 3])

scores = torch.tensor([[[0., 0.], [4., 0.], [0., 1.1, [0., 5.11, [[0., 0.1,
[5., 0.1, [0., 5.111)

valid = scores[torch.arange(2), lengths - 1].argmax(-1)

last = scores[:, -1].argmax(-1)
inferred = (ids != 9).sum(-1) - 1
assert valid.tolist() == [0, 0] and last.tolist() == [1, 1]

assert inferred.tolist() !'= (lengths - 1).tolist()
out["classification"] = {"last valid prediction": valid.tolist(),

"last column prediction": last.tolist(), "wrong eos length positions":
inferred.tolist()}

base = torch.nn.Linear(3, 4); head = torch.nn.Linear(4, 2)
for p in base.parameters(): p.requires grad (False)
optimizer = torch.optim.AdamW([p for p in list(base.parameters()) +

list(head.parameters()) if p.requires grad], lr=.03)

old = base.weight.detach().clone(); old head = head.weight.detach().clone()
optimizer.zero grad(set to none=True)
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F.cross entropy(head(base(torch.randn(4, 3))), torch.tensor([0, 1, O,
1]1)).backward()

optimizer.step()

assert base.weight.grad is None and torch.equal(base.weight, old)

assert not torch.equal(head.weight, old head)

out["freeze"] = {"base unchanged": True, "base grad none": True, "head changed":
True, "optimizer parameter tensors": len(optimizer.param groups[O]["params"])}

# Freezing alone does not erase an old gradient. Never leave stale gradients.

p = torch.nn.Parameter(torch.tensor([1.]1)); opt = torch.optim.SGD([p], lr=.1)

p.grad = torch.ones like(p); p.requires grad (False); opt.step()

assert p.item() == .9

out["stale gradient negative"] = p.item()

x0 = torch.randn(2, 3); w = torch.randn(4, 3)

a = torch.nn.Parameter(torch.randn(3, 2)); b = torch.nn.Parameter(torch.zeros(2,
4)); scale = 3.

initial = x0 @ w.T + scale * x0 @a @ b

assert torch.equal(initial, x0 @ w.T)

initial.square().sum().backward()

assert a.grad.abs().sum() == 0 and b.grad.abs().sum() > 0

with torch.no grad(): b.add (-.001 * b.grad)

branch = x0 @ w.T + scale * x0 @ a @ b

merged = x0 @ (w + scale * (a @ b).T).T

err = (branch - merged).abs().max().item()

assert err < le-12

out["lora"] = {"initial equal": True, "initial A gradient":
a.grad.abs().sum().item(), "initial B gradient positive": True, "merge max error": err,
"base parameters": w.numel(), "adapter parameters": a.numel() + b.numel()}

c = torch.tensor([0., -10000.], requires grad=True); r = torch.tensor([0., 10000.],
requires grad=True)

rc = torch.zeros(2, requires grad=True); rr = torch.zeros(2, requires grad=True)

dl = dpo(c, r, rc, rr); dl.backward()

assert torch.isfinite(dl) and rc.grad is None and rr.grad is None

assert dpo(torch.zeros(1l), torch.zeros(1l), torch.zeros(1l), torch.zeros(1l)).item() ==
math.log(2)

naive = -torch.log(torch.sigmoid(torch.tensor(-2000.)))

assert torch.isinf(naive)

1l = torch.zeros(2, 5, 3); ii = torch.zeros(2, 5, dtype=torch.long)

keep = torch.tensor([[False, False, True, True, Falsel, [False, True, True, True,
Truell)

sums selected logprobs(ll, ii, keep, "sum"); means = selected logprobs(1ll, ii,
keep, "mean")

assert torch.allclose(means, torch.full((2,), -math.log(3))) and sums[0] != sums[1]

empty rejected = False

try: selected logprobs(ll, ii, torch.zeros like(keep))

except ValueError: empty rejected = True

assert empty rejected

out["dpo"] = {"stable extreme loss": dl.item(), "naive is infinite": True,
"reference grad none": True, " sums.tolist(), "mean": means.tolist(),
"empty response rejected": True}

sum-:

# Synthetic equivalence groups: graph edges 0--1--2, 3 alone.
edges = [(0, 1), (1, 2)]; parent = list(range(4))
def root(i):

while parent[i] !'= i: i = parent[i]
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return i

for i, j in edges: parent[root(j)] = root(i)

groups = [root(i) for i in range(4)]

naive train, naive test = {0, 2}, {1, 3}

leaks = {groups[i] for i in naive train} & {groups[i] for i in naive test}

safe train, safe test = {0, 1, 2}, {3}

assert leaks and not ({groups[i] for i in safe train} & {groups[i] for i in
safe test})

out["duplicates"] = {"components": groups, "row split leaking components":
sorted(leaks), "group split disjoint": True}

# Test streaming/context contract, not Chainlit or neural-network quality.
def complete(prompt, budget, context):
if not prompt or budget < 0 or len(prompt) + budget > context: raise
ValueError("context budget")
state = list(prompt)
for in range(budget):
nxt = (state[-1] + 1) % 10; state.append(nxt); yield nxt
one = list(complete([1, 2], 3, 5)); two = list(complete([7], 2, 5))
assert one == [3, 4, 5] and two == [8, 9]
rejected = False
try: list(complete([1, 2, 31, 3, 5))
except ValueError: rejected = True
assert rejected
out["ui contract"] = {"streamed ids": one, "second session ids": two,
"context overflow rejected": True}

out["status"] = "all assertions passed"
return out
if npame == " main_ ":

result = run()
print(json.dumps(result, ensure ascii=False, indent=2))

examples/finetuning/draw_figures.py

"""Original diagrams for chapters 24--30; no upstream artwork used."""
from pathlib import Path
import numpy as np
import matplotlib
matplotlib.use('Agg')
import matplotlib.pyplot as plt
from matplotlib.patches import FancyBboxPatch
ROOT=Path( file ).resolve().parents[2]
0UT=RO0T/'figures'/'finetuning'; OUT.mkdir(parents=True,exist ok=True)
plt.rcParams.update({'font.size':12, 'figure.facecolor': 'white'})
def save(fig,name):

fig.tight layout(); fig.savefig(OUT/f'{name}.png',dpi=170); fig.savefig(OUT/
f'{name}.svg'); plt.close(fig)
def box(ax,x,y,w,h,text,color="#dfecf5"'):

ax.add patch(FancyBboxPatch((x,y),w,h,boxstyle="'round,pad=.025"',facecolor=color,edgecolo
r="'#31516b"))

188



B

ESRISEY

dt
[

MXAEEIESEE e

ax.text(x+w/2,y+h/2,text,ha="'center',va='center', fontsize=11)
def arrow(ax,a,b):ax.annotate('',xy=b,xytext=a,arrowprops={'arrowstyle':"'-
>','lw':1.8, " 'color': '#31516b'})
fig,ax=plt.subplots(figsize=(8,3.2)); ax.axis('off');ax.set(xlim=(0,9),ylim=(0,3))
for i,t in enumerate(['word @', 'word 1', 'word 2','EOS pad', 'EOS
pad']):box(ax,.2+1.7*i,1.3,1.4,.6,t, '#fbe7cd' if i>=3 else '#dfecf5')
ax.text (3.1, .4, 'last real token: index 2',ha='center');arrow(ax,(3.6,.7),
(4.3,1.25));ax.text(7.2,2.6, " 'last column: index 4',6ha='center');arrow(ax,(7.5,2.35),
(7.7,1.95));ax.set title('Classification needs an explicit readout
contract');save(fig, 'classification')
fig,ax=plt.subplots(figsize=(8,3.2));ax.axis('off")
table=ax.table(cellText=[['input','1"','2",'3",'9"'],['shifted target','2','3"','9','9'],
['answer-only target','-100','3','9','-100"'],['role', 'prompt', 'answer', 'real
EOS', 'padding']1],loc="'center',cellLoc="'center',6colWidths=[.27,.16,.16,.16,.16]);table.au
to set font size(False);table.set fontsize(1ll);table.scale(1,2)
for key,c in
table.get celld().items():c.set edgecolor('white');c.set facecolor('#dfecf5' if
key[0]%2==0 else '#f2f4f6"')
ax.set title('Loss mask follows shifted labels, not input token
identity');save(fig, 'masking')
fig,ax=plt.subplots(figsize=(8,3.3));ax.axis('off');ax.set(xlim=(0,9),ylim=(0,3))
for i in range(4):box(ax, .5+i*2,1.6,1,.7,str(i), '#dfecf5' if i<3 else '#fbe7cd')
arrow(ax,(1.6,1.95),(2.45,1.95));arrow(ax, (3.6,1.95),(4.45,1.95))
ax.text(3,.9, 'component {0,1,2}: keep in one
split',ha='center');ax.text(7,.9,"'{3}',ha="'center');ax.text(4.4,.2, 'Row-wise random
splitting can leak a connected component',ha='center');ax.set title('Near-duplicate
edges define leakage groups');save(fig, 'data groups"')
fig,ax=plt.subplots(figsize=(7,3.6));z=np.linspace(-8,8,200);ax.plot(z,np.logaddexp(0, -
z),label="softplus(-z)"',color="'#1d6787"');ax.scatter([0],
[np.log(2)],color="#c66028');ax.annotate('policy = reference: log(2)"',
(0,np.log(2)),xytext=(1,3),arrowprops={'arrowstyle':'->"'});ax.set(xlabel="'z = beta *
relative preference margin',ylabel='DP0 loss');ax.grid(alpha=.2);save(fig, 'dpo"')
fig,ax=plt.subplots(figsize=(8,3.6));ax.axis('off');ax.set(xlim=(0,10),ylim=(0,4))
box(ax,.2,1.5,1,.7,'X");box(ax,2.4,2.7,2,.7, 'frozen
W.T');box(ax,2.4,.5,1.3,.7,'A");box(ax,4.5,.5,1.3,.7,'B");box(ax,6.4,.5,1.2,.7, 'scale
s');box(ax,8.1,1.5,1.4,.7, " 'sum")
for a,b in [((1.25,1.9),(2.35,3)),((1.25,1.7),(2.35,.9)),((3.75,.85),(4.45,.85)),
((5.85,.85),(6.35,.85)),((7.65,.9),(8.1,1.7)),((4.45,3),(8.7,2.25))]1:arrow(ax,a,b)
ax.text(5,3.8,'W merged =W + s (A B).T',ha="'center"');save(fig, 'lora')
fig,ax=plt.subplots(figsize=(9,3.4));ax.axis('off');ax.set(xlim=(0,12),ylim=(0,3.4))
labels=[ 'message', 'template /\ntokenizer', 'budget +\nsession state', 'model +
\ndecoding', 'display']
for i,t in enumerate(labels):box(ax,.1+i*2.4,1.5,2,.85,t);
for i in range(4):arrow(ax, (2.15+i*2.4,1.92),(2.45+i*2.4,1.92))
ax.text(6,.5, 'Read-only weights may be shared; mutable caches belong to each
session',ha='center', fontsize=11);ax.set title('UI is a contract around inference, not a
new model capability');save(fig,'ui')
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