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#7853 1, Nt 2 decode(encode(s)) == s i@, EAREUERHIIZAIRAE AR —50?

ER. BEBIRMGHETRTRETIR Y, RN SR CRAF FIWLR 5 SRAE SE PR ANE LG, SRdfid st
FOLFGET; AZHP token W% ST5RECRTE 25 B RUTEIR MR,

gk 2, g tEE 7000 4> uintle token, FRIGFIAHKERZ/D? 5N uint32 IE?

BH. 73109 14000 F1 28000 5, NEFASLER, tofile BHURIRMAEE, FHEH dtype. WifF.
AR, KN B IMRFIX LA E, SEREA IR iU AL examples/tiny pipeline.py,
OS5I, examples/verify mechanics.pyo

TERR
- IR S encode/decode
- Shakespeare BPE {4

- OpenWebText #f#&5 process
- tiktoken B 75 5L
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/data/shakespeare_char/prepare.py
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/data/shakespeare/prepare.py
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/data/openwebtext/prepare.py
https://github.com/openai/tiktoken

nanoGPT £ & Ti2fF% $38 EEES. XERESHITER

F35 MREES. XENESHITAR

3.1 —RiEfTAAZE=H “BiE”

train.py FF3kJeE Sl Python 2528 &, BE/EHUT configurator.py, &/EHEIEHAI2RERERK
config F#, BLE AWML MAGHE EFZER batch size. learning rate HF&F, EIME. A
B, mATSBIRRER, WrikEmR&4ER, configurator.py

o :

python train.py config/train_shakespeare char.py --batch size=12 --device=cpu --
dtype=float32 --compile=False

FEEABIA batch size=12, BCEAEON 64, REZEX A 12, WFHER— M SEIAERL B X2
i, JERRECE PSSR, XEEE WK ” RRZER, RAEMNEEIGEHRIT.

config keys EHUTHLEZ AT, MERZRPHOEIE FRIZI L, KR TR, HR8L fi/RECFRF
FREEE, ZJEEENZHY config BIXLEHERYILIE, FLESCIFHTG I AR ZBARDHICT; DDP /5 EHENH)
FHRERNBBARI KGR, HEFREERENIZTIREEGEDIT, (HiBE checkpoint
I EZRE H B RZ— T

3.2 RTTHRENEIIRIEET (4

HUEFESHISETLL - - 3k, B)S key, val = arg.split('="), literal eval Z{{EFFFHRAK
Python FHi{E; KIMNAREIRFRFE, &EME type(attempt) == type(globals()[keyl)o

PN EREXRBOT FPREER

--batch_size=3 int JEi, 1S2REE 3

--batch size=3.0 int AssertionError

--compile=False bool JE

--compile=false bool /NE AR Python fi/RFZHEIME, BN

S, R

- -unknown=3 WAL ValueError

- -start=a=b str HR =B, iRt dem

14


https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/configurator.py

nanoGPT £ & Ti2fF% $38 EEES. XERESHITER

FRH MBI ELH examples/verify mechanics.py $4T, TEIZERAEENTAHEN, M2 shell X555 A
&, SHERREESHE-NES, KBRS EBERG—1T; R HREFESNAIHH FILE:
XHEF

FAEANZIOEKE A, batch size=-1, temperature=0.0, top k=0 #BAJREIEIT £ HIRAIZE, HIfE
JEEET LRI R, AR 7 ek FLE S ERZ exec, AIASABIR, §FXHSHITER
Python, literal eval RZAWENaTITH, FREAHLE AR H, HisfTalfE. #HEAIE
B, REMUEREECER “BoE” M A,

33 BAXRKRERIERMBIRED K

a3 TR FER EERE

BHsS5Hx dataset, batch size, block size, SO, BN, B, BRE
gradient accumulation steps 2N

BRI n_layer, n_head, n_embd, dropout, HTEBIRY; VKREMHH checkpoint
bias B

il learning rate, weight decay, AdamW, 27 >]ZFIRAERET

betal, beta2, grad clip

Hig max_iters, decay 1r, (21 Z B2 5
warmup iters, lr decay iters,

min 1r

PG5 R A7 out dir, eval interval, WlEak. RIFS checkpoint
eval iters, eval only,

always save checkpoint, init from
ARGt backend, device, dtype, compile I, R’ BINEGMEMRE

ELHE wandb_log, wandb project, A IS ARTE: W&B

wandb_run_name

dtype='float32' fEAY CPU MIAH ZIHHIECE, JEBIA CPU BE12(H M nullcontext(), TXAHNE
£ 7 bfloat16 5t H AT A BF16, BAIA dtype 2ARHE CUDA XHHEMRER; %A CUDA KEK
NP A float16, Bif5 GradScaler AIREZA A E 5, L. dtype MgmiFEH X —RHME H, i
BIMEREIT RS 1,

15



nanoGPT £ & Ti2fF% $38 EEES. XERESHITER

3.4 BiHiEicE, EEEBT(HA

FRONGEEEE. kB, %EEN 6. 6. 384, KE 256, itk 64, B 1, dropout 0.2; #>J%
1073, &/ 104, warmup 100, VIZk LRS=R& L#Z 5000, beta2=0.99, & 250 1A,
200 MLRAG TR, B 10 BFTED, RAERIUEERNIRTE, bias. Libay HAFEA M FIIARL K,
IS REAEC B S A B Y e B S A 1A

GPT-2 JIZREC &% gradient accumulation steps=40, B=12,T=1024, 600000 AJIlIZR5 =M,
1000 2ifili, PEAh 200 #t, & 10 H4TE), NEZR 0.1, BF3NEH W&B, BHIBITHI#E RSN
ZUENN - -wandb_log=False, 2 10 EMRRE 40 Wa[fE 8 £ R 5 IR,

P9 PR B A RE R gpt2, gpt2-medium, gpt2-large. gpt2-x1; FEFEIEHLIR 8. 1Ffh
500 #t. eval only=True. KM W&B, BEfNRATEEIEE T, H&AEINOWT, MIARCETEE
Shakespeare BPE, gpt2-x1, fitik 1. 8 32, &% 20, EE¥IHE 3 « 1078, & 5 PG 40 fit,
RO FAERSR, BIRATE dropout 5K 0.1, 54KRBAIA 0.0, RIS SEPRIRELR. 70 i, Bl &
Hx

3.543): BHSREE, MABRXHH7

78R3, AT python train.py --batch _size=4 config/train_shakespeare char.py --
n_embd=128 /&, LR, TEEHIKEERRZ/D? REFHABALATAING?

HR, ko4, TR 128, KB o, MLEXIFED TILATUR, RESEAEETE, 128 FEEW 6 B
Bk, ERNAAMLET SR, BENMERSLEOEEE, Flin4; BCEIEMMET MUREEH R

3.6 MEZRTSE

N2 EE train.py AYES 33 WIBAABLE, 3% Al e T8 SRS E, N2 EE S
S, NREMEEAEREE S, MHEFELE sample.py. bench.py A& HEIME, FREES A
W7o

FB B R EAE BXRKIBFR

out dir ‘out’ checkpoint H3g; & HIHH&AISLH
A init_from

eval interval 2000 FHRRVEAERIERIBIRGE; M, O/
1 RNG

log interval 1 FTENAIRG; % HESWMENS 1/0

eval iters 200 B split FAEELIREL; RS SHER
#rep

16


https://github.com/karpathy/nanoGPT/tree/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/config
https://github.com/karpathy/nanoGPT/tree/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/config

nanoGPT £ B Ti2f%

FH

eval_only

always save checkpoint

init_from

wandb_log

wandb project

wandb_run_name

dataset

gradient accumulation steps

batch size

block_size

n_layer

n_head

n_embd

dropout

bias

learning rate

max_iters

weight decay

betal

beta2

grad clip

B R EAE

False

True

'scratch’

False

‘owt'

"gpt2

'openwebtext'

12

1024

12

12

768

0.0

False

0.0006

600000

0.1

0.9

17

$38 EEES. XERESHITER

BXKIAR

{NAE iter_num=0 [YJFERRS> ZIEH,
9.3

FHRIFAEE AT ORTE; best FEOE L
9.3

scratch, resume 5§ gpt2*; ik
AR

JERRINGH GRS ; AARZE
TELRHEIHE 4 KA H SN

TELHEIBT4; NREA M E
K

data THITHR4; TS A
—%

DDP 73 BCi SR A; Rk
W

RSP, ~EER
batch

FRPFIKE; R RO E R

block #; FT WAL K

FRIZVEIE C; THEMFINALIE C Py
WK

ERSHENL R AL, PRSI

Linear/LN 24 RE; GPT-2 A
i True

WRARBEEEIR,; BPHAGS
el

JEpR e R >, ATl
5t

FEFES BN AdamW fEREEE
Adam —FirHE s R
Adam iR R

EJRBETEEEE; 0.0 KT



nanoGPT &6 TI2H%

$38 EEES. XERESHITER

FE& EIERIBERIAE BXRIAR

decay lr True A VEH warmup+cosine; False
[ 72 (B

warmup_iters 2000 warmup 7 X% BN EE

lr decay iters 600000 RIRA R KT warmup

min lr 6e-05 ARG IRIFFIN 22 S 23

backend "‘nccl! RGN 2K gloo A HZNTE: CPU
DDP

device 'cuda’ PRI SE; DDP SN A CUDA
+*

dtype 2% CUDA BF16 M bfloat16, &N HBRAREER:; CPU AMEH

floatlé autocast
compile True JE torch.compile; AFEH], T

W B

EOECEELHEFAF RS FRIIZMEMRITE shakespeare-char, 181744 mini-gpt. Hith
out-shakespeare-char; GPT-2 JIZrfEH owt, gpt2-124M, HiH 584K out; A A shakespeare,
HY AT RIPFHAYT ft-. ..o HiM out-shakespeare, INRIBYHMZEHES, RN seed, MG
PHEAE BRI E 4, sk &N, BIORE, 175 KRERIEAXNBE research/author/
coverage.json [f) config assignments, F]DIAZAS & ot ek A I,

BERR
- configurator.py ST S5 @M
- train.py FRIABCE S config_keys

- L EGECE
- RBfENT S ga/author/mechanics.json,
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/configurator.py
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/train.py
https://github.com/karpathy/nanoGPT/tree/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/config

nanoGPT &6 TI2H% $ 45 GPTConfig. BHMESHIAEK

$ 4% GPTConfig. SHFESMIGHK

4.1 —MEEEEHFERR—AE

GPTConfig /2 dataclass, TRTZKJE, A&, E&. k¥ FEE. dropout Ml bias, BAIAERER—
GPT-2 /M R4 Ty — 1024, V = 50304, L — 12, H — 12, C = 768, 1 50304 2
GPT-2 1y 50257 ] ExbEI 64 5L, FR2F—EESE X T 50304 MERL token W45 8, 2 HI%H
AT S0 softmax, fRESIN RMBAE X token, GPTConfig 5 GPT #4a1k

GPT. init JEAJiE ModuleDict: wte J& token embedding, wpe 248X/ & embedding, drop /&
@A dropout, h 2EKEHN [ 1 ModuleList, \n_f BHiJEMHT LayerNorm, PO R B4 H
im_head, FFibH AN S fithEMEHZ— Parameter, FIXLEABRTENTZ—E0E; BIMMRIE
T PyTorch 71, REHIEIESEOE. BT state dict H,

HER SRR HIFE A&

token embedding (V,0) BG5S EAT

position embedding (Tinar, C) (i BT

HET QKV 5 (3C,0) — IR Q. K. V
ERTHLIE (c,C) IRAPHEG I KFHE

MLP #—2 (4c,C) P RIHIE S

MLP =2 (C,40) | 115k 22 5

4~ LayerNorm (0), AI%A () mE BALE A LERECT R
LIPS 5 token embedding [FI—4~ (V,C)  RHEF yia#R4

#H Linear IS % PyTorch RIFFREIZIR: ML 4ETERT, MABES. WH . wTH, (B, T,C) 4
REZRK (B, T,3C). A THEIXNAE, Bmilgk BRIBNRAZIRNTE “BIERE .

4.2 REFTEIBIM £k, BHEH—iB

%% bias=False, —> block FIEENH 302 + 02 = 402 MEMSE, MLPH
4C? + 402 = 8C2, W LayerNorm &4 ¢ NMEMSEL, FHEEN 1902 + 20, A
VC + TmaxC, WG LayerNorm Fll 0, $iHSkFEAFREAREG L

Ny = VO 4 TaxC + L(12C? + 20) + C.
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py#L108-L148

nanoGPT &6 TI2H% $ 45 GPTConfig. BHMESHIAEK

*i bias=True, RN EMEEZH 3C + C +4C + C =9C MwE, W1 LayerNorm ZHi 20,
)i LayerNorm 2 ¢, 3%

Nay = VC + TaxC + L(12C? +13C) + 2C.

A NARA V = 7, Tmax = 6, L = 2,C = 8, bias=True, &N

56 + 48 + 2(768 + 104) + 16 = 1864, <Ef% sum(p.numel() for p in model.parameters())
1864, get num params() BRINFHREM BEIRA 48, i 1816, EATIEM “non-embedding” %A
Z4 token embedding, KR —fEFAIBRHER, XR2ACESTHRHEIORE, e EREd
EERT “HETERA .

K& H EREE ¢ WAHIE EIRSEAKE, Mkt k48 d = C/H Z/h, QKV EBER 2
3C. RABEWERE., EENMEAFEENE, REASEEEREM 7 5%,

4.3 YR (EIAIHE N TR E R4S

_init weights 43 Linear #1 Embedding FUREEAHSME 0. FrifEZE 0.02 IEAS2 G, Linear (RE 1%
0, LayerNorm Mi&E C&4eK% 1. WEIR 0. iXAF LayerNorm I FATFRIEIT — LT AFIH
B R,

WS IR AR 28, AT ¢ proj.weight ZRIISEILNIRIEZ 0.02/v/20. EE ki
PN MLP S i8R ¢ proj, WiE#ERaH., B block AFkZEFRMMIGm L, A A%l +H

2Lo FIH— MBS VERIZERE: 45 oL MG ETT 2T HMNZ, SKIT5 2205k oL; HEMERRE
G/ /2L, PTLMIHIRIAEIRETT ZRERE K, B I 7 SRR AN, AT UX B WA LRI B
W, ARIGRERE)T ZFEE R,

o

EAERTE self.apply AN, FLWIGAIET 240 Embedding #1 Linear W/ MEHLATS | FH A E —
28, XAIRE SBEOZIL RPN, HERETIE —EE, — e, SRRt E
It BEHLRF SRR IR th NS SRRENLIRES, FrEL “ECEAART Z8h, e/ EE SRR
TN A RE LRI A R

W

4.4 EREEMEY, FBW AR

L C #if%, block FAHMFSHLAIERINGGE; 8 L B, XEOLEEIMGE. AR Vv #Is, WA/
SEEFEMEINGE, IR logits MURRJE—4ERINGS . CRAKERE, HibMESHEMENK, AasEit
FLEBIEMEIGKE T K, SEEENSNGRENZREMEE, 3 14 EUREARAERIRE D
IFo

S, ANREE KM 6 B 4, SEGRD 207 BB 2 800 4, RN 8 Ng?

20



nanoGPT £ B Ti2f% %45 GPTConfig. BEMESHIIAL

BR, BAERED (6 —4) x 8 =16 M2 KEBEAKRSEE &, BEKEEM 4 LR 2, #1iE
CLfE verify mechanics.py Wis, JG& ] HEEMAT ARERE, IKECH checkpoint I AEEMURYE
SRS BB AR, SRR B4R,

BERR
- model.py: GPTConfig. &, HERIWILHL
- ZHUEE notebook

- ARHIM: qa/author/mechanics.json A parameters,
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py#L108-L168
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/transformer_sizing.ipynb

nanoGPT £ & Ti2fF% F58 ZFEESARIEN. MLP MEE

B8 ZEHSERFI=N. MLP fi5RE

5.1 LayerNorm ;B3I 4EEHHE

—MIERRHEN ¢ ¢ RC. LayerNorm HWHEIZMENIIIE p=C 1Y, z. FITT%E
=C1Y (z.— p)?, T

Te— W

Vo?+107°

v EKE ¢ MRS, B 1E bias=False WA F1E, B MLR, BN RGBT —1; BEARER
R F e AR A BTRE— ., [RIIZRAIA s A 724 BatchNorm BRFE4ESF 21 TIME, RS H
7E M LayerNorm HY EZ R K2R AR mERE T, H— LizsFE A F.layer_norm, LayerNorm

Ye = Ye + Be.

SrBERE) 108 B LT EENNBRE, A e = [1,1], FOMEEERN 0; 2 W E, M2 NaN. JIZR
Iy A0 B RIS RRRE, MAEEIIE, HESSRS, PRECHHTESHERTE MBI,

5.2Q. K. VR=X&4KkE, al—X1T

HIA X 9 (B,T,C), c attn it (B,T,3C), iR —4E50% Q. K. V. 2EL%E d = O/H,
GRS view 8 (B, T, H, d), FHERFRISkEZcH, 5] (B, H,T,d). ¥i& C mod H = 0 #t2
BRI,

HFEANIR G L, ERAE  SHEAE § 950
5 — q’_kﬂ
Y Vd

R g DRBUENN; X877 ZIREE, REGIRI ST 20 d 8K, FREA /g BT iR
softmax — AR B, BEEXN S NEIITIM softmax, FEIFEIMNE aij, it
0i = ;aivjo QM KIRE “MIBEE" | VIREBIRHINA; X=AERTE ERXE], REk
B R TUK AR E TE Yo

1BE RNRZAR iRz AR

q @ k.transpose(-2,-1) (B,H,T,d) 5 (B,H,d,T) (B,H,T,T)

47 softmax (B,H,T,T) MR, TR 1
att @ v (B,H,T,T) 5 (B,H,T,d) (B,H,T,d)
aitak e, ESUE. view (B, T,C)
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py#L18-L27

nanoGPT £ & Ti2fF% F58 ZFEESARIEN. MLP MEE

1#1E BAFAR Tk 28

it (B,T,C) (B,T,C)

transpose JEF RS E, NUBIEENHEBOESAZE, JRSESHLZ AT E . contiguous (), AfF
.view(B,T,C); WIREHWIELLL, view RIGERN IR AFAMRES, SHE NMETHBEEHIMN reshape,

5.3 #ERBWATTE softmax ZHi{EB

BEVAMAEALE ¢ HEEVITH § <4, FLEREEET=/A 0/1 i, AR ENIBSKIATTS, B

fi% softmax:
e’ L
— j<i
a5 =\ Tiges "
0, i> i

Blanss —MUERT A RS — MR ML E, AR 808 [0,10g 2,100], FRBCRKIEER
[1/3,2/3,0]c ARRALERMEAMAIE M AR KLLER, MRS =T softmax FFRMR, (REIIH
Mt 1, EE&RNER—MEENBH,

Causal mask: j <=i

mask mask mask mask

Query position i

0 1 2 3 4 5
Key position |

23



nanoGPT £ & Ti2fF% F58 ZFEESARIEN. MLP MEE

JRRG )T T mask 7EM buffer, TEAK (1,1, Tmax, Tmax), PITERLRFISKAE #E; B RZA1%>)
ZH, BRSNS, masked fill A ZEOREEEX, FETEARKNH A embedding %,
E5 BEERRF —BIRK R, A RERERE AN,

ARBEUERANIGFB, BT logits, BARIRZELIRN 0, XERATE “7EFEEMNET, Bt
TAUEER" , HHEMRMEERL HIEFRZAMER, WA dropout, #5UP A AT RE A FEH L
P AR H B 2 5

5.4 &7 flash, FFIEAT FlashAttention Ri%

self.flash HZH& PyTorch 2% scaled dot_product_attention B¥{, fFIEN{EA
is_causal=True, YIZREHBCE dropout, MALSIHIE 0, X MARICAFMAEA:, tLAIEH CPU Lk
1217 CUDA FlashAttention, EARf5uGH PyTorch, ¥, dtype fIfZIkRE; A4 CPU MR AL
UE SDPA #Z 255, [EE i

N TP, RBEHIFE— double R, ARIATRIEMN F=7#A buffer, Hi&
flash=False, {XEHFEARICERI, KOVWIGaLING SDPA AL A F T mask, Mz logits
BRRZEN 978 x 10°V7, BTIFAEANER. H dropout IREALEGE TIFF T REAR, AREZSRIZNAAH
&,

FLRERARE (B, H,T,T) 7 BHMNE, KEHARRAFEG R, i ssma] DA AR 5K & s
5, ([EARUERRIFTFRIEIRIRERE Lo PERESHICAG I, NEEMRZ M AR5 £

5.5 MLP 8 1M &, FENEREUE

MLP W —EE ¢ ¥h 4C, % GELU, F##lH 0, &G dropout, GELU A[52h
GELU(z) = 2®(z), ® @EIESM0 B MERE. TR VBRI, A2 Rk i
ReLU, #Z&fdrektt, WEZMEmsm] uéﬁwy%\é%‘liﬂyi%, 98 B R AR IR S KRS,

MLP MM BFHR—HSE, BNEZRAEREE, VERRSHEEIAHE, FERAEZMEH
& MLP #&4JH, Block.forward {f-IRHAT

U = X + Attention(LN;(X)), Y =U + MLP(LNy(U)).

IXJE pre-LN &i#y: SelH—fk, BiHEDY, REMERGERER. SOHEIN0TEZ (B, T,C). 5%E
LEREEE 5 — SR ERF IR, D RINES I T A AR R ENRIEEMIREE, 3 RERTE
Eo

WFLES), ¥ attention HIHIEIEMOR (C/2) %, FHRE x + attn(...), 2/ER? ZHEEE mask %
BT loss TAR, AEDBURELFIL?
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py#L29-L76

nanoGPT £ & Ti2fF% F58 ZFEESARIEN. MLP MEE

HR. REMEMMERARE, FEFOMGEAEE SR, MATCEN LS5, i mask f5HEA]
BEE H AR MR, YIZRESS 2GR, AR RENE N B A4 R SGE RIE R, FIRTZRA A
P AT BRI A R,

TERE
- model.py: LayerNorm. CausalSelfAttention. MLP, Block
- PyTorch SDPA B 75#

- KRPRZAHEF: examples/verify mechanics.py, 5% qa/author/mechanics.json,
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py#L18-L106
https://pytorch.org/docs/stable/generated/torch.nn.functional.scaled_dot_product_attention.html

nanoGPT £ & Ti2fF% Fe6E NEH=ZE. ik, NGRS ETFXHE

F6E NEHE. #mik. Will&ads E
T3CEEY

6.1 \Nw S EIFM I ERFHN

GPT.forward(idx, targets=None) JEiEtHHLIRFIKE, TR T < Thax, HOAIEMVERS O,..., T-1,
token embedding } (B, T, C), position embedding 4 (T, C), FHIMKNALE M REIEHIRLET . &
W#A dropout, L A block fliR# LayerNorm, Beik&12 (B, T, C). forward

XEN BRI AR, RN R RITE L, 8 FRAY token ZEHTMNIE 0 %
T R A Ve A B, B RE TR R 2RAE, SEERIERR A EYLHERNX
H

H targets I, it SkHE2EAER logits, JEARN (B, T,V). JC targets I, HEUx[:,[-1],:1,
TREAKER 1 WIRLE, R (B,1,V), #1550 None, AL B GHH LN RN EWIE, £2
TR AE O, FIEARZ KV cache,

6.2 X F L EHlEI LR T
% Zpry RALE (b, ) AR v 08, EARREN Yoo BRIEHSEN

V-1

ebt = —Zbt,yy + 10g E e,
v=0

P 1 2 R Bk R S Loss, JE logits %9 (BT, V). targets %y (BT), B AMLE Y
—RWREAR, # logits SHIF, FIUWER 1/V, 5N log V. HFAFEMIRT, XASHER
log 5 ~ 1.6004; BEHLIIEMIISREIARIERK 1.6728 Bhis, FRFH.

ignore_index=-1 RVHERLEEIMIN NS 50K, HEARSHKATGER -1: RABERNBNEHEZ
ANRFEC, HATH BAREHRNS, SERA AR, ARG — N EFEIgGRL. 56 N RABEN
HRER, FRCFEIRA RN B 3I5F T 2 AR token B P, 28 8 BRI

JRRSfER targets.view(-1), ZORWFAIEHRE, BATH yI:, 4] BEUFSRKE 6 i " 4EKEN, HE
fikk 7 RuntimeError; VM .contiguous() /Fi@Id, Ji get batch H stack AEBUESHFR, KR
HAZEM, HOM loader B BARRIIN, NAGEESAM, sSEBKRT AR reshape, REEHE
EXMZORMARIZ N checkpoint #i5F,
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py#L170-L193

nanoGPT £ & Ti2fF% Fe6E NEH=ZE. ik, NGRS ETFXHE

6.3 HEFZEN, BESMNBITABILS

self.transformer.wte.weight = self.lm head.weight & F&L5|FF—1 Parameter, RijlAN©—i
RALE A MR, —IERARHMEREIEZR; AN IX M S BN Rl — DS B RR EEAR N, 5 RS
BUEMAIEH Parameter, MMXE TN —FHLATRED B, ACRIYAELE,

DL =IERETTR Ea 3 M, A double M) B3I -0.11059136136513018, K [F]— IR N
> e = 1075, H

L(E+¢€)— L(E—¢)
2¢

3% -0.11059136064694995, -7 7.18 x 1010, AMRZEDFRINZm AL WLER, 45830
B FEARRY 2[R — R, XA ala e =5 ),

SH0RTBINEE, configure optimizers X M named parameters 7 #l; AP EMILEEHN
Parameter G HEE, ENFE—ANETREWEHME, JIZREHRMEM state dict WEEXFE
Hi%k,

6.4 M GPT-2 S AN, BFMAREIBEITT

from pretrained HiZZPYNME, FHANAVFE R dropout, EREEIRFR 50257, K& 1024,
bias=True, &S (L, H,C): /MY (12,12,768), medium (24,16,1024), large
(36,20,1280), xI(48,25,1600), XLERBEEMLAH, REETES ANENERELGEE, SARKE

JE9 M Hugging Face GPT2LMHeadModel HY state dict, HEFRIER S mask buffer, BATH#EE, FHE
TR, VURINEFEFLE: attn.c_attn.weight, attn.c proj.weight, mlp.c_fc.weight,
mlp.c_proj.weight, JRIAE EiF GPT-2 #HH ConvlD 25 A M Linear f7£6&77 AR IE, 40
(C,30) %% (3C,C), WHENA—H, HRNEEZEEI, TRAT “4—" 2 embedding thi%
=

FEUULE torch.no grad() N7, BRASAZBIRESRE, NEMMABERPRRRSE®RE, #EEMETFR
B, A IR, ARIE X EEMILEA G R, ABEAE NEIXERE, XE 2 EE R
ROERASAZN, ARAEFRIGIE T 241 Transformers A3 2 M al i H — 20,

6.5 FHEKES Parameter, BHREE

crop_block size(new T) ZRFEKEANKTIHKE, BH config, #HAIERAT new T 1TIFEIZERGHT
1 Parameter; F TIEREIIKIZN mask WEEIEFEIR/DN. BEFRET RBAER, TRElL—MR%
1024 A B RITCAMN LR E K LTS
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py#L207-L261

nanoGPT £ & Ti2fF% F6E NMEHE. k. FILRS ETFXHE

BN AR IR ZAT7EK, i train. py IR, KOV ESR Parameter #85#, JLOIERIA
wRAREICRA IR, IREIIZGRSE BN : GRcEMER, BNEJR checkpoint FILILaRIR
B, MERN— ZIERIRTATREN M IAKE, EEEH MR, BEEITRINAE T as St
O, TERAD IS ER LA,

7S], L targets ARG RA &G — M E, REGHE BRI RN R S?
BEHR. Tik. BEHA (B,1,V), MEEHEEWRN (B,T). 2% targets ENZR7 3L, SUSHETANR E T
logits, AREFES FEHTER DAY TN K,
TERR
- forward. crop_block_size. from_pretrained

- IRE S5 EETNF
- RPEE, HES M NESMER: examples/verify mechanics.pys
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py#L170-L261
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/train.py

nanoGPT £ € LiEM% FTE memmap RS T— token 3355

EFT7TE memmap XRS5 T— token 377

7.1 IR THGIEE B iR ARE

get batch(split) £ train.bin B¢ val.bin DA dtype=np.uintl16, mode='r' #JHf, memmap i-H(E
RGHZFTRWR S0, AERFAEEREMBERIE N — D IE NumPy 2, EIFATHBRIEZEEE, AR
UEAEARIREALYT AR ECER R, TS G R ERr 2 e, TERER IR s 1 — AR KA, AHEE
SEIZIRARR TR, NEIHTHE BATIIGHER A NumPy oA E ., get_batch

SR dtype SRIAFAFI, #1k6 diype, BUER—~E AR, B SREMOE: XTI
HESHOT R T IR, token SR AAT block_size, SHEREIEAHNFHE, WK TRIEH
MK E RIS, BEPLALMARAERTIRIRHR, 5o B & T A ORI S L.

1.2 RE—BREORATAM N-T-1 Fi4

WXXE N A token, HEOKEN T, BN MAERES 8+ T —1; HIREEG + 1 %
i+ T, BbrE—IAHE i +T < N —1, AtlA

0<i:<N-T-1.

torch.randint(N-T, (B,)) W EFRAEEEN, RIFEZIXHGELER, N2V T I, mEEA R
— token HH—"MUE, # N =T, BWARANIGTFEEREH—NE L, HFRH/D—IT, randint(o,...)
2R A N>T + 1

N=10, T=4, last legal start i=5

of B @& B B B B O
N £ B T Tl
A G

[ ~]
[e] [
[]

[ ~]
[]
[l

K N =10,T = 4, ®EETXERE 5. #A [5,6,7,8], Hn[6,7,8,9], WIREERH AL 6,
BAAI, HFARI=0 GEREEAREM 5 0T, WIEREAE H]24 AT token, AEHERIN K —
o PR IRABULAARE S IEH UIZRETEFF I,
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/train.py#L114-L132

nanoGPT £ € LiEM% $7E memmap HX5 F— token 3I7F

7.3 At 4tiEE L2 uintle, EEFIE int6d

ISR % .astype(np.int64), ZRJ5 torch.from numpy, #f& stack i (B, T). HEHIRERTTIEE
fii; IMAERMZ I ERH KBRS, astype 2O HERVEE, WK EIFT2ERZSIHED
memmap HJ 16 fiRE, stack XHIXLEE L BOESHLIX,

CUDA #125% .pin_memory(), F .to(device, non blocking=True), [EE TWHNFEHEBIT 3 FH1E]K
HHEPEHI; non blocking=True ERIFRPAVIENR, LIREBEELEIR TS, MM TIEZHE,
CPU B2 EH% .to(device), MPS BATERCEIEREFINRE TR, EHEAIESE cuda HIREHERKIZ
device type='cpu' 77X, ABEERIEHMEREESERE LFE N,

AR TR X535 7168 5 1792 4 token, KEZEART T = 8, M MRENIES,

% epoch %, ARE—1 token 45 T2 RIGFRENL —IR, FNB “F 72 wiER" , HEEH
R1HIZ5 token EBR IS token U EFAIKHERE & 141t

7.4 NIZHER SIGERUR L Z RN Sk 23

get_batch fififfl PyTorch 2 JRRENIECZ 4 AN, estimate loss() AR —R%, Kok

eval _iters B eval interval, BIEAHMCERIRIZERIFIYIG seed, A EELIZRTE OIBENLF 1,
KR T —NE IR “BHREBRZRIEUR, MMPAZEINGERTZE—RE? 7 MRS REEE, A
RIHFERENIRAS,

=PI X, Y AR EIEIAAT CEIGTF, BRI G XIE R —#t, BHITRM; TEIRES RN IE A — it a
RERUME R, HER ™A RE I, URTFE RNG BN, IEELsal E X 4 BB &,
A 9 BEHIXTURASS checkpoint —#24ZX,

eSS, BUERRKEDN 9. @HRKEN 8, SERAAILN? BRKEN 8 8?2

BE, iERAES0, —MIANEM—MENBEE,; FERESEES, K batch_size ZEEH
Fl—#m, F2ESANEFEAR, verify mechanics.py 57217 N = 10,T = 4 A EESHEE
5%,

FERE
+ train.py: memmap 5%
- bench.py #15%—17 get_batch, Z5 W 13 &,

- RPEXFMIAX: qas/author/mechanics.json f¥J last legal window,
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/train.py#L114-L132
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/bench.py#L31-L49

nanoGPT £ & Ti2fF% $£8E IFEEER. BERR. RABESHY

E8E GTEF. BEER. RAWE
588

8.1 =¥ EIREF/LXAIR

f£ nanoGPT &, iter num ZEIHIULER R, — DEHAEA] A E 2 MRk, SAHERRNR
BN a, & r DHOCHSIN ¢, BRI EmrFE

1< 1 <
EZE;&’ Vec:;;vgzr.

KIAEIAEHRSEAE loss BREA a, # backward, EZIEEMALIRTERA step, BEEEIARINEE . grad;
FESMUETEE, ARG — MR, FHXICRM o, BEREEK o 5, HTF0
AT IR R, VIIZRIEEA

XA ERESM: R SRR ATA R token, BRADMFEARABSHURGTIHKH, FEHLR
REFETT BT, B — MR RE P RBIEER, 5—1F 100 1, RPN “& BiE”
REEHTE L KINE, NAZHERL token ML, dropout AN, A LA BEN LIRS 2t ATRER
A, NEERBN

AA7E dropout=0. double, MFEFEATT LMY FPH S MIREMZEFH, SERBERKREN
5.55 x 1017 ERIE 7 IHRPHE, ~2RAAAEH,

8.2 ittt 453 RFE4A

configure optimizers /ofRH4 requires grad=True FIEESEL, FHEAER I, 4D T 2 B5ERE
EHBCE R weight decay; —4ENMIREZSEAFEH, T/ token FIf.E embedding, LI
%, LayerNorm ZHMNEMFEE N R, ENSESEETFEI—KHREK, W2 “hE
embedding AR . (Lfudsiyid

AdamW ZEF R —FAE me MIRAE v, HI By, Bo 2HIFI SR, EUESCIRANT G, SR AT B ARy

~

my

ﬁt—FE

01 = (1 - ﬂt)\)et — Nt

X 0, B ¢ WEFRINSE, Ay o BETIARERENERLE, > 0 BRSO
FHIMATHEEIDN gt MRTIERATFAEIESEHIE £ M LI, W my = Bimer + (1 — Br)ges
v = Bavir + (1 — Ba)g?s BEEN vy = my /(1 — B)s By = ve/(1 — BL); THi. TITARRIRIESE
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/train.py#L249-L327
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py#L263-L287

nanoGPT £ & Ti2fF% $£8E IFEEER. BERR. RABESHY

SHOTRMAT, M NESIR, N NEZSEAHANINER R, ZRSHESH R, %R T loss il
— L2 WAL Adam B9 BIERM G, AR X ATEOY 0, (EAIAE TR —23RE AW
A,

IAIETREE AdamW B4 25 S fused, FHEK device type=='cuda' A5 H fused SZEL, 2 KM
fROUE APT BRI SE, NIERARPERE. dtype BURAR—ERERINIZTT, CPU AHLME N

using fused AdamW: False,

8.3 AMP it BEE, FETIEBEREIREF

CUDA ERY torch.amp.autocast N BIERIEEME, HABINSEILE FP32, HIXAETHA
model.half(). RIIABERIBAINSEL, BE. Adam KRS, BUEEHTIEANFET A, CPU AR LR
X, JB1TEIE FP32; APAEERNEAMEREAIE R, double,

GradScaler {UfE dtype 4 floatle N E M. B loss RERM, HHEARNIERASS N, =
WRTAERE AR RE, & HIAFAREEE, scaler FIBKELfas T HIHTEAEL IR+, BF16 5 FP16 [
BUETEEI AR, ABA BF16 A HIXA scaler, AZHE “fKKEE" MN—FFE—174,

& E RS torch. cuda.amp.GradScaler, fEMEUMCAT 42 API FH & &, {H CPU, dtype=float32
TERFEANZ R, ABREIEMRPUTIHICRES, A BRI A= PR,

8.4 TR FHE, BRG], BEHM

SRR )

g= \/Z Z(ac/apm.

MBES ¢ N, BEERASRINART 1 ARE, 29 min(1,c/g). XFHRETTIAL FRHVEEL, TRETER
YR scaler.unscale (optimizer), ENIEMESIERAZEIANBORIIBEE -, LRRILBTEHE loss
scale M, #&J5 clip grad norm , Ff scaler.step. scaler.update, /&

zero_grad(set to none=True),

BI A 2B CLH I NaN fUaTE, WAXIRIEEDAE, ERERE, SERRH AdamW R
KSEEEH, FONEE RN LEMPEE R, CEEA NG LA, SRBOIRARTIEETT
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nanoGPT £ & Ti2fF% $£8E IFEEER. BERR. RABESHY

8.5 BE loss 5hFaIfY4AT

PEIRFTEN loss.item() * gradient accumulation steps, UG — MR, ©R158IRE

— MM RAR R, AR EE R IT A L OERR ARSI ), IO, MAETEIAR BRI AR

457 loss, AEIX AT RES INIFAD AN BRIRAS E B,

loss.item() RERIWRE[E CPU, CUDA HETEMFID . dt IR X SHIGIER. WIEFREFR
i, BT DA REAE @ I 25 H A8 rR A I TRV Y R A HIT fS IRAER . FRUE PEREDIE 28 13 B4 TUiRH
RIFR, R AICAR,

WS, T2 token 3, 1E batch_size . BEFWRENNME, BEEHIE)IZGE 2R ZE?

Ex. HE, ERIVR. FRAEVEARBIT, FEIBET DS, SEhREdEMAFRF, dropout, #
RATEIRF R GUTH S, /MR AT RERRARBECF MR, B0 BISSUER R L, YIZRERRA
HE, A 4R batch” —IA/p =145 L,

SRR
- train.py: autocast. GradScaler, BFHFI#HT
- model.py: AdamW %54

- PyTorch AdamW E 778
- RPEMEGEENMIA: gasauthor/mechanics.json,

33


https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/train.py
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py#L263-L287
https://pytorch.org/docs/stable/generated/torch.optim.AdamW.html

nanoGPT £ € LiEM% BB FIFE WIE. checkpoint 5E

FoE FIFE, B, checkpoint 5ikE

1 ZERFIR, MARRIR “RIZBEX”

24 UANERGS, w o warmup &R, d AWEBEA, Mmax 5 Mmin AFSR LR, [EE get 1r
HIFEHRTT 2
Nmax (2 + 1) /(w + 1), i <w,
. 1+ cos(nw(i —w)/(d —w .
7](1) = § Mmin + (nmax - 77min) ( ( ) )/( )) , w<1< da
TImin, 7 >d.

FHB R0, % w=2,d =10, Nmax = 0.001, Nin = 0.0001, FFFAMNAFUER: § = 0 I
0.0003333, 1 0.0006667, 2 i 0.001, 6 0.00055, 10 5 11 B#RE 0.0001, warmup HIE—
M X R G RGN TE, get_Ir

Actual get_Ir: warmup=2, decay_end=10

0.0010 - '
i
0.0008 A !
3 I
E |
o 0.0006 A :
= I
E |
§ 0.0004 - |
|
|
0.0002 - !
| ; | T T T |
0 2 4 6 8 10 12
iteration

d=w 2 RZ B8 0, AFHEMIHE ZerobivisionError; d<w WA EEEHRE, decay lr=False B
PRI SR, T FIXBRE, nax_iters RUEREFIINGT, 1r_decay_iters U™ SIRRMmIfHE
K, WELEBEFEEHIE, SMEEASE,

34


https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/train.py#L230-L243

nanoGPT £ € LiEM% BB FIFE WIE. checkpoint 5E

9.2 IGiik(kit T 4

estimate loss fill I @torch.no grad(), EHYIE| eval, 735X train, val % H eval iters Pl
R, SRR loss AR FECEY, &EYIE train, XABRE T EEMARE, eval X4 dropout;
P RT3,

IXRREHLE PG 1, A2 R token —IREIRSHIE. AHARE LR DIES, R
LR EE A, K eval_iters JEH PR, (EINFERIFHFEEZ RNG, 158 FRER/ NI
fie, TREHIMIEER SRS MR, RIEARA BEXRAEZ seed HAL

ARFHNXIZIT step 20 B val 4 1.0560, PKEJ5EH LR — checkpoint #Y step 20 4 1.0557, X E
MFEHEESER RS T, X ER EIRYIHITIEER, R OE B 1 MRk,

9.3 IRTEEIH. best FERSRE—$

SR EYIR, FHLARRIERNGE, AEIZER. checkpoint H iter nun=20 FRRIFHHIH
HUTHE 20 IR, (EM 0 FHAMIERIE L, HATS%MEAE 0 519 11 20 KEH.

&R “RIFMEE, #F always_save_checkpoint=True” . HENX PN, RESTEEAFE
best val loss ERACYRIE, FILFTIF always_save I, X DNFEESSERILMRFIGE, SRR
WAL RACABRZLATFIRNE N, BH iter_num>0 [RHil, FrlA step 0 MR

FIEEAMMTERG: Jtiter num += 1, FHIWT iter num > max_iters, ¥ max_iters=20, M 0 Ff
B, DELFRPATHS 0 3 20, 21 IREHT, &5 checkpoint FHEEHH] step 20 fR1F, EAEEXEK
JE—IREHT, WEIEFREAERE RENFIRSCETER, XR2REBIAS, BTSN >=, MFEINEA
WRAR LGRS AR C e P BOE 2 M AT R o

eval only WA EEKZMIERH: JHESHA iter num == 0 and eval only i break, [KIHMIER 20 1Y
checkpoint k&% eval_only=True, F~XHEWHMAE—X, MATREARSEINIZR, XNl ZraTaa i
HEBCE, iter_num 50, AFFEREI,

9.4 checkpoint B+4, &HH4

REFFER i3] T RZHERRH AYEE

model ZH% buffer TEE tokenizer XA
optimizer AdamW it &S RETRERT AMP RS
model_args HAGE PARVHERBRZEFRA
iter_num PRGN H AR AL ARG —IXNFEH CRT
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nanoGPT £ € LiEM% BB FIFE WIE. checkpoint 5E

RIEFER 1R AR BT AT
best val loss RIZEHI M=% always-save INARERIUE T )N
config EiPay b TN =RIG FEREIBITINRES

PRI SEM checkpoint #2580, k¥ %6, block_size, bias, vocab_size, dropout AJffifA
RECE, EFTERA JERR state dict #AY _orig mod. RIS, FFEUNEMMILEIRE, FECESHEE
MR, ZRELFRCRANZW—77. MBIERESMECNSHAIRE,; MG SIRGD RS
WA, (HHABH T BRI IR i AT HIHTES

checkpoint Kf£77 Python, NumPy, CPU/CUDA RNG iK%, GradScaler KA. EHEMA#FREE
LT X/Yo RE XEHHIT seed FIAMAIEEMIE, BEHURS S ARHPWIREARHE, FHIXZE “KE
BEURMCAL AR ARSI ER” | ARRBAS, HEEE, MIZH7ERRESH, FHESIETS ik

BT EIGT iRk, MiAZICE loss K& b, RFS5IKE S

9.5 AIEX 1 ShR7iA5R

torch.load 1 pickle TCEHEH A EIEILT . ABHEMNEH A RKAICH:; 18 PyTorch 2.6.0 /1, X4
sk S AN R B Y checkpoint BRI ERIAINEL, REMAIE T A EH weights only=True, iX
TRFEEEIH checkpoint #i AT Z2hNE, BRI EMEFIRN, AN “B weights_only=False” 4
BN BEA S HE B S, PyTorch 771K 1t AH

#h7EgES), max_iters=7. eval_interval=5. M\EJFh, HIAZRFF, &G checkpoint %52t
27 HEEHTLIR?

BE, step 0 R, step 5 Rf; 4 05 7 SLHH 8 k. K5 checkpoint & EH4E 5 2 Ak
B, B IREIRRS, WU T U AE AR, EIDREESE), B 5 ER
(%5,

TEXRIF
- train.py 2RSS
- RPMKEIEFR: qa/author/tiny pipeline.json, tiny resume.logs

- RELESRBS . ga/author/mechanics. json,
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/train.py
https://pytorch.org/docs/stable/notes/serialization.html
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/train.py

nanoGPT £ & Ti2fF% F10E BHZR5ETIR DDP HRETLIR

F10E HYZF5ET = DDPHRELY
R

10.1 ZFEFHRE, FENIHE

DDP WEA BB N RA e BB, A RSAE KRR, MBRDHE, SRR E
o EFFAME- DRSS HEISREIZ K L, GERBERBAS PEAUEEIRES, Hi0 DDP -+
RALfER, [EE README {8 FSDP SIOAASKR TAE, AREEEMNELLIRIGETT, EElZiAT

A @IS PRIE A B RANK T2 TN DDP, 4 /& RANK ARIREEHR R4S, LOCAL RANK 24 HiT
R RIS, WORLD_SIZE BiHfREEL. WAL iR s, AL HHIIEN cuda: LOCAL_RANK, 1
+, % rank 0 AFRTEHENEE, B backend MK gloo, tHAREKE XA DDP 433 at Ak
CPU DDP: EfhZILE CUDA &5, ARBARBINLER,

10.2 BeE BV EFRREFEIRIL world size

LaWLITHCER RN A, HEEOY W, fUER A REW W BER, RNEEHREMN o= A/W,
FAMUHLIR B %%, 85 T 1 token, W—REREHT token #

K=W-:-a-B-T=A-B-T.

train gpt2.py E A = 40,B = 12, T = 1024, 8 MHRENEHERMR 5K, & token ¥
8 X 5 x 12 x 1024 = 491520, HHFENZEF 40 X, token SEAAR, ZERFI AR TRLE A
[[l, TRETEIZACEMIRE K 40 x 8 IREM, GPT-2 fiLE

Example: W=4, A=12 -> local a=3; B=2, T=4

B rank 1 B rank 2 B rank 3

tokens / rank / micro
S

B rank O

micro 0 micro 1 micro 2
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/train.py
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/config/train_gpt2.py

nanoGPT £ & Ti2fF% F10E BHZR5ETIR DDP HRETLIR

BRS—4/NE: W =4,A=12, ibAM a =3; B=2,T =4, FHESHMD 8token, 2/
BT 96 token, XBIHEE, NECBITHIMYREL,

TEAERE, A HHIRE R token BHHZE, DDP KL S5 2)

R HCE T E A ArEER, SERMAITS, R NEEE 2K LR batch, ArPUXETE
fB45, %A rank FIARL token BONE, P4y “HHREIET MFTREIN, HEERIANZ 2R token
1,

10.3 seed R[E, WEAMHANRIER

JIAA(E R torch.manual seed(1337 + rank). A rank 2 MNAFEIFEAIRSEBAIEL., B A0
dropout; ZJ50IE DDP WAERNSFRPEANRE, M&HEN—BIERR, BB HEEE RNG
IK5h, ETELER DistributedSampler, WA LRIERE rank KA HE|E—& .

rank 0 FHNSITIFE, THAEEZRENIEL, Fte S5 HM rank RSS20, NRBHERZ
REA, HXAR—MOREE, B IRE IR S, SR EEE R, IR, &
HRIREAERRSE, FFERF R ERES,

10.4 AMRERE—THET RS

BIRGES AT all-reduce 22 IRATIBE AR, JEIDHE model. require backward grad sync i%
N BEBRE—ME ) ZEIRIEARMEBEN, R —RA R, BEHEEHEREM no_sync() T
X; ZOEEESEY, BIEENGEEARERISSITT N, AN VESIRATREY R,

forward WAL THE N [ 560 T, K9 DDP 1R R AN SR RIAFES RS, R
forward Z i BB, MFAAEEGH. A rank A ABUTHEEBIECER. HARTR)IZE S
fE; — rank #2anE HeiinFE, Hith rank RIRE—EHFIEE,

rank O HFUHPEGESHE: BIR SDPA 70 %A F LIEE ) mask buffer, milIHF T X FETM
buffer, DDP BKIAR]GETE forward | #% buffer; X rank 0 Zf#iEfGaTA, HM rank @ A2, AlEE
&K collective RFAVLAL, X2 HTRAIKRSHEASHIFRA XS, ARBARMITIHRZ FEH, TMEEiRE
N IBATRRTE, R AR UETRARN, NBARLERTA rank VrRIEAS, B7ESZ#[RI 0 S E H
E1ERYE DDP B A, FESekRilia,
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nanoGPT £ & Ti2fF% F10E BHZR5ETIR DDP HRETLIR

10.5 BN R, SEd#ESMEERMAF

torchrun --nproc_per node=8 --nnodes=2 FTREFTIA 8 MR, H 161, & “BFE8KFE . W
N9 R node_rank R[], master Huik 5 M AHR B AL, JRSHSLA “P9R7 X375/ EmSR
—BHTERE, RN ARAARSEOIE,

BN A = 40 NREWE 16 BERR, Rt ERAFNARBUERAIX NN RURBI S EWT 50 RI,  Zk R
AURTEERR A, RINKINER batch AL, X ELRRIRAISTEARKAE T NCCL HARL,

Mg e, IEIR, 7 mA AR S ENmIZk; README #2211 InfiniBand 5 NCCL IB DISABLE 2/
NG, ARG W —FHC AR, SEIIEies, AR/ NEE, BIZ%. b
worker {# [ —%dE, JFEMEREE, rank 0 Rl 5HHHZ,; HZRE2GELZMERFIA.

WS, M8 FkEl 16k, RHE B =12,T = 1024, {4 491520 token/E T, XM FE Rk EFI%E
THREMEING?

BER. TEA=40, H40/16 = 2.5 NEEEL, FILAREER rank MFIBEGPBHI R T
2, AIERHLRRN, B0 B = 6, A = 80, 2Jm token AR, & rank R 5; BIEREFIBENLY
MR, BIEHTRIE

TERR
- train.py: DDP #J4sfk, R 585
- config/train_gpt2.py

- PyTorch DDP ‘B /7#H
- A& DDP TS, 1A GPU, NCCL 8™ siskill,
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/train.py
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/config/train_gpt2.py
https://pytorch.org/docs/stable/generated/torch.nn.parallel.DistributedDataParallel.html

nanoGPT &6 TI2H% B11E ERIEN: BE. top-k. IRTAMMEHIE

B11E SEpiiE0O: A
BEMTE

i

tC"D'kA jﬁ%a%*u

11.1 REM—TMEERT G

sample.py BRIAM out dir/ckpt.pt PKE, 1% model args @#E, A orig mod. HIZK. HAIRE, A
J& eval() HBEKE, WA \IHkh GPT-2 BUS¥IMaMk, HIXZEMIIZAERZR, ABAHIT, WA
RS 7 checkpoint Hf# dataset ¥R, TN meta.pkl; FREFLEHFRTIES, ARIEE GPT-2
BPE, SRAERHIA

XEBOANEEAM DN B SRS, F—, BEX BPE ARERTE meta. pkl SXIFEAERLH 3) LI,
ARG RHFRARE stol Fl itos FAFR, B, EMEHAFEER, MATENSA tiktoken, FTLUSITEIR
sample.py FEZHELE, BFHEE XA BPE HibE N AR,

start 45 DA FILE: JF3k, RAESMIRERIZIEN UTF-8 XA ; BN ERRE T, 15210 —4E
G S n—MMLRGE, BN (1, To)o To BIKRTE, JRIIAEA NZIRANEIA token, RAFIFRET
TPERNRE, TFYISERUREMERTIFITRK, GPT-2 BEAUF <|endoftext |> XK
token, AETAVHEMERFFRIRIC,

11.2 —R{EF R HIN—1 token

GPT.generate JB¥5 max_new_tokens (X, SEHURITAHER block_size I AE L, RiMSEIREME
logits, FH&IREM top-k V%%, softmax J5H torch.multinomial 41—, HFEI5EHE idx, [KIHIR[E
KERN Ty + M, HHF M & max_new_tokens; [H¥ERRAEL RS, AHIREFARE7

generate

B RGN NP Z 2R, TEMEER2RmL, R IEE EOT sifaifs kayH]
Wi, REMARRRKEZILE, hih KV cache, MEMH token, BEFIFRSREONHER, AN
S IR R A RE A R — tokens/s & S HLEL,

11.3 ;RECREIELL, FATIERE TRHIF
I logits H 2o, IREN 7> 0o REEHERN

exp(z,/T)

P et
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/sample.py
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py#L306-L332

nanoGPT &6 TI2H% F11E ERED: BE. top-k. IRRMBENIE

PHITHER LR p; /pj = exp((zi — 2;) /7)o #5802 [0,log 2], RIE 1 410K [1/3,2/3]; 1E/Z 0.5%4
[1/5,4/5]; 6 2 429 [0.414, 0.586], FHRERERLEHE ML, FHREMETHE (HRHBEIRH
TE R HITRRNHER

[ ARERENIE, BR7ERE, L8 NaN, REEE G, #ZmE iR
Kbt FHAEMEMERD, MERM argmax, MRS~ MRERIENZIRE, ARREE MERE
JE A R HE IS R E AR

11.4 top-k HFREZXEMEF 18R

JREDSEE min (top_k,V) NMRADE, FH k DOBCEEIE, TN T ERBURIATEY . M
softmax, MM TIEMREES LEFIH M, # 2= [(1,1,0). k=1, WIGFIIEKREANTERIE, bR
SREWMEE; ABIIAERIE, BBl “top_k=1 —&%F argmax” fEIXDLIHH IEFIEI SR,

k L IAR BN V, FTAHEBREMIT, k=0 sROBOER, R RA RIS EuREHER, ERE
AORFHEY, T DAERCE ESei i i top-k 5/cigfin BOR% & —20 1% i B BUE A FEIX
ANFRARATIR B

®E FE(EA BERAM

BARIEIR B {71 5 7 I HE S EATRERS N

Bl B ARSI I TEEB A AT RERE I

B/ top-k IR il 1915 el IENAEE IR B BT AT RERHERR
J¢ top-k TR B IR KEMH S 5k

TX LR SRAEALHIA 77 mIPERE IR, AR NEE R T L5 B AR e A, e 2E pl v {6 [R]— 87
TR seed, FHEBEZMFEA,

11.5 eval. no_grad #ll seed FH—=H

eval() %[4] dropout, no grad() FE MK, seed #HIFEHIHFER, Hi% seed 234
dropout; Hi% eval 42 WHER 3 HBEN L, generate 7515 no_grad ifigs, EARSEHM A H
% eval, [RIILEEEE BT TER 2 H AR,

ARBWREMEF) sample.py, fEH seed=17. #iE 0.8, top-k=3. #&/= ab, 4K 32 token, 5E%&
stdout —, A BEN:

ab
aab
cab
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cabcab caab
aab
cab ca

EREE ARG R A B, A A EESRPHERR, X2 25 P/NKRES L, A1 “BiE
5 WA ERESET), AR R EESHZ MEAR, RNGIREXANE, EHESARLSR; I
AR MHARTEL R EH seeds

g, fEREKEDEE block_size, max_new_tokens=2, JR[FEMESHA block_size+2 147?

ER. Az, WENEEAED, 28 idx REFEIDR, BIREFEIERKEMN 2, SRAFEON
WEEHM 0 IT4h, ¥ token BITE LG NEFERSSERE.

11.6 RHFENOMNIPEATF X

FB B R EAE BXRKBR

init from "resume’ resume (PR gpt2* S RAER
IERR, AelEsRE s,
FHF scratch

out dir ‘out’ checkpoint H3%; S M IHH KGR
A init_from

start "\n' FHEPERE FILE:FR1R; 49mfdAE
=5

num_samples 10 YESLAE IREL, BN A2 TR E T
% seed

max_new_tokens 500 HEARFHE token £, AEERE
=

temperature 0.8 IEMR SRR logits; JEE I ARIEERE

top_k 200 58 k RBUEHERE; FF5IRTRE
Tk

seed 1337 WAL RNG; BINE A RUEZAL
—5

device 'cuda’ SREERIRIR N FTERE S BT
H DDP 7332

dtype %1% CUDA BF16 Ml bfloatl6, &M HANR AR CPU &

floatl6 autocast

compile False 215 torch.compile; ARAXKM, F

Mgz
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nanoGPT £ B Ti2f% #1158 4RUEN: BE. top-k. BRI

X FEIRENIA, 2% CPU i @ UE 1R, dtype. KE. FEA%. RE. top-k 1 seed,

FERR
- sample.py: ME. RS, SCHEHRRRHH
- model.py: generate

- RPFEARNEEM: ga/author/tiny sample.log. tiny sample repeat.log; FEFIEME/RG: qa/

author/mechanics.json,
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/sample.py
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py#L306-L332

nanoGPT £ & Ti2fF% F128 A5 GPT-2 84 HERNMIMELIR

F12E #iA5GPT-2 B4 =S
= ImEL 3%

12.1 RS AT W—EaillEiERF

HFEACES, M2 N — token LR, AR train.py. [F—" AdamW Fl[a— A5
Al SRR MM ZRBCEE A, (] EARSUSE S, 38 R /N E S RER AR, ey
LoRA, F51MR. (mir el R m bl SEERMEXE SR REES S MR, FREERMERR “I1ZR
TN 2EERRCBFE" o AR E

init_from='gpt2-x1' SAKENE, NZRIAT GPT-2 ZRIIIMLEFIRE, AMEHE AdamW,
init from='resume' A MAM: checkpoint IREMILER. IXMRAESIZRE KOF A — PDRESEL
R, EFoHeREILegt, N IRAERES: E A A,

12.2 BeEFFEPRY epoch BfhE

MARCER B=1,A = 32,T = 1024, HREHA 32768 token, i BPE Shakespeare illZ53¢
TF4 301966 token, At ABRIEZA LY 9.2 IREEHTAE S T— M XAV token BEE, {H get_batch
SERENLE R, FIREES H AR, A el — ™81 epoch St

&% 20 PR EZFIE LRSI 0 B 20 AT 21 IREHT, & 5 B, (ERERLRE, it ES
out-shakespeare, “#>R[EE 3 x 10~5, decay lr=False; HENF A GPT-2 U5, FrANETRKIT
AN HERIREGE /DA RE MR — R AT RIS AR ) 7] 7,

G/ MBS IR ek block_size A NREINER, #A S AR SEARIGHARTIN; BVt R 2w D
s, HAT RN 2R token #; BUNMRERD B SCSERAAR, WMEEEYSIES, =M
PREA LR “BEAH OOM”

12.3 EEEMTTHIENS tokenizer

&7 README it % T OpenWebText Ef) GPT-2 F£k:

BS LiFtEsHE ik train loss Lk val loss
gpt2 124M 3.11 3.12
gpt2-medium 350M 2.85 2.84
gpt2-large 774M 2.66 2.67
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/config/finetune_shakespeare.py

nanoGPT £ & Ti2fF% F128 A5 GPT-2 84 HERNMIMELIR

B LitnisE k% train loss L val loss

gpt2-x1 1558M 2.56 2.54

IXJEEE README DT ER45E, RIEAS CPU MMIREHEM, 191 eval gpt2*.py X Blte TR
5, HAZEAMR: ) 8. WAL 500 fit. eval_only=True. XMfELHE, MHEEIRTI4EK train.py
BRI OWT, HLAR

N LMK 124M BRI %2 2.85, Wil GPT-2 2% 3.12, FRESZZHAIELEL “tt GPT-2
987 ? GPT-2 MREIIZRIER WebText RATF, OWT 2% — PRI EHES, FUEZEE OWT L
gk, RIRIERZMT; JFANERGIEN PG, RO SEIENZER . README &R &4E GPT-2 X
HIE OWT E4SIZRE tREHa 2.85, K SE & FEH ELA AT ARG ML 2% gt .

RS IES R R, WASCRIEAE BOXUS, SHSLEMZR, KoSC—8Es NS, 22 @A 4AE
g L ESTR— token FIMER, 244F tokenizer J&, . token loss EAREEREILE:: FRF—MIES
BPE — /My BH#EH G EEARN, T tokenizer thi%, FFE@ ILFIALL, AL RGETTIH—
LRI TS EAR, FHIAEA PR IA 5

12.4 NEIERGAR RS U

RUEBCRBRE ISR EokELr, JREEWERIIS, WAlRRRIIGSRIENfER. HEZ loss ik
£% checkpoint REHICIZINERE, JFACE R RIESGE (RFZ —FEAGRY, (EREHLE IR IE A 5
A, SRRt Pk ARG SRR =

TR EEC 2 IEROATERL, RIME loss 1£ MR 28 2 EEHIHAURFEIUNIZ token By, I &2ESR
A REUEBIATINZRZOR, RN DECE R N LA, #K dropout BRI L, JEHIR
FLESEPR EAREHE. AMEEZS N B E BHEMRIET %, SRABCREREE XK, 03RS RAHE
TRA

AFEAIBT GPT-2 fil, MMEHEERREFSIREIZGN K, & MERIFTRE S0 H RER @ H]
IR, AR AUINE P IZRCEE,  SUg0E A AR A A,

thegss), B A TSI IESE | loss=1.5, %! B £ BPE KiF%E | loss=2.5, A —EH4FIg?
BER, AR, eI m, EERIARGSOAR, Yoy, BSOS 3Pl
Wo BUMERME A EEL )y perplexity, HfiZERFHASIHEK,

EFRE

- finetune_shakespeare.py

- P96y GPT-2 TS AL B
- [E%E README RUS B, BN it
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/README.md#baselines
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/config/finetune_shakespeare.py
https://github.com/karpathy/nanoGPT/tree/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/config
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/README.md

nanoGPT £ T 1% %132 benchmark. MFU 5&MHO#%

% 13= benchmark. MFU 5&H0O%#%

13.1 bench.py ST H4

bench.py fREEH. HiFl. AFPLASER, ZFIRUE. checkpoint, %~SJZRHFEM DDP &,
BINMPR 12 )2, 123k, 768 B, KJE 1024, A% 50304 MR, BB MATARREE & 8 XN 2R
&, HEAEREE n_layer F2FFFR; FREH - -n_layer=2 Btttk bench ZBRUIMERL, KPBEHIZIT
BIAK benchmark, bench.py

real data=True I}, BERFITHIIZE memmap —IX, get batch(split) ZW& split 4, HZMIIZEL
EEE, HIAMMEH pin_memory &Iz, X5 train.py BREEMS, X5 CPU/CUDA
S, real data=False NITSeARREEREHL x/y, BOOREIFE—XKE, BOKIERZETH, EN
B HAE,

A THIN B, 56 10 P Pf, B 20 HUE; BECHTSIAA torch. cuda. synchronize(), ERUEHEBARY
CUDA TAEZERFE LA R, RM#EE device=cpu, XMNC&H CUDA 1 FE AR R BT HT
CPU benchmark, FHEHEAFR)/N CPU HINE R bench.py H&E,

13.2 51 token HFEEHAS FNIH

A S IREH, FUUEH K D%k token, BN At, IgEHN SK/At, 777 MR GSHTE
rank, E&EERHUR; DRNHITR G SEIRDE, BWIUE. REE. M HE, ARlamiah JE
R token, TiHIZ token HAIA, FREEZSHATIIZRE LA,

bench HJIHISTEAL SHUEL, UfLAR. Lloss.item() FIFTED, [AHEIATE —EBRMAIER, TiEAERE
Wiz, BESEHRESEEBRNAMREAZ RINEZEBA —E2MET "WEnsT |, &7, Eh. RS
e, AISENBMEE batch, KE, FE, B GEMHLERES,

13.3 FLOPs 223X MB35k

estimate mfu(fwdbwd per iter, dt) f#
Fioxen = 6N + 12LHQT = 6N + 12LCT,

Hp N 2R EIRAGHNZSEE, Q = C/H NEK%EE, T FMHEE block_size, 3k T 15215
FFPAIRIATIE FLOPs, 3 fwdbwd_per iter fSEIANRITINE HAIFHEEL, BRUFVEUITE] FLOPs/s,
MFU sE3
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py#L289-L303

nanoGPT £ T 1% %132 benchmark. MFU 5&MHO#%

6N HIE S Z 2 HBEEREEF token RIMLIMIEERIRIE, RIALFIEMNE, SHLNR EREFH
QK I AV It A RE_E RS KA TAER, 3 _IE s, XDIHRAERAMTHER A FLOP; #REff
PORHH MAC B, BERRAZZE DMER. ERIEEHML TIH—, softmax, BiE, uiLds55KEkn
PIRZANT

MFU B PAFRSEZRIDHT 312 % 1012, IXJEATIE A100 BF16 IB{E 112, #t CPU, Hfth GPU, f§E Dk
PRI E, RN EHTE X, 8 CPU SLRATENHMIHUN MFU 41 “CPU FIHR" HARY; EHE
BREES T 4,

13.4 DDP iy MFU 9 ¥R 54 B ItED

IZRIEIME batch_size * AsRFURE, HFH rank M LIER, HS5H-RIEENE, QA rank TE
MR, ARARILFEER, XA AN B B A SR PR R, FREN2)S token T
BERDARRIEHE, SUBESME RS0, AR TIERPRUEUIEHE, SNER,

dt FYIIEA—EHF T REPH GPU HEEH, B DAHBA AR MFU, JE84E/ 0.9 IHEM
0.1 Hr{E Vi, ¥4 running_mfu=-1 X4TEN -100%, X2 “HARME" WIHE, SR2AFHER,

AL AKE/NT config.block_size, fARIHELEKE, FLOPs Zmfli. M crop J& M EIA
config ELEE#T, #IZTHIGEEIIE, BT FLOPs AR, i “BEIEIS TIER” A—Ehiz 1Y
i, MFU 5f#fE FLOPs FllFH R A R R 53 TF

13.5 profiler gE[E1& 5 —3 (0]

profile=True NI& & 5 Z%FE, 5T, 5 200E0IC5%; E31HFE CPU A1 CUDA, #iHd
TensorBoard trace, with_flops=True IEK{tit#73 5 T FLOPS, record_shapes=False,

profile memory=False, with stack=False XM EMIMCSK, MR D8, D ENAE
B PR ICRIPRMEAE, XA B E TA7 A,

torch.compile BB IRGmIFEMRAN 5FRAE 2T, README A1) 250ms | 135ms FIEFZ 2022 4F
AFLAPTRIE, NRYAHIAREA A, HmIFETRERE state dict LRI, RERIKE LA TEHE
B, MEREZR(L. BUEIR ERRAE IR AR 2 B,

WIS, MRS “100000 token/s” F1 “50% MFU” |, RE EHE2A| Witk 5 Peid?

BER, TRE, TERIMEL, L. 2RF/AMOR, BFRIEETE X, BRBRIRIE token/s #1IK,
WATREHITHE 2 FLOPs JFIAZH & MEFU, Jeitonr T BT, i EERRMIRIESS .
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13.6 benchmark BY£ZBERIAFF X

FE ElEFERAIAE BXRABR

batch_size 12 BRSNS I ERR
batch

block_size 1024 BPPIKE; FREIE A E R

bias False IHALH BRI Linear/LN J& 854 (i

H; TERIZSA

real data True True 2 OWT; False & H[EE kAL
K

seed 1337 WA HIFE RNG; BSINE AR IEZ AL
—#

device "cuda’ benchmark BRI, LA
H DDP 4332

dtype 3#%5 CUDA BF16 M bfloatl6, &M HaR EREEERE; CPU MM

floatl6 autocast

compile True 15 torch.compile; AAXKMH,
k=l

profile False JeiHl CPU/CUDA trace; #50IF#AG
T PRI

RRRIEEL, KBRS EIEL T, RPAUEEN], BENENMAER ML @I E
e

FEFRR

- model.py: estimate_mfu
- PalM I3, JRR951FH FLOPs 1%
- KRERH GPU MERES,; BUEAXEMNE 14 =,
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/bench.py
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py#L289-L303
https://arxiv.org/abs/2204.02311

nanoGPT &6 TI2H% $F 1453 BHEES scaling laws: FE#TiZa

F145 BHHES scalinglaws: ZFE#jg
%3t

14.1 518 notebook H R FFIEIERIITHEICR

transformer sizing.ipynb & 17 DNHJT, scaling laws.ipynb & 26 1~ EAHEE T HATAI, 5L
W%, DisEiiE, SERNCREREER, FREF NN ATEITE notebook B, Fiit=5i41 GPU W [E]
2Rk E i,

K45 examples/check_notebooks. py %R IAfFHATRERAALERTT, HMER Jupyter &I
smatplotlib inline B/niE%, EUEAEL Agg Eimfifr. AR AXSMSIEE, & NEE
PEEANE, HDEITH stdout BHERIFESE ga/author/notebook execution.json; Markdown HtH
el BEARRE, AR PATI I, FCRTT S M 0 G, 546 JSON R51—2, Mifr notebook A
TE hf A

14.2 sizing: ¥5tHSE. & FLOPs 5{Rigbia]

14.2.1 8576 807

T 0 FRHEFRR(G S FLOPs, IEEMNFH checkpoint, SEFRfEEIHRA 5T EEIE(E N A5
R, RJGIEE NS TODO; JF kB HARREE S,

5T 1 5| A\ OrderedDict, fRIEDIRITFIRE, HIT 2 ik
T = 1024,V = 50257, L = 12, H = 12,C = 768 I bias=False, &5 GPTConfig Bk id#
50304, bias=True [E, FrPALBRSEGETLNG —IKE,

BT 3 Y params () #4568 4 B LWEARXZEM: (E. token embedding, FEJ] LN/QKV/##.
MLP LN/¥ &/ %46, )5 LN, dense=0 2K HHZHEFECTE token embedding Bid, KA
embedding. block %/2&/Nit, NREIFTAITHEMEM, GNESE I, JHSIE position EHK
emebedding/position, HAMKEGTHFE—#, BEPEIVEEAINEMER, AKRIGE] 124337664, 5
BATTREZR AL HHA B 8 — 3K

BAIE 4 1T FP32 805 4N 715, AdamW W/MRESTKER S 8N, A1F 12N = 1492051968 517,
£71.49 GB, EARESEIZGREEE, IS5, G workspace, tAZIERE optimizer B AR, #IT
Haf1) 1542470366 715 “92 checkpoint” 2 Fiigish &, LR R EEig T ERIE, 5 A R E AR
K checkpoint,
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nanoGPT &6 TI2H% $F 1453 BHEES scaling laws: FE#TiZa

BT 5 SRR, 6 H 40e9 FHifE GPU BED R, 2B ERL)d 3.73%; 7 #attifie/ M

RIS AT RE G ECR A, IXEAY 40 GB (EA DA, AREREEFEINTAER, 2R

RN FEL AN, BRI, 815 bucket, DECAREFE; HEH/PNARIERAD batch —&
BT,

14.2.2 FLOPs: 85t 8—10

T 8 IWIERIFTAEA, 9 EX flops()e —IR (m, k) X (k,n) FEFERIESL 2mEkn FLOPs I, H5K
[T W75, —J= QKV #6¥h T2, Mthit®h orc?, Wi MLP RFEIL 16702, FrAEREET
a2 QK BN AV RE% o120, Al 4T20. WEHHKLN 2TCV. T2

Fiorwara = L(24TC? + AT*C) + 2TCV..

RIAGEEROATEMRE, IZRNRTR =%, XPMERARIZR LayerNorm, softmax, GELU, dropout
S, BRI RATHER Y, BRI ARAZBOILERIE, AURHTH 291648307200
FLOPs, RifSmI#&1T 874944921600 FLOPs, #BEARSER, /2 profiler BEEUHIEFFI4L,

P57 10 B palm flops() H 6N + 12LCT FTFHIKLEE, N A B ABRE IS token %M, ARG
1| 875062886400, HiZMEMEE 2 117964800, FHFIZ) 1.000135, Z5{H TN M ik S8 2k
6N B AN LayerNorm ZE/i0, WEZIEHIN THEAR—BMERELD, FEEUEH — F# RIS iRt

R

1423 EESTE: #1116

BT 11 BEAAVER B DUS batch=100, PR 0.755 FOIllE; 12 FIXLEEE BTN F x 100/0.755, 7
F& A100 312 TFLOPS; 13 RIAMEMFRE S, HMREHREENZEHA, NEMH 0.755
o AP CPU EIXN-REEA & F FHRE X,

Bt 14 FH6ND, BRE D = 300 x 10% 8 3 A100, MFU=0.3, {4E R R, ARHHEZ
3.459358974 K, PATT 15 1RBIEELIPU KA T R4 —fa Rehe s, S5 MhERAR, ([HARRE—M
B, ¥ 16 ARICE A LOAD/STORE A, WiRA%E/) notebook A HE SRIEFAMAI—E B H 1% [R

A 5852 R

sizing $7T FHRELE FRIEEHILR

0. 1. 2 14.2. 1 K EFR, Ads Tl BN E L 2 84dT; 0 M

3 14.2.1 IBHOI TS CIATT, 124337664

4 5.6, 7 14.2.1 8y checkpoint 5 .17 (1% 4. 6 BHE; FIsF IR
8. 9. 10 14.2.2 RZBHERES PalLM el 9. 10 BT

11, 12, 13 14.2.3 95 MFU 12 95 J& GPU £l
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sizing 7T THBRAE ARIERETD TR

14, 15, 16 14.2.3 HYPEANA S et 5 A 1 14 28d7; 15 Fisk, 16 TODO

14.3 scaling: S#ORFPHENES

FATT 0 BAIATCIEAEIICACATA Chinchilla #05, X MRAINFESRRE, #5T 1 S A matplotlib,
NumPy, pandas #1 notebook TR magic; AH{EFR magic, #IT 2 5IHSE I, 37ENX
gpt_params, 4 FFRS 124M #7F, scaling_laws.ipynb

gpt_params BRI T embeddings, WZAHAINE, WAIMI— CV BfH dense, HENET,
XA T — 1) token Z6FE, HERMER, CREEEMM LayerNorm &, X GPT-2 /Mt E1F 2]
123653376, 1F2AREBEHFHMEREIE, Z25E% sum(model.parameters()) HY 124439808,
BT 41 “SERITEL” CEMAZX N ORAIE, FREFIEIYE AN 124M 4HEH—5

BATE 5 B chinchilla_params fIA T ESE C2 4 2¢, MLP BEBNENE, HARIERE
ft; 2% num_heads IRE S5 AN, BIT 6 FEAMIESCRISH A 50 MER!, STRESHE. BEE
JE, MLP %R, KV %R, kB ZEG 7 RATEHUR AT RN 8 AL, HE MBS A Rz
KV %, MORITHRBGEHEBRRTRESRE ¢ — I BRIE, KBNSV EREATE AR

Ko 50 ITEEHEERMUTRIR B AERLE notebook, NIESCERITHHIATE,

14.4 scaling B9 FLOPs A it #5 I

BT 9 5[H FLOPs, 10 Y chinchilla flops &Sk 1545 d model // num heads, IH QKV,
QK. softmax. AV, fith#&# &k MLP, BEXHE T embedding 1 logits Wilil, {HiZ forward_flops
HEUZEOE attentiontMLP, NMEXPIIIHZE, FETERIX MERITTEEERE, R BREHIZ
LA NE(E, PRHEAIR CSCETTENR .

FIX A “Figll FLOPs” 15 sizing notebook &t kAR R4, HIT 11 #ilie# A4
{97525, ST E7R FLOPs BRBL 6DV MHAA, I pandas IER; 12 TICHIEEZ A4 TR
Mo AP EERRIRZI )9 1.0250. 1.1008, 1.0829. 1.0441. 1.0329. 0.9941, MHIEAHET

B, “exact” LRAMFHERIZENR,

/MR, KIS, AT ARETE, (BT & RS, ARUUIATRER N, 55X
B HERGT, EO%HIEE @4 embedding, Hith logits, K. (EALEMELFH,

14.5 Approach 3: MEIEFEMERE N. D
BT 13 RIS, 14 Y

L(N,D)= AN *+ BD ?+E,
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He N 2252E, D 2% token £, JREITE

A =406.4,B = 410.7,a = 0.34, 8 = 0.28, E = 1.69, XLEZREEIC L NG HE, TR
1Bk tokenizer, B EHAREG FHIFREN E YATE HAES A, CIEAMR R, 8T E I mE
kS 6 ND MigEl, ERRIXMUGHEE, FRARABIIGRITGEE, 7ZEIFEEERT loglo, Kt
57O logyy L, TEILE loss; FrAE loss NMEFEHH, BREINZREIXMEE, Chinchilla 7t

loss log10 flops
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I 0.645 .
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I 0.555 -
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7.0 \ . , , . | Llooass 7.0 L L1675
90 95 100 105 11.0 115 12.0 90 95 100 105 11.0 115 12.0
logl0(dataset size) logl0(dataset size)

BT 15 AFEERR Chudget N EFHEBUMEHE, H Chudger = 6ND IHZE D:

Cbudget _ ( 6N )ﬁ
D= bt p(N)= AN+ B +E.

6N ( ) C(budget
X N RGIOE:

—aAN "1 4 BB(6/Chudget)’N* 1 = 0,
Fifr A

1/(a+B)
aA Cbudget ‘
N* - [,B_B( 6 ) ) D* —Cbudget/(6N*)-

XSGR TR AN, BT BURAK, IR GRS, Bk, N, BRI
1 CUBI8 Wi, D, #9t U588 ke, CRRIEFEMUOLE LIRIMER “B5% 20 token” ,

BT 16 Fl 2,21 x 1019 FLOPs M EMAS /NS, 17 FEHEER S5 I FRB A —. A B FErg
Mg h2) 326.12M 250, 11.294B token, 1A loss 2.83719; JF EEINKS s BRI 316.23M, fi#thfid
ERRT WIS EEGRZE, A2 EINEREE S10CH RN ZE R,
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loss
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III] L) L TIITI[ T L] III"[ L] L IIIII] T L TIITI]
107 10% 10° 1010 10!l
model size

FATE I8 XM 1017 EIRJE 1026 1Y 2304 PR R EE MHIER, 19 HREFEID 400M AR th H AR
SHHERE, 20 BisHS 5 —REARE, REAERRSSEMKRIRE, WEHRMKRE, SR ANE
LERRE R S L ZRAL 77

14.6 Approach 2: MRE{EENT, FREMINGIEE

FATE 21 IR 55 — LB E R KRS HIER, 22 RANASE /token X ; ERICRE 5 —AH
Approach 1 #8, {HEFrizfTH Approach 2, 23 TEXE Bl S

z=1log;y N, y=log,yD, y=mz+ec,

BT [24, 1o AIFE] m = 1.0409573169995878. ¢ = 0.9353887152390967, FITlA
D =10°N™, 24 ZJFiERS50EL, 258 N = 124 x 108, 15212 2.2924 % 10? token,
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e BITATEIS 74 parameters #l tokens FIAEE R T; %KM, WARSEE, W2 token
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PisE GPT-2 EM BRI EMINZECE, BFaAE, FEMIFMHARE,

scaling g
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scaling &7t EPBEME PITSIRE

21, 22, 23, 24, 25 14.6 RIGEH, KA 22—25 44T, ZMIE 25 FTENFRSS

14.7 43 2X—BAFFinlE—H

7S 1, Nt 4 sizing 9 124337664 5 scaling /) 123653376 A~[F], ARERIAETHA?
BE, MiELWE. UEMER, FEEARE. TaMER, WEFROFEAE, ZEERBRIHE
1, EAHE M BN R RERE,

RS 2, FHEEE, BEEE N BGEm AR D, EfER— &AL g

BEFR. MME, 6ND BIE, REFHERGE D BoE, FITEEPIHIRA N, AT HEE ] AR % £
W SAEFRRRAHIIER, A notebook HIIIZE FLOPs &/ Mk HFRIEA BLIHIX 4R,

TERE
- transformer_sizing.ipynb [& &
- scaling_laws.ipynb [EE 55
- Training Compute-Optimal Large Language Models
- PaLM: Scaling Language Modeling with Pathways

- RHIT stdout, FEFR. EMNTE: ga/author/notebook execution.json; FEEER[IBITAH

examples/check notebooks.py,
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F15F IEEN. WEEUSCENR
SEA5R

15.1 —FEEEEE CPU LESTHIER S

ARBAYEEIE HARE LRI EBAE R, B YIZR, R1F. IREFEREERAER, FHABIN SR
BRHRAER IBITMBZIEIR DN WP raiesl. 2 &, 23k, % 16, BWH 8. Mtk 2, 2M
20 EAFEMLE, APL FUIZBE BRI EFRL

M H SR PR B DA 4544 :

nanogpt book/

chapters/ PEIEX

examples/ PN SEEELETAD

figures/ [FEIES notebook HE4RE
requirements-cpu.txt ARIGIEARFR

research/upstream/ EIZE MIT J8535 notebook
research/UPSTREAM LICENSE.txt

research/author/ B, EX. BTAiEEE
ga/author/ 48 ISON; BESREEITERERITER

FERMERIAR E R T, IOV R RIANE, R TRIM, (H NP NseliA & @ik, N
XN ARCEIRUER Linux CPU 334, PyTorch fifH CPU EJ7iR; NEZHARRE CUDA RIS,
IR AN,

python -m venv .venv

. .venv/bin/activate

python -m pip install torch==2.6.0 --index-url https://download.pytorch.org/whl/cpu
python -m pip install -r requirements-cpu.txt
export OMP_NUM THREADS=1

export MKL NUM THREADS=1

export OPENBLAS NUM THREADS=1

export MPLBACKEND=Agg

export MPLCONFIGDIR="$PWD/qa/author/mpl cache"
python examples/tiny pipeline.py

python examples/verify mechanics.py

python examples/check notebooks.py

python examples/make figures.py

macOS A _EE Linux CPU R51%%4T, 1% PyTorch 2.6.0 ‘B 77 i 445 01 1) OSX #&12, A
KZATE A python -m pip install torch==2.6.0, HRKHiHEE; AP AFE torchvision 5¢
torchaudio, Z#EAVCEH wheel EEURAT Mac 28445 Python fiftA, #HI&RTLILERRA, e E
Fi X FE, ABEATE macOS 8 MPS S, PONECEE N CHBRARAEE A CPU,
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BiE ZIP AEE checkpoint, BERUAE, KFH tiny run REIBITHSY; XLEHIZTTIIARTEANLA]
i,

ARRELIAEZ Linux, Python 3.12.14, PyTorch 2.6.0+cpu. NumPy 2.3.5, Matplotlib 3.10.8.

pandas 2.2.3, tiktoken 0.9.0, CPU &% 1, WRALIHRHTEMILT, FHEVNXEMANTHRIERS
ORI EIGRIRTZ0ERE, BETEMT. BLAS sUZMORI, 2K loss AR G A —8, MALSAZN b
FHRZETEHL,

15.2 M =EBEFEHE—H4S

tiny pipeline.py MEE LiFE ] train.py. model.py. sample.py. configurator.py fl LICENSE
FIFFES qa/author/tiny run, P4f3 Python FHATEIARGR SRR —MHE, B4 train/val —i##
Hill S FrPcEdE, 5/NELE, A5 subprocess i217R train.py. Ik seed AR 1337, KAf
seed Jy 17, THREIRHI CPU &2 ML H S, AR SHPUTIREDE N EES,

B max_iters=20, checkpoint £ step 20 £&7%; 2 —BEMNIZXARE, ©E
max_iters=25, WHINMREHRSLR 25, BO—MEKEZN, AW S5 sample.py FEEEE
e, FUINEAIR B 501N checkpoint, AEWUTEXHSRERNRFFUELANIL,

verify mechanics.py Ke&ESHOITEL =M, UILesEE. KRN, SDPA/F TR, Rt/ B/
. RESEARES. B TE3. ABESERRGI. 3 RGR, @R, uintle MECE M
i, ‘EH AST MFI{E train.py fIEX get_Ir, Tif~2 import train.py JEEIMNEsNIZR, FrE g
HICSRSE PR R 2,

check notebooks.py JliFHITH {7 notebook £HFRHSHIT, HITidsk stdout, {#EEATFIFR
¥, BEHREEEDNE GPU 7, ~HUT GPU JIZF, make figures.py &HIEdER. RIEM, &
i, F3F AR ZA] DDP 1H4&; &+ DDP 2R E, T~2EMREIdxR,

FPEANLEE  file HRAPRER, SHEAIEEHIES ERIZET R, TR MR ISR, AT
ENFR S 76 B AT appendix=true DA, REEE, JFIARTRY, EMEE2B5H, NME—0HEE
TSI

15.3 Al B ZiFELe

wE H£R EEXHta

MBS 1864, 2% 1816, IMIE  AFISIE—

BRI RTSRIRAZE 0 Mk A N IREAKIM

SDPA XfFT. attention WAZE 978 x 10-17  double, dropout=0 H#{E—F
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wE SR EEXFta
EAVS S s BARZE 555 x 10717 FHMFEA, T dropout HITHIELE
—5
HESHAERESD BR7E 718 x 10710 [FIMFIER s A H B AR A0 FE L
M&k—1MkE checkpoint 20—25  JRRRKESINEFNIRES: T e 1)
A seed PIREFE: e8¢ stdout —50  ANURPMERNIX O T B
Pif notebook FrERMETTIIT  AXANETT; AT L
Tiny CPU synthetic experiment
1'6 o G

m

)

©

£

> 1.4

o

o

c

0]

v 1.2 1

8 —8— scratch: validation

~M - resume: validation _
1.04 uniform log(5) T~ g
T T T T T T
0 5 10 15 20 25

checkpoint iteration

HHZEH step 20 B MEEE ARG E, 2UKEREFHAEERN, B train loss M 1.6792 (2
1.0649, val M 1.6728 B 1.0560; k& step 25 i train 7 1.0005, val 24 0.9835, HfH HELR Bt
Hit, (EIXEAERER N/ IMEBRIEIRNES ) GPU MEREATS,

15.4 BRMAENEHE

EE Mt a FEEEMT2

Unknown config key SR EHIZAE X AERE train, sample, bench Jf
e

AT RN Python FME{H, KNG, JFE REHEFTAEE I N

randint F 5% XA token BURG KT REAE A
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nK Kzt 2 FEEEMA2
embedding 5} dtype. &A%WS. 1HR—HIE NG B AR M S R
targets.view i B EESE NERREFTH PEALHIR
RGBT model_args, A&, AIZHEH el TS

TR G BRTEAR AT R T M ERMIRIEBIRGE NENIIANE AL 2
loss HARMELE IR Z HAREERL, AR, ey R
RIFIRERIRSE TRIFIRING, EEHTROCRTE, (31 2eft NEALIER IR E R R AT
Z RS A/W. rank, &#&. collective 7 = NEZBNMMLEZ2IRHE

HRENEE IR/ NG, BoEEdE,. 808 RE5R%. F o ENARES:HRZE —#: i loader IE
W, BCVIRERE. HEARSKEDIEMRE, hiziz “TH PyTorch” BEARL,

15.5 EEIEIXHFHRBIIEE X

.gitignore M .DS Store. IDE H3%. notebook checkpoint, Python Z&f#. *.bin. *.pkl,
*.pt. input.txt BUK env/venv, ERjikH WAEIRFIZIT M EINEARAE, A2 B HIXE
K, WARELRUEBUREHE K AR, EINEL N S ATIRFEIERIE, B, BCEMLEZ checkpoint;
Git TAEX TS A E i,

.gitattributes & *.ipynb #54 linguist-generated, M GitHub B Gt &R RAINT, R
notebook WEBENE., EARKEZHINERBEIMIK, ABEAIZEATHI,

assets/nanogpt.jpg &2 README [ RIE, assets/gpt2 124M loss.png s& _EifEi SRk B, ©1E
=R REEBE. BRSHER, [ESXCRNEREE AR E FBR], A WG RIS
SEE, ABERAREAIZEE MIT notebook A EL:,

LICENSE y MIT, hixiX)4/& Andrej Karpathy, S8¥EIATE research/UPSTREAM LICENSE.txt, EH7PA
SR B PRGN CR B RO VR AT, IESCRUBTIRRE, SIS ISR 2 BifF(E#IAA], README
AL BTG, GPT-2 HHI. Bk M. RAE. AR fidp. HEE. XM (R s bk
SRR BT, X AOF BSOS 2IE & &=, NI T,

15.6 REARLRERFTRTIA ST

J& README f§70U45 FSDP, THEAIEM, HiEiHZ, 304 batch, HAAI B, JLLasikaS s &
HRIGMERH S, B 7 EE eFEmARE SRR, NEELRIERIIRE. AR ATER GPU
AMP, fused AdamW, %ii¥liGE. NCCL., BT A, GPT-2 FE S AS 52 OWT illZk,
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T EA G, AN MERIREITG: [F—/ R GPU M2 RS CPU EAZEN—
B2 WF2R batch BE 5B FEM—E? KB TREFEMPLAINMASA REIEAGESH81T? BIRAYK
— ISR, IEFSEPRIEE, TCERERSLRIIZE R E T loss By EH A,

IS, O TERRIRE” &R, TASIIZRR T,

HER. EENAE, MR BuELERREILR, HEOESNaTT K B 5RIET ] . REEBERE, BikE
K-] %, BH R T —MEIE, ¥R, scaler. SEMNMAIIRE, FEM—TURFE, FEhfiERn
X o JRAR checkpoint ANl R FERARSE R, RIHXMARNGEH R, NREEABIARE NI
FEET THREIEY” .

TERR
- [E%E README 55282t
- MIT LICENSE
- Git ZESHIN, Git J& 1%

- ARPTEEELER . ga/author/tiny pipeline.json, mechanics.json, notebook execution.json;

BN research/author/coverage.json,
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SEARFES

W

PATZETCRF AR, SRS RIERN MR R, BERA, SRR RIETER, PUESCh
e,

FLE H-RNIFEETECE

- https://github.com/karpathy/nanoGPT/tree/3adf61e154c3fe3fca428ad6bc3818b27a3b8291

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
README.md

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
train.py

28 FHS5BPE: —H£HIEEENKE

- https://github.com/karpathy/nanoGPT/tree/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
data

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
data/shakespeare_char/prepare.py

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
data/shakespeare/prepare.py

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
data/openwebtext/prepare.py

- https://github.com/openai/tiktoken

F35 REES. KERESHITAR

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/

configurator.py

- https://github.com/karpathy/nanoGPT/tree/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
config

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
train.py
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$4E GPTConfig. SEIIESIAT

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
model.py#L108-1.148

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
model.py#L.108-1.168

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/

transformer_sizing.ipynb

F55 ZERESEREEN. MLP flj%E

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
model.py#L18-127

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
model.py#L29-L76

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
model.py#L18-L106

- https://pytorch.org/docs/stable/generated/

torch.nn.functional.scaled_dot_product_attention.html

F6E NEHE. k. FllgmRetS5 LT

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
model.py#L170-L193

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
model.py#L.207-1261

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
model.py#L.170-1L.261

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
train.py

FTE memmap XRS5 T— token 3455

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
train.py#L114-1132

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
bench.py#L31-L49
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- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
train.py#L249-L327

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
model.py#1.263-1.287

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
train.py

- https://pytorch.org/docs/stable/generated/torch.optim.AdamW.html

BOE FIE, BE. checkpoint 518

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
train.py#L230-L243

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818h27a3b8291/
train.py

- https://pytorch.org/docs/stable/notes/serialization.html

F10E BPHZSF5ET = DDP BIRELIR

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
train.py

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
config/train_gpt2.py

- https://pytorch.org/docs/stable/generated/torch.nn.parallel.DistributedDataParallel.html

F11E 4EpiEO: BE. top-k. RT-MEENYE

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
sample.py

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
model.py#L306-L332

F12E HA5 GPT-2 B4 IMERIMERMELER

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/

config/finetune_shakespeare.py
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- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
README.md#baselines

- https://github.com/karpathy/nanoGPT/tree/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
config

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
README.md

$ 133 benchmark. MFU 51O

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
bench.py

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
model.py#1.289-1.303

- https://arxiv.org/abs/2204.02311

F14E SEHES scaling laws: ZF#5Tizdd

- https://github.com/karpathy/nanoGPT/tree/3adf61e154c3fe3fca428ad6bc3818b27a3b8291
- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/

scaling_laws.ipynb
- https://arxiv.org/abs/2203.15556
- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/

transformer_sizing.ipynb

- https://arxiv.org/abs/2204.02311

FI5F MIREN. HEEUSCENREBST

- https://pytorch.org/get-started/previous-versions/#v260
- https://github.com/karpathy/nanoGPT/tree/3adf61e154c3fe3fca428ad6bc3818b27a3b8291

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
LICENSE

- https://github.com/karpathy/nanoGPT/blob/
3adf61el54c3fe3fcad28ad6bc3818b27a3b8291/.gitignore

- https://github.com/karpathy/nanoGPT/blob/
3adf6lel54c3fe3fcad28ad6bc3818b27a3b8291 /. gitattributes

- https://download.pytorch.org/whl/cpu
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examples/check_notebooks.py

"""Execute every computational notebook cell from pinned nanoGPT offline.

Removes only the Jupyter %matplotlib inline display directive. Logs cells separately.
MIT upstream portions: Copyright (c) 2022 Andrej Karpathy, ../research/

UPSTREAM LICENSE.txt.

from pathlib import Path

import contextlib, io, json, math, os
os.environ.setdefault('MPLCONFIGDIR',str(Path( file ).resolve().parents[1]/'qa/author/
mpl _cache'))

import matplotlib

matplotlib.use('Agg"')

import matplotlib.pyplot as plt

import numpy as np

ROOT=Path( file ).resolve().parents[1]

def main():
report={}
for name in ['transformer sizing', 'scaling laws']:
notebook=json.loads ((ROOT/'research/upstream'/f'{name}.ipynb"').read text())
ns={}; cells=[]
for i,c in enumerate(notebook['cells']):
if c['cell type']!='code':
cells.append(dict(cell=i,status='read markdown not executed'));continue
source="'"'.join(c['source'])
source='\n'.join(line for line in source.splitlines() if line.strip()!
='%matplotlib inline')
buf=i0.StringIO()
with
contextlib.redirect stdout(buf):exec(compile(source,f'{name}:cell{i}"', 'exec'),ns)
cells.append(dict(cell=1i,status="executed cpu',stdout=buf.getvalue()))
if plt.get fignums():
for j,n in enumerate(plt.get fignums()):
fig=plt.figure(n); fig.tight layout()
fig.savefig(ROOT/'figures'/f'notebook {name} {i} {j}.png',dpi=170)
plt.close('all')
report[name]={"'cells':cells}
if name=='transformer sizing':
report[name] ['numeric']={"'parameters':ns['params"]()
['total'], 'fwd flops':ns['flops']()['forward total'],
"train_flops':ns['flops']()
['total'], 'palm flops':ns['palm flops'](),
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'estimated days':ns['time needed s']/86400}
else:
a,b,A,B=.34,.28,406.4,410.7;budget=2.21el9
n=(a*A/ (b*B)*(budget/6)**b)**(1/(a+b));d=budget/(6*n)
report[name]
['numeric']={'analytic N':n, 'analytic D':d, 'analytic loss':ns['L'](n,d),

'approach2 slope':float(ns['m']), 'approach2 intercept':float(ns['c']),
'approach2 tokens 124M':float(ns['yquery']),
‘gpt _params 124m':ns['gpt params'](**ns['gpt2']),

'all chinchilla models':len(ns['chilchilla models']),
'grid budget count':len(ns['models']),
'tabled4':ns['df'].to dict(orient='records')}
assert abs(math.log(n/(10**8.5)))<.1
(ROOT/'qga/author/notebook execution.json').write text(json.dumps(report,indent=2))
print(json.dumps({n:v['numeric'] for n,v in report.items()},indent=2))

if name ==' main_':main()

examples/make_figures.py

"""Original explanatory figures. Matplotlib, offline, no generated image service.

from pathlib import Path

import json, os

ROOT=Path(_ file ).resolve().parents[1]

os.environ.setdefault('MPLCONFIGDIR',str(ROOT/'ga/author/mpl cache'))

import matplotlib

matplotlib.use('Agg"')

import matplotlib.pyplot as plt

from matplotlib.patches import FancyBboxPatch

import numpy as np

D=RO0T/'figures';D.mkdir(exist_ok=True)

plt.rcParams.update({'font.size':11, 'figure.facecolor':'white', 'axes.spines.top':False,"

axes.spines.right':False})

def save(fig,name):
fig.tight layout();fig.savefig(D/(name+'.png'),dpi=180);fig.savefig(D/

(name+'.svg'));plt.close(fig)

def main():
fig,ax=plt.subplots(figsize=(9,3));ax.set(xlim=(0,10),ylim=(0,3));ax.axis('off")
boxes=[(.2,1.6, 'Text / tokenizer'),(3.5,1.6, " 'train.bin + val.bin'),

(6.8,1.6, 'train.py + model.py'),(6.8,.2, 'checkpoint'),(3.5,.2, " 'sample.py + tokenizer')]
for x,y,label in boxes:

ax.add patch(FancyBboxPatch((x,y),2.6,.7,boxstyle="'round,pad=.08",fc="'#e8f0fa',ec="#365e
8a'))
ax.text(x+1.3,y+.35,label,ha="'center',va='center', fontsize=10)
for a,b in [((2.9,1.95),(3.4,1.95)),((6.2,1.95),(6.7,1.95)),((8.1,1.5),(8.1,1)),
((6.7,.55),(6.2,.55))]:
ax.annotate('',xy=b,xytext=a,arrowprops=dict(arrowstyle='->",61w=2))
save(fig, 'pipeline')

fig,ax=plt.subplots(figsize=(5,4));a=np.tril(np.ones((6,6)));ax.imshow(a,cmap='Blues',vm
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in=0,vmax=1)
for i in range(6):
for j in range(6):ax.text(j,i,'read' if j<=i else
'mask',ha="'center',va='center',color='white' if j<=1i else '#333',6 fontsize=9)
ax.set(xlabel="'Key position j',ylabel='Query position
i',xticks=range(6),yticks=range(6),title='Causal mask: j <= i');save(fig, 'causal mask')

fig,ax=plt.subplots(figsize=(8,2.5));ax.axis('off');ax.set(xlim=(-.8,9.8),ylim=(-.8,2.5)
)
for j in
range(10):ax.text(j,2,str(j),ha="'center',bbox=dict(boxstyle="'square', fc="#f4f4f4"))
for start,y, label,color in [(5,1,'x", '#dbeafe'), (6,0,'y"', '#fee2e2')]:
ax.text(start-1,y,label,ha="'right")
for j in
range(start,start+4):ax.text(j,y,str(j),ha="'center',bbox=dict(boxstyle="'square', fc=color
))
ax.set title('N=10, T=4, last legal start i=5'");save(fig, 'batch alignment')
fig,ax=plt.subplots(figsize=(6,3.4));it=np.arange(0,14);1lr=[]
for i in it:
lr.append(.001*(i+1)/3 if i<2 else (.0001 if i>10 else
.0001+.0009*.5* (1+np.cos(np.pi*(i-2)/8))))

ax.plot(it,1lr,'o-");ax.axvline(2,color="gray',ls="'--");ax.axvline(10,color="'gray',ls="--
");ax.set(xlabel="iteration',ylabel="'learning rate',title='Actual get lr: warmup=2,
decay end=10');save(fig, 'learning rate')
report=json.loads((RO0T/'qa/author/tiny pipeline.json').read text())
import re
def evaluations(lines):
rows=[re.match(r'step (\d+): train loss ([0-9.]+), val loss ([0-9.]+)"',line) for
line in lines]
return [int(r[1]) for r in rows],[float(r[3]) for r in rows]

xs,ys=evaluations(report['train evaluations']);rx, ry=evaluations(report['resume evaluati

ons'])

fig,ax=plt.subplots(figsize=(6,3.4))

ax.plot(xs,ys,'o-',label="'scratch: validation');ax.plot(rx,ry,'s--',label="'resume:
validation');ax.axhline(np.log(5),color="gray',ls=":"',1label="uniform

log(5)');ax.set(xlabel="'checkpoint iteration',ylabel='cross entropy (nats)', title='Tiny
CPU synthetic experiment');ax.legend(fontsize=9);save(fig, 'tiny loss')
fig,ax=plt.subplots(figsize=(7,3.5));x=np.arange(3);width=.25
values=[[2,2,21,[2,2,21,[2,2,21,[2,2,2]]
# Each column is a local micro step, all ranks contribute before the update.
for rank in range(4):
ax.bar(x+rank*.18,np.array(values[rank])*4,width=.16,label=f"'rank {rank}"')
ax.set(xticks=x+.27,xticklabels=['micro 0', 'micro 1', 'micro 2'],ylabel="'tokens /
rank / micro',title='Example: W=4, A=12 -> local a=3; B=2, T=4"')
ax.legend(ncol=4, fontsize=8);save(fig, 'ddp tokens')
if name_==' main_ ':main()

examples/tiny_pipeline.py

"""Original book harness. Executes unmodified, pinned nanoGPT in an isolated copy.
No network, external logging, pretrained weights, or large corpus required.
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Run from any working directory: python examples/tiny pipeline.py
from pathlib import Path

import hashlib, json, math, os, pickle, re, shutil, subprocess, sys
import numpy as np

import torch

ROOT = Path(_ file ).resolve().parents[1]
SRC = ROOT / 'research/upstream’

WORK = ROOT / 'ga/author/tiny run'

LOG = ROOT / 'qa/author'’

def sha(path):
return hashlib.sha256(path.read bytes()).hexdigest()

def run(label, args):
env = o0s.environ.copy()
env.update(OMP_NUM THREADS='1', MKL NUM THREADS='1', OPENBLAS NUM THREADS='1l"',
CUDA VISIBLE DEVICES='', WANDB MODE='disabled', HF HUB OFFLINE='1")
result = subprocess.run([sys.executable] + args, cwd=WORK, env=env,
text=True, capture output=True, timeout=120)
(LOG / f'{label}.log').write text(result.stdout + '\nSTDERR\n' + result.stderr)
if result.returncode:
raise RuntimeError(f'{label} failed; inspect {LOG / (label + ".log")}"')
return result.stdout

def main():
torch.set num threads(1)
WORK.mkdir(parents=True, exist ok=True)
for name in ['train.py', 'model.py', 'sample.py', 'configurator.py', 'LICENSE']:
shutil.copy2(SRC / name, WORK / name)
folder = WORK / 'data/toy'
folder.mkdir(parents=True, exist ok=True)
alphabet = '\n abc'
stoi = {c:i for i,c in enumerate(alphabet)}
itos = {i:c for c,i in stoi.items()}
# Two independently generated streams of the same simple periodic grammar.
for split, repeats in [('train', 1024), ('val', 256)]:
text = ('ab cab\n' if split == 'train' else 'cab\nab ') * repeats
np.array([stoi[c] for c in text], dtype=np.uintl6).tofile(folder / (split +
".bin'))
with (folder / 'meta.pkl').open('wb') as f:
pickle.dump(dict(vocab size=len(alphabet), stoi=stoi, itos=itos), f)

config = '''out dir = 'out-toy'
dataset = 'toy'
device = 'cpu'

dtype = 'float32'
compile = False
wandb log = False

n_layer = 2
n _head = 2
n_embd = 16

block size = 8
batch size = 2
gradient accumulation steps = 2
dropout = 0.0
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bias = False
learning rate = 0.003
warmup iters = 2
lr decay iters = 40
min lr = 0.0003
max_iters = 20
eval interval =5
eval iters = 4
log interval =1
always save checkpoint = True
(WORK / 'tiny config.py').write text(config)
train = run('tiny train', ['train.py', 'tiny config.py'l])
ckpt = WORK / 'out-toy/ckpt.pt'
# Only load this harness's own checkpoint. Never accept arbitrary pickle files.
state = torch.load(ckpt, map location='cpu', weights only=True)
before = {k:v.clone() for k,v in state['model'].items()}
checkpoint iter before = state['iter num']
shutil.copy2(ckpt, LOG / 'tiny before resume.pt')
resume = run('tiny resume', ['train.py', 'tiny config.py', '--init from=resume', '--
max_iters=25'])
state2 = torch.load(ckpt, map location='cpu', weights only=True)

sample = run('tiny sample', ['sample.py', '--out dir=out-toy', '--device=cpu',
'--dtype=float32', '--start=ab', '--num samples=1', '--
max_new_tokens=32',
'--temperature=0.8', '--top k=3', '--seed=17'])
sample2 = run('tiny sample repeat', ['sample.py', '--out dir=out-toy', '--
device=cpu',
'--dtype=float32', '--start=ab', '--num samples=1', '--
max_new tokens=32',
'--temperature=0.8', '--top k=3', '--seed=17'])
assert sample == sample2
assert checkpoint iter before == 20 and state2['iter num'] == 25

assert any(not torch.equal(v, state2['model'][k]) for k,v in before.items())
assert not any('rng' in k.lower() for k in state2)
vals=[float(v) for v in re.findall(r'val loss ([0-9.]+)', train)]
assert all(math.isfinite(v) for v in vals) and vals[-1]<vals[0]
assert state2['optimizer']['state'l]
assert all(torch.isfinite(v).all() for v in state2['model'].values())
updates=len(re.findall(r'~iter \d+:',train,re.M))
resumed updates=len(re.findall(r'~iter \d+:',resume,re.M))
assert updates==21 and resumed updates==
report = dict(torch=torch. version , numpy=np. version , python=sys.version,
threads=1, cpu only=True, seed train=1337, seed sample=17,
source hashes={n:sha(SRC/n) for n in
['train.py', 'model.py', 'sample.py', 'configurator.py'l},
copied hashes={n:sha(WORK/n) for n in
['train.py', 'model.py', 'sample.py', 'configurator.py'l},
checkpoint before=checkpoint iter before,
checkpoint after=state2['iter num'],
checkpoint keys=sorted(state2), sample repeat identical=True,
first process updates=updates,
resumed process updates=resumed updates,
validation decreased=True, optimizer state present=True,
parameters finite=True,
model changed after resume=True, tokens per iteration=32,

69



B

nanoGPT &6 TI2H% RSN

dt
[

train _evaluations=[l for 1 in train.splitlines() if l.startswith('step
D,
resume_evaluations=[1 for 1 in resume.splitlines() if
l.startswith('step ')1,
sample=sample, commands log='tiny *.log',
boundary='CPU tiny synthetic pipeline only; no exact RNG resume, GPU,
DDP, or quality claim')
(LOG/'tiny pipeline.json').write text(json.dumps(report, ensure ascii=False,
indent=2))
print(json.dumps(report, ensure ascii=False, indent=2))
if name == "' main_ ':
main()

examples/verify_mechanics.py

"""Original, offline tests for the book. Source snippets are AST-extracted from MIT
nanoGPT.

Copyright (c) 2022 Andrej Karpathy for extracted upstream code; see ../research/
UPSTREAM LICENSE.txt.

from pathlib import Path

import ast, contextlib, copy, io, json, math, sys

import numpy as np

import torch

import torch.nn.functional as F

ROOT=Path(_ file ).resolve().parents[1]

SRC=R0O0T/'research/upstream'

sys.path.insert(0,str(SRC))

from model import GPT,GPTConfig

def source function(name):
module=ast.parse((SRC/'train.py').read text())
node=next(n for n in module.body if isinstance(n,ast.FunctionDef) and n.name==name)
node.decorator list=[]
return compile(ast.Module(body=[node],type ignores=[]), '<extracted
train.py>"', 'exec')

def main():
torch.set num threads(1l); torch.manual seed(17)
out={}

cfg=GPTConfig(vocab size=7,block size=6,n layer=2,n head=2,n embd=8,dropout=0.0,bias=Tru
e)
m=GPT (cfg) .double().eval(); B,T,C,V,L=4,6,8,7,2
x=torch.randint(V, (B,T)); y=torch.randint(V, (B, T))
logits,loss=m(x,y); assert logits.shape==(B,T,V)
expected=V*C+T*C+L* (12*C*C+13*C)+2*C
assert m.get num params(False)==expected
assert m.get num_params()==expected-T*C
assert m.transformer.wte.weight is m.1lm head.weight
opt=m.configure optimizers(.1,.001,(.9,.95), " 'cpu')
ids=[id(p) for g in opt.param groups for p in g['params']]
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assert len(ids)==len(set(ids))
assert sum(p.numel() for g in opt.param groups for p in g['params'])==expected

out['parameters']=dict(total=expected,non position=m.get num params(),unique tensors=1len
(ids))
changed=x.clone();changed[:,3:]=(changed[:,3:]+1)%V
original=m(x,y)[0];other=m(changed,y)[0]
causal=(originall:,:3]-other[:,:3]).abs().max().item();assert causal<le-12
out['causal prefix max error']=causal
# Explicitly install the legacy mask before forcing that branch. Merely flash=False
is insufficient.
fallback=copy.deepcopy(m)
for b in fallback.transformer.h:
b.attn.flash=False
b.attn.register buffer('bias',torch.tril(torch.ones(T,T)).view(1,1,T,T))
manual=fallback(x,y)[0]
error=(original-manual) .abs().max().item(); assert error<le-12
out['sdpa manual max error']=error
full=copy.deepcopy(m); micro=copy.deepcopy(m)
full(x,y)[1].backward()
for xx,yy in zip(x.chunk(2),y.chunk(2)):
(micro(xx,yy)[1]/2).backward()
err=max((a.grad-b.grad).abs().max().item() for a,b in
zip(full.parameters(),micro.parameters()))
assert err<le-12;out['accumulation max grad error']=err
# Finite differences on a shared embedding parameter test both input and output
uses.
p=full.transformer.wte.weight;analytic=p.grad[2,3].item();epsilon=1e-5
with torch.no grad():
old=p[2,3].item();p[2,3]=0ld+epsilon;plus=full(x,y)[1].item()
pl[2,3]=o0ld-epsilon;minus=full(x,y)[1].item();p[2,3]=0ld
numeric=(plus-minus)/(2*epsilon)
assert abs(analytic-numeric)<le-7

out['shared gradient']=dict(autograd=analytic,finite difference=numeric,error=abs(analyt
ic-numeric))
before=m.get num params(False);m.crop block size(4)
assert before-m.get num params(False)==16
try:m(x[:,:4]1,y[:,:41)
except RuntimeError:out['noncontiguous targets view failure']=True
else:raise AssertionError('expected noncontiguous target view failure')
assert m(x[:,:4]1,y[:,:4].contiguous())[0].shape==(B,4,V)
try:m(x,y)
except AssertionError:out['oversize context rejected']=True
else:raise AssertionError('expected context failure')
# Original get lr without importing and executing train.py.
ns=dict(math=math,learning rate=.001,min 1lr=.0001,warmup iters=2,1lr decay iters=10)
exec(source function('get lr'),ns)
out['learning rates']={str(i):ns['get lr'](i) for i in [0,1,2,6,10,11]}
assert ns['get 1r'](2)==.001 and ns['get lr'](10)==.0001
ns['lr decay iters']=2
try:ns['get 1r'1(2)
except ZeroDivisionError:out['degenerate schedule rejected']=True
# Token alignment at the final legal offset: randint(high=N-T) is exclusive.
data=np.arange(10,dtype=np.uintl6);t=4
for i in range(len(data)-t):
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xx=data[i:i+t].astype(np.int64); yy=data[i+1l:i+1+t].astype(np.int64)

assert len(xx)==len(yy)==t and np.array equal(xx+1,yy)
out['last legal window']=dict(start=5,x=data[5:9].tolist(),y=data[6:10].tolist())
out['uintl6 max']=int(np.iinfo(np.uint16).max)
assert np.array([65536],dtype=np.int64).astype(np.uintl6)[0]==
# Configurator executes in the caller globals; only trusted source is supplied here.
code=(SRC/'configurator.py').read text(); saved=sys.argv

results={}
try:
for arg in ['--batch size=3"','--batch size=3.0"','--unknown=3","--
compile=false','--start=a=b']:

ns={'batch size':2,'compile':False,'start':'a'}
sys.argv=['test', argl
try:
with contextlib.redirect stdout(io.StringIO()):exec(code,ns)
results[arg]="'ok'
except Exception as e:results[arg]=type(e). name
finally:sys.argv=saved
out['config cases']=results
# Top-k threshold includes all ties, and the original interface does not validate
zero temperature.
z=torch.tensor([[1.,1.,0.]1])
cutoff=torch.topk(z,1).values[:,-1:]; kept=z>=cutoff
assert kept.sum()==2;out['top k 1 tie survivors']=2

out['versions']={"'torch':torch. version ,‘'numpy':np. version ,'seed':17,'threads':1}
(ROOT/ 'qa/author/mechanics.json').write text(json.dumps(out,indent=2))
print(json.dumps(out,indent=2))

if name ==' main_‘':main()

72



	目录
	把 GPT 训练起来：nanoGPT 全仓工程精读
	怎样使用这本书

	阅读路线
	先运行哪个程序
	查资料与改实验

	第 1 章　沿一次训练看完整仓库
	1.1 我们到底要把什么训练起来
	1.2 训练的一个最小闭环
	1.3 文件地图与阅读顺序
	1.4 哪些结果已经实际运行
	1.5 练习：先建立可核对的问题
	本章来源


	第 2 章　字符与 BPE：三条数据准备流水线
	2.1 同一段文字，token 可以完全不同
	2.2 字符版：排序决定编号稳定性
	2.3 Shakespeare BPE：复用 GPT-2 词表的必要性
	2.4 OpenWebText：文档结束符与连续存储
	2.5 uint16 是协议，也是一个硬边界
	2.6 练习与检查
	本章来源


	第 3 章　配置覆盖、类型检查与执行边界
	3.1 一次运行为什么会有三份“配置”
	3.2 命令行的类型检查到底检查了什么
	3.3 把开关按它真正影响的东西分类
	3.4 七份配置，各自省略了什么
	3.5 练习：写出最终值，而不是凭文件名判断
	3.6 默认值逐项参考
	本章来源


	第 4 章　GPTConfig、参数规模与初始化
	4.1 一个配置怎样变成一组矩阵
	4.2 不靠打印的 M 数，自己数一遍
	4.3 初始值如何进入残差网络
	4.4 改结构时，先看哪个成本增长
	本章来源


	第 5 章　逐层推导因果注意力、MLP 和残差
	5.1 LayerNorm 沿哪个维度计算
	5.2 Q、K、V 是三次线性投影，合成一次执行
	5.3 掩码必须在 softmax 之前作用
	5.4 名为 flash，不保证用了 FlashAttention 内核
	5.5 MLP 改每个位置，注意力连接位置
	本章来源


	第 6 章　权重共享、损失、预训练映射与上下文裁剪
	6.1 从编号到每个位置的预测
	6.2 交叉熵为什么要把前两维展平
	6.3 共享不是拷贝，梯度会从两个角色汇合
	6.4 从 GPT-2 导入时，名字和形状都要对齐
	6.5 裁长度会换 Parameter，时机很重要
	本章来源


	第 7 章　memmap 批次与下一 token 对齐
	7.1 原始二进制没有自我说明能力
	7.2 最后一扇窗口为什么从 N−T−1 开始
	7.3 为什么磁盘上是 uint16，模型前是 int64
	7.4 训练批次与验证批次共享随机数发生器
	本章来源


	第 8 章　训练主循环、梯度累积、混合精度与裁剪
	8.1 一步到底包含几次前向
	8.2 优化器为什么分成两组
	8.3 AMP 改计算精度，不等于把所有状态都减半
	8.4 先还原梯度，再裁剪，再更新
	8.5 日志中 loss 与时间的细节
	本章来源


	第 9 章　学习率、验证、checkpoint 与恢复
	9.1 逐段读学习率，而不是只说“余弦退火”
	9.2 验证估计了什么
	9.3 保存时机、best 字段与最后一步
	9.4 checkpoint 有什么，没有什么
	9.5 可信文件与版本边界
	本章来源


	第 10 章　单机多卡与跨节点 DDP 的状态约束
	10.1 多张卡复制模型，分担的是数据
	10.2 配置里的累积次数先除以 world size
	10.3 seed 不同，权重为什么仍应相同
	10.4 为何只在最后一个微步同步
	10.5 跨节点时，先核对进程数和通信条件
	本章来源


	第 11 章　生成接口：温度、top-k、提示和随机性
	11.1 采样从一个非空提示开始
	11.2 一次循环只增加一个 token
	11.3 温度改变概率比，不改变正温度下的排序
	11.4 top-k 的阈值实现有平分边界
	11.5 eval、no_grad 和 seed 各做一件事
	11.6 采样入口的全部默认开关
	本章来源


	第 12 章　微调与 GPT-2 基线：域差异如何影响比较
	12.1 微调复用了哪一部分训练程序
	12.2 配置注释中的 epoch 是估算
	12.3 基线要对齐数据域与 tokenizer
	12.4 小数据微调的失败方式
	本章来源


	第 13 章　benchmark、MFU 与吞吐口径
	13.1 bench.py 故意删掉了什么
	13.2 每秒 token 数需要说明分子和分母
	13.3 FLOPs 公式从哪里来
	13.4 DDP 的 MFU 分子应与分母匹配
	13.5 profiler 能回答另一类问题
	13.6 benchmark 的全部默认开关
	本章来源


	第 14 章　参数估算与 scaling laws：逐单元核对
	14.1 先把 notebook 当成待验证的计算记录
	14.2 sizing：精确参数、近似 FLOPs 与假设时间
	14.2.1 参数与存储：单元 0—7
	14.2.2 FLOPs：单元 8—10
	14.2.3 历史速度与预算：单元 11—16

	14.3 scaling：参数口径中藏着的差异
	14.4 scaling 的 FLOPs 不计哪两项
	14.5 Approach 3：从固定预算推最优 N、D
	14.6 Approach 2：对表格作回归，不是重新训练模型
	14.7 练习：公式一致不等于问题一致
	本章来源


	第 15 章　小规模复现、故障定位与仓库的历史边界
	15.1 一条能在普通 CPU 上走完的路线
	15.2 四个完整程序各负责一件事
	15.3 真实输出怎样支持结论
	15.4 按失败发生的位置排查
	15.5 仓库外围文件也有工程含义
	15.6 能继续研究的边界
	本章来源


	参考资料索引
	第 1 章　沿一次训练看完整仓库
	第 2 章　字符与 BPE：三条数据准备流水线
	第 3 章　配置覆盖、类型检查与执行边界
	第 4 章　GPTConfig、参数规模与初始化
	第 5 章　逐层推导因果注意力、MLP 和残差
	第 6 章　权重共享、损失、预训练映射与上下文裁剪
	第 7 章　memmap 批次与下一 token 对齐
	第 8 章　训练主循环、梯度累积、混合精度与裁剪
	第 9 章　学习率、验证、checkpoint 与恢复
	第 10 章　单机多卡与跨节点 DDP 的状态约束
	第 11 章　生成接口：温度、top-k、提示和随机性
	第 12 章　微调与 GPT-2 基线：域差异如何影响比较
	第 13 章　benchmark、MFU 与吞吐口径
	第 14 章　参数估算与 scaling laws：逐单元核对
	第 15 章　小规模复现、故障定位与仓库的历史边界

	完整实验代码
	examples/check_notebooks.py
	examples/make_figures.py
	examples/tiny_pipeline.py
	examples/verify_mechanics.py


