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XAFTEZGE, M E UMM IKFFH AR, T8 5% kMR EREE
FOE, FHER—ERREY REKE, FrRESER. RN GPT, S—UClINaity, #Cmrar ik
BRI T 2R, FEUIIREE BB Y, DARR T IR AR

AL Andrej Karpathy [ Neural Networks: Zero to Hero %36, R SCHHRRLE RS
MK, ENRETEA, WARERIFENASCRHE SR, WREE, BITH R AL
SEIREE IR BRI,
CEEFIRRE RIS\ T E R B 77 BERAUREINS3R 5 & Microsoft Build 2023 f State of GPT il
1 GPT-2 (124M) EIFAE, RB—IFPIN. NIEATRIKBIT R, —PKIRSFARILE; b
TECRE T,

TEMEKREHTA

BRIER OB IRERR, MBI ATHER S Z 1IN AEL BCE notebook, JiH, LANE
BAGH LA E 7T Colab (3£ 186 NHIT) o HMRIRIEAH SARBE RN M ILE HRG

ARURARBUG AR IR e R 74, R REF FRIZ AR 1A kb 58, BRI, 183
R GRS SR, RUEHER T A2 EATIRIHAE H RN E 75 8, XA AL S RN A]
SCHIFLAITHERE, (HERS T “FradiTs” iRk,

BITERIZ SHIERZ

ALESE F21E Python 3.12.14, PyTorch 2.6.0+cpu. Linux CPU IREIZ T, EAERLAH H Ak
MURhF. i, TR ERN, BV S5ERATRERM —2, SLRAMHEIEEE, HEZRT
FefE FIRORS

ABRAIE CPU /PMERIZRE 58 GPT-2 124M HIEREE I, WA GPU AitE, BEREEE, /7MizX
NGRRAMBIERIINE, KX BRI, BAHES, AHIRIES MR THIRE DI,

FeE— RN, FIBITIERIS B, BRIGES— DRIl NERRIRRERE M.
KEREHERGEN,. BIRREHR WEEEM, DRI TEICE T4,
5. B5sEH5H

TESCAR B B S R AT RR A RS, e F S NI RC B, BREAHIBITAN, 4itER
IR BRSO RIS R, AREF B ET LA R BN T RN,
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MitEEZ GPT MITEEERI GPT: HEMNEHNRIEZS KK

KIKPAE 7734, B RRA TR RIE SO . JTHRAESRIYF A A IARERCEM MR RIS & ERTYF
AN EEIEE, 5=0IEEER, ERRIMEARI (G R DA B PR,

WEAL: BREM, B CFE, B RERY%,
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https://karpathy.ai/zero-to-hero.html
https://github.com/karpathy/nn-zero-to-hero
https://www.youtube.com/playlist?list=PLAqhIrjkxbuWI23v9cThsA9GvCAUhRvKZ

MItEEZE GPT

o7 A5 E Y

4

-,

RESBRRIIREKL

X EAZATRIRIAH N, FEXIDINIETTRRL AR 5 RIED 5,

IREM
1. micrograd

2. bigram
3. MLP

4. BE,. #MELS BatchNorm
5. FEKER MG
6. 2% WaveNet 57!

7. NERE GPT
8. GPT Tokenizer

BEENYER: S8 GPT-2 124M

BB State of GPT

HhFESREE S R

BERIREANO

BrhfiE

01-03

04-06

07-09

10-12

13-14

15-16

17-20

21-24

25-28

29-30

31

% B iR
WG HEEEIRTIZRE N2

UG M IS A — DA
S

W BT 330K, FIEMTEAY
Mk

IEESRELE, 2WIZRR
BEURMEE, 35 B
g R BT BRI

MAIACF-EE 2 ATIZR

Transformer

SR BPE, BRfRY) > 51T
h

FRRSEBRINZRSE I, LA E IS

HERENGR, ENGSEMTTE,
AT E S

BHHRERRUE PRI S 525K

- The spelled-out intro to neural networks and backpropagation: building micrograd

- The spelled-out intro to language modeling: building makemore

- Building makemore Part 2: MLP

- Building makemore Part 3: Activations & Gradients, BatchNorm

- Building makemore Part 4: Becoming a Backprop Ninja
- Building makemore Part 5: Building a WaveNet

- Let's build GPT: from scratch, in code, spelled out.

- State of GPT | BRK216HFS


https://www.youtube.com/watch?v=VMj-3S1tku0
https://www.youtube.com/watch?v=PaCmpygFfXo
https://www.youtube.com/watch?v=TCH_1BHY58I
https://www.youtube.com/watch?v=P6sfmUTpUmc
https://www.youtube.com/watch?v=q8SA3rM6ckI
https://www.youtube.com/watch?v=t3YJ5hKiMQ0
https://www.youtube.com/watch?v=kCc8FmEb1nY
https://www.youtube.com/watch?v=bZQun8Y4L2A

MItEEE GPT RESBRRIIREKL

- Let's build the GPT Tokenizer
- Let's reproduce GPT-2 (124M)
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https://www.youtube.com/watch?v=zduSFxRajkE
https://www.youtube.com/watch?v=l8pRSuU81PU

MitEEE GPT F1E SUSIHEE: EFEHFMBER LK

F15 SFHEHEE: BFEFEEEH
JLEX

MZR— DI 2/, "] PSR — DN RE: BRPREE T — P AHERE, BAZE 7T
K2 JEsmAR R RS A BE A R, X BB RIERDE, AIERIERZE D R
EIUNINEI R EZ

AEHARE, tEa NIk, LiSEEX, HIREMEM GPU, /02 RN HIIIMS, A%
IR IRAESE —PERTY notebook MIRREL, Z7r. HHEEMFI RS, AXEFHLES, 20
3%, [EERA notebook

1.1 M—1EEETTRIREFT G
WA z, WHZREE f(x):
flz) = 3z2 — 4z + 5.

KAz =3, 158120, XMERBALAIMERREIE, ARESIFRBAHGE R ¢ 2B, AT
MR B8 f(z), B8 f(z+ h)o HP 2 KIRNEAREN, PR Z ZRUMAZ 2,

SRR

f(z+h) — f(z)
- :

2T, 7372 62h + 3h% — 4k, FTLARZE 62 — 4 + 3he 1L AT 0, FIN 62 — 4, X2
S f(x)e =34, SRR 14 fEx=2/34, FEZO, JF—PERAUAZIL)REFH,
XA BT O R EL, et ME R — Rk T SR AT REX B AR L - HE A
H,

def f(x):
return 3*x*x - 4*x + 5
x, h=3.0, le-6
slope = (f(x + h) - f(x)) / h

XAEFRARTAIZE Y. ERTRERERRNEERT, RITRE M HEE A EE s TRR. 2
B EEAN, HEZGBERANEIE; RS DB EARA 1 E,
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https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_first_half_roughly.ipynb

MitEEE GPT F1E SUSIHEE: EFEHFMBER LK

ML b BUNEEE? HHRENREFRR A RS EE. WOU LSRR S ERR, 2ZEE8ET. h
KK, RHBELILPIANE; p AN, & NREHEREBR, AHRVNUE MM Python XU B
PyTorch float64, FEH M 106 ZEGITIGERE, AR NP K4 IESFTH R &,

BRI IR O

Py FEEN @),

HRBURIECHE, A RIFHRIERIEE, BMNREBEIFZESH O(h) BEN O(h?). EMEER
R%E, WAEESERRIE ReLU # sUXFERI AR Al SO E,

1.2 ZPMEN: 8R25—1

MEREFSRd=ab+c Fa=2b=-3,c=10H, d=4. X% a PIEHRED, c F2Z, 55
S5

oa_
da

od . ad

b:—3, %—a— 5 %—

1.
e W AREEERA, HAREAENEE, X SEm A A RaE (-3,2,1), MEE, 85
S EAEE AR QB0 MR, B RSz D,

R DREETR L =df, Ho f= -2, T2 L= -8 RXEMARE L[ FEh&&hmtinsy; 2%
EABRFIRIR, BMER =

a=2
grad =6
e=axb
value = -6
b=-3 d=e+c
grad =-4 value =4
L=dxf
value = -8
=-2
grad =4

EIEAETSLID AR B e BIEH o,b, B L 20F d, fo ERAMTINE, BFEa]AETEH, 2
— R ERHTTA TR R IR I B R AN REFREMEH 5 Co
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MitEEZ GPT F1E SUSIHEE: EFEHFMBER LK

1.3 iEIUENZ— S R ER SR AN

S WA SRR L = df. B f, d SWIN—5, A% fE0A%, Wit oL/od = —2,
M, OL/0f = d = 4.

PR 2, d=e+co et dIRIMIIE 1, 4 LIOIIE 2, WESEER, e I ML
1x (—2) = —2, HLEFEREN:

oL _oroa
de  dd e’

iE, e=ab, RESSER b= -3 M a =2, F’ECLKEIN OL/0e = -2, 55

Rl A& MRALmHEIS
a 2 6
b -3 -4
c 10 -2
e=ab 6 2
d=e+c 4 2
f 2 4
L=df 8 1

BRI —{TH 13kA OL/OL = 1, BRIAIHERE R, SN SREFIHEZIRBIN Oe/0a MRS
B — 1R L grad FoREREHRN BRI SE; RELIN A ST D RS A R .

[ XN, EZEMHEM, I g = abla + b), a RIETIEMTEMRRIZTILER, <

u=ab,v=a+b,q=uv, N

g dq
%—vb—ku, %—vawLu.

fEa=—-2,b=3%, u=—6,v=1, &RHN -3 -8, BWEM—FKHTEHIME. T—EEF5%E
I, XAPEEEER AT B +=,

LA BEEERBAR, FREEESKER
EERRRIN L, RERARY 6, FIRNER N, AN

Opew = 60 — VL.
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WD, L0+ AG) ~ L(0) + VL - A6, XA A = —nVL, BIELN —p| VL2 HEHE
FRFRBGE, X MES IR R AP TR A,

TREE notebook ARG —BUH IEREEE 7T AIREE, ARSI R, AR5 5 T B MR AR
AESHAMNE, B PEZRENEAZ, DACPTRIATE, SUYIAHEEZEE, FrEERRA
A,

1.5 Bt BE R 2L Wi

FETEAR H 00T

source ga/environment/env.sh
python examples/partl/scalar_engine.py

XERABAETIBITH/NES, SEEEILRTE qa/partl/scalar.loge B T L = (ab + c) f BITUMHEIA
FH, BRPOESTIREN 1.497e-09; XELIAILER 10-8 1IRZE LR/, 1RE LREMIAZM,
IREZIXVGSATHINN, A EIRIE,

HIE5ME

el fRFFa = 2,b=—3,c=10, f = -2, R pHiMm0.001, MR, Wl LOEE, 2
N ERIRER b B, BRE —4 x 0.001 = —0.004; XEREOT B p 1GGFElE, BTN
plix [

B 77 micrograd £5 > 5 —# 0 R
f(a,b,c) = —a® +sin(3b) — 1/c + b*° — a*®

RIGHTIEIE, FFEEERRIMZ RISy NABSEBUE SUSH a > 0,b > 0,¢ # 0, BFXRN

1 1
(_3a2__2vr” 3 cos(3b) + 2.5b'7, —5>.

a Cc

1£ (2, 3,4) &, 75lli2 —12.3535533906,10.2569902711,0.0625, /= sin(3b) K23k HHI K F4L
—1/c RFIENIE, TEEAIBITHRE /2 examples/partl/micrograd_exercises.py, 2PAR—1
h = 10"° R&EMZES) &% A O, M TEREREABUREMSMN, EJ5%:>] Colab
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https://colab.research.google.com/drive/1FPTx1RXtBfc4MaTkf7viZZD4U2F9gtKN?usp=sharing

MitEEE GPT F1E SUSIHEE: EFEHFMBER LK

RESBF

IESCHAESS — M) MIT notebook HIEIEUATLME, FEIEIRLH
73c3fcc741f0ec104ca850b1fbodfI0e7e8dscde; /5t notebook FFkEE M FEIHREIFEATE, B
RS CEUS R 4G notebook IR IZAT . MUATHIAR Y17 RIB A TIamEIRgs, AREREUF 7 ERE
o FEEMR ISR RIEF MIT AR {Z1E examples/part1/NOTICE. txt,
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https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_second_half_roughly.ipynb

MitEEZ GPT $28 BFHRrEEHESEZE

F28 SUHiRMAEESIE

FEARIEEAHE, WHREBRUERAAEET RIET, MORMERIEEBRIZEINTE FPFER
vh: eI, DAN SR E R R S B AR, SR RIK, B —FEE R
O

X—EM 5L Z examples/partl/scalar_engine.py, EfESEMFEN value %it, FIRBHRHMNZ T
HE RAEEITRN, FRET MK micrograd JRERFEFE I, AR

2.1 — M HEREREFMTA

HIE float HRFEUIE, Value JELRTFE grad, R R — D IRIA R

class Value:
def init (self, data, children=(), op=""):
self.data = float(data)
self.grad = 0.0
self.parents = tuple(children)
self.op = op
self. backward = lambda: None

data ZHIIAIE; grad BRZ&hRE HAAN HATEAT S, parents (RIFAIAN RZA L, AEERRIFENIHY
BlE, SNTCECHEIXEIR— MR op T EEEFIFIL, HATHRARBX N . M RIRE
Lipas, REREE N A B,

Python ) __add__ il a+b BEQIE—/NETHY value, XIRIAHBLRME, SUENKE, EEIE—HR:

def add (self, other):
other = self.wrap(other)
out = Value(self.data + other.data, (self, other), '+')
def backward():
self.grad += out.grad
other.grad += out.grad
out. backward = backward
return out

IELERE self. other. out K5I, METAMIIERETIFENT, ENBMEMPITRSERE: 2
out.grad JBHIERINEIRA BAMERIEE, wrap @B K value, (F a+2 5 a+b R

4
o
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https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_second_half_roughly.ipynb

MitEEZ GPT $28 BFHRrEEHESEZE

FIRRHEAUNANR : 4072 I 0RO AT AIE, SOSRM —FE, AP IX M MER 7 2 RET
Zha,b, BILERAINVMER (data, LERAIKEEESRTAEA —SEE, RER I ER BN R
HfE, FIEREfERERRE, BRSH,

2.2 At asEEEkab v g m

% a=Value(3), T b=a+a. &F L b= 2a, FTLLdb/da = 2, MIEMAIELE self Hl other PRSI
—PMRR, F—5+=1, BEEEM, 582, H8URE =, FoAZSBRE 5, REHRE L

Pl [ ) REE AR R RN, RORAT2 A ARIATE: — D R R AT —; TR
fEFE RN R BTN R, IREME SRR RIFAZEM ava FE D SHETRK, KM
FINETRE A E . BATHICARE AN, W 5SNHEEV IEEE iR, micrograd 5/%
[#] 7 A

FEHEHER D XE g = (ab)(a + b) H, WIREFIEMREEZEZHMAIT o B EFFTHR, R
BR. BIHIEHEEMITF.

2.3 $hMHEFRRIERURST, BiEf%

BT R — DT R, e ERTA R, FHEE CBAIR, SIREMHFERZER, TR
R FOdRiE, shigiRERmM-1:

order, seen = [], set()
def visit(v):
if v in seen:
return
seen.add(v)
for parent in v.parents:
visit(parent)
order.append(v)
visit(loss)

for v in order:
v.grad = 0.0
loss.grad = 1.0
for v in reversed(order)
v. backward()

RGP RPN R, RO, SRR MBI 2 A AR, P9/
BAHHET 231, BTN, FOBECENT. WE V, M. B, KRB0, SXUapi e
RIUE O(V, + B,). X R g X A0S R 2 A,

XOYBASELBBIIE, ERKIRE Python BIHRERS]; & MREFDE Python X5, MAFEDR
REWNF, CEAEERE, NEGHRINGLIRARRMLE,
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https://github.com/karpathy/micrograd/blob/7bc720e951fe422b8f8814aa5aa1b64121d26b4c/micrograd/engine.py
https://github.com/karpathy/micrograd/blob/7bc720e951fe422b8f8814aa5aa1b64121d26b4c/micrograd/engine.py

MitEEZ GPT $28 BFHRrEEHESEZE

A/~ API ZR2007 . IREEA micrograd FRETNXTE backward () FFLTEREANE, IZIEIATE T
BT SEHE, A BERXESRE AR, R —EESEANR2ERR—-PMER, A
B, IXMERER) A E S FE A, (AL ERE TR B IR FIESNIX backward () KIS A
I, JET#LH PyTorch I, ZEEHTESF PyTorch RIEBMITHN,

2.4 AHLERN, ASHESER

LHEHT RO Y, WEIRIBEEN g = OL/0y. B MR ATRSA L MR E :

izH RNSEIR S FHWAIE
y=2z" kzt1g RIASTRF R B B IECE
Sk
y=expzx yg KK z 2T
=logx g/ z>0
y =tanhz (1-y?g HESE =1 WBAER/N
y = max(0, z) g# x>0, w0 1E£0 Fr]S, AREEEC0

IBIEPT DAS N g, BRILAT UG Rl AT — IR, RIS EEH—EMIRSPE,  radd
_ormul_ BB 24x 2%x; _ rtruediv_ AbEE 2/x, Python fY sum ERIANMEEEL O TG, anSR&E RIAhN
1%, BN—4 value N,

RREMEER

e _1

tanhz =
e +1

TR 2 u = e, Wdy/du=2/(u+1)? du/de =2u, Fbhdy/de = 4u/(u+1)%
TIiH, 1=y = (w4 1) = (u = 1)%)/(u+1)* = du/(u + 1)% FIRHREIRNAR, SH
HF,

XA, B N ESREEANH DL B E i/ NE F 181, ATLAE tanh 24— SR EE
MRS IA AR, BTN, SERRSEELAH math. tanh, TIAEZMEH EERFERARK, DRKEHSTE
exp(2*x) fiith, AREGHES, FREHEBIESIBT.

2.5 —4HEEHMH B iRV

PG ER N ST HEIERTS, RIEATRENIAH. AP0 58S B E, K= R, 2R,
HEHEAMaEHE:
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MitEEZ GPT $28 BFHRrEEHESEZE

source qa/environment/env.sh
python examples/partl/scalar_engine.py
python examples/partl/language lab.py

BI— DA x+x+x*x £ ¢ = 3 WBEN 8, EERIAIN 8; &0 70 IFMIEEE N (-3, —8); Mt
BIRE tanh 5PN E—MEAER DN ERE B P AR EERS PyTorch
floate4, MILRTFEMEREEELE 1012 BEN—E

] DLEFAZON BCAHEZERY SR S8, ARPBEFRAY PyTorch 2.6 CPU tanh_backward kernel 785K
TP R SO RS ABRE R DA— i 1777, WalRIX B g(1 — o). JEEIRI2EBL 53 IRAN ) Ak RS 1 5%
LR — RN = 308 S A RITK R 2R BN ROy C++ T s,

BEfRE, FLHES, 5P EIMD RGO = DA REBERERIE, BE e REA AR, Kl

BAFERI RG], IAZTIRE T = &M += FERTUR, BIABUAN 2 228K 1, mMAEREX TR
el “/NDEm”

2.6 EA%3): ik Value ZiF5r 3%k

77 micrograd ZR3 5 AL NMT S 2 = (0,3, —2,1), IHENZET softmax 5 EIHEE, FXTIE
AN 3 ORI 2, softmax HYTERERRIRIESS 6 &, Xt E Y — Al aRIAA:

e%

Z?:o e’

pi = L = —logps.

SORAESS TIF, FTEFRE, BEE. BREA RIAIE. BUL. 15800 ERAHATNANE
o, IERRERIA R RN @ 0 A B IREE R, fair S it B SRR, HoAth = MR A
HeRE, AR TEIX D AR R A AT ER 12 Ee log FIRIATIRASE out.grad / x, exp 5& exp(x) *
out.grad, WFHHEBEZE N,

JZ17 python examples/partl/micrograd exercises.py, EHIHIAIIRAZN 2.175515362617, 16
FRARFZI N (0.041772571, 0.839024507, 0.005653303, -0.886450381), IERHSHIAIERREE AT,
FEIE RRERAR S BT, HMERIREENIE, EfSEREN. WAKEH PyTorch 28 M AZN
8, R HESE qa/partl/micrograd exercises.log, AEHAVYE H NG BB R E KT

Ho

FFERR: ZBFTAFT IR —DHE, BEREEI? 8 erite = ece® AR T OB, AHRFHE, BXR
B, BREHRE softmax FIKYE, R T M BRI MR,
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https://github.com/pytorch/pytorch/blob/v2.6.0/aten/src/ATen/native/cpu/BinaryOpsKernel.cpp
https://github.com/pytorch/pytorch/blob/v2.6.0/aten/src/ATen/native/cpu/BinaryOpsKernel.cpp

MitEEZ GPT $28 BFHRrEEHESEZE

KESEMBF

AREEXS N B — AT notebook Y value, FT. backward, #FMERF. H=E AKX, PG
notebook HIZEY &, tanh 73#H1 PyTorch X &, A7 notebook; E774>, A5|[EK—rF
B, NIFkE . BNRARE. SRE. JHTHITEAE R E A A S, PR e DS
FRAEZE, A EIREARIINI RS 45 BE e B SN,
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https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_first_half_roughly.ipynb
https://colab.research.google.com/drive/1FPTx1RXtBfc4MaTkf7viZZD4U2F9gtKN?usp=sharing

MitEEZ GPT F3E HWEFERITN

F3IF iLHBFE=TN

HERFIEAZEHCHIEN 20 “FER" o BRITEHTFEE B, B RIRENINE =F
I DUE, g R EIBITRF. REE, WS, STHUKICRERZ DA, HWEREM T
TR SR,

3.1 M5t HSHBIIRKF

WMAMEz = (21,...,2q) A d T, NEw=(w,...,wg) SEFEK, REp 2D —DHZE
gt

d
n= Z w;z; + b, o = tanh(n).
=1

RO P R A AR BB, (RS PRSI, tanh R ABREIZE 1 50 1 20, J65 \IRLRIE,
WA RIS, T (2W1 + b)) Wa + by = 2(WiWs) + (bW + by), ZEIRESH
KB AR BE B RR RS,

HH IR R ZETTRfl: 21 = 2,29 = 0,w; = —3,wy = 1,b ~ 6.881373587, T/&
n ~ 0.881373587, o~ 0.707106781, JHEBSE 1 — 02 = 0.5, MEIHIEEE 1 EEE, 152
0o 0o Oo

= - 0. :1 _— -0.0 = _— =
I 0.5 ) an T2 0.5 07 ob

0.5.
8’!1)1

FEM A ER R SER, do/0r1 = w1 x 0.5 = —1.5, Jo/dzy = wy x 0.5 = 0.5, W/Ieikkm
th, DARENTHINERIRRIAN, X B AR 0.5; INECIREIRE — PR 2 AR RIS, X
xRS TFEh g m AR IR 1, P2 A F R S A R B

BoAERBENT, FHNRZ—FKIERNE - DRANT, XAFRBEKIZERAEN, #t—&KIdx
ERLATREWCEIREEE ., IRRE AR TT S

3.2 M—THERE—F, BEIMLP

—REEZ MG Bzt A, BESAEMINSE. MAREN 3, —BEF 41D
#eon, MR KE 4 B91%, HUERS MR, BREHRSL,
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https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_first_half_roughly.ipynb

MitEEZ GPT F3E HWEFERITN

Input Layer 1 Layer 2 Output
3 scalars 4 tanh neurons 4 tanh neurons 1 tanh neuron

MLP /& multilayer perceptron, RIZ/ZEHRIM. A4 MLP([3,4,4,1]1) RIZEEER AT DUEREUHK,
B—BEMEITE 3ME, 1 MEE, H48+1) =16 12%; FEHE44+1) =201 &
)El“‘)%’(;lsz 1(4 + 1) = 5 /I\, Aﬁml\;i\: 4‘10

class Neuron:
def call (self, x):
if len(x) != len(self.w):
raise ValueError('Input width mismatch')
return sum((w*v for w, v in zip(self.w, x)), self.b).tanh()

MAREREZABRINEIPIHE, zip REBERIFIRG RN R, MEERERE, e Al sEH
ERE A 75— N NRIHRBRGKIREISIFR, WA — MLt R BITRMNR AR E
MIfRER L, e RE, HAERRERE - MMEIT, RKEEECHE SRR R,

parameters () KifE, B PMHETTHIPERN fwERE-T K — IR, AGRAHEEATERL NS LR T
B, AFCENBEZSENRE, ENRAUZRE value U5 H, TREFTE —EMHREBEINR, &
NRISHIEE PSE SN A

33A—THRE “TNRSE"

ARSI REEEF notebook MIPYA=HEMIAS HAR 1, -1, —1, 1 W& § ZANA g, HEN s,
PARBCT T R ZEZ

4
L= (4 —v)*
i=1

I EIE R A AR SET, FFIERORIRERZ T E 2, X — P IEN SEOE 2(g; — v;), PrPAR
ORI B e TR, fw/ NN, 2D EAREHR B2 SRS REANE DL, &E
FNE[F—METT

IXISAT DA HH e BRI, RS EOMER T 2812, (HEIRRSZE R, 2N Graphviz T H L
DIRlIEY s, EASMNMUEERER., BEE/NT S, HER data 5 grad, EEBEAKER, 25K
S, LR ABANEFE MR EIIE RS &, A ST ENSRARENNTE,
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MitEEZ GPT F3E HWEFERITN

FITRE 2T 5 OEMET MERAR, HEXESOVIHE, R DR IE RSN,
BRSNS, JERHURIIAZTT, AN RES "N

3.4 OPEF, S5—iPEcita

for step in range(100):
loss = sum((model(x)[0] - y)**2 for x, y in zip(xs, ys))
loss.backward()
for parameter in model.parameters():
parameter.data -= 0.05 * parameter.grad

ARG EXAE backward WIEZRNAREE, FrlA EEASINES; [ERIRRESIEERN, MAE
loss.backward () RIfEMMALT p.grad=0.0, FPHECEFATAMIE, FASHELKE, [HE LEBEM
FEA BRI,

JeliE, 1S HSATEIARS, EES BB, RE AR, RGEHSH. XUP
RFAEFEILNS, ERESDEG 4. BEHFAEERAZA, SiE—ERA5IERAFRNSH
He, WEREERAZE, RACNEFOBERE, STEE, WIAMRS X oERE &,
HRECAEZET,

TERENIRIaa M b, AEIEFBMEITAINIL, B8 AU SRS R R 72 2R R BN AR EIX D
ST, el EIERESEE, H—EMEE. UUADEMFIEAS R A NXNEER, KRR
IEATREB BRI N FEIE, WESR — NFRERX -, FOARFREYAE ST T &t AR
Ko ASLIHEH random.Random(42) ARSI A IINE, (RENZE,

3.5 R/ ERSERFIENSE

\

JZ1T python examples/partl/scalar_engine.py, A4¥5E Python 3.12.14 FYSEPRICSKAN T :

1B SR

2R 41

AT 2= 2 A 5.278844

100 (REHT G FIT R ZEZH 0.010930

e S UL 0.9653, -0.9375, -0.9562, 0.9376

IXERCFUER, XA BRI A] DB SRR S S 54T, A IR 2 E 1 a] 4 R,
NEA IR, FHZERT tanh, ARMANGHASBEET £, N7 ESREERTIXEH
bR, TS Al REFR B RAUAENE, IR BRI, 52 284E55 H logits FIZE XM, KA EAIE
F i L R
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QUERIURIAE PR, JolElE— MBI R Zillgk, EDBREARMLIEA T, UeHERE, SHEGIK
BB, SEERRE LR AEMFES R, ANEZEIINTR M 268 5 IR,

3.6 notebook 55 micrograd EH{+AFRFE

BAE/EF notebook ] tanh #ETTHIPY R IR ZETHIR, 7 micrograd ZE N2 Module B3,
zero grad. [EjE ReLU 5&MHiHE, BM demo notebook i F M T — 4EBERFI AR MRS :

1
Lda,ta. = E E maX(O, 1-— yisz’)7 L= Ldata ta Z 0?
- J

XHEm BREAR, y; € {-1,1}, s BE&MEHOE, o BIENMSRE, HEFHEGERE yis; > 1
I, EFEARIERRE T, ENTIEEEE 200;, SENSEEZSE/D,

demo IR AR SRAE ZEF 18, RF AR RS U 70 B8 D BRSO 5 RS ] A1 4 A PR AR B 73
TR YRR R BN T2 /05%, MESRELMMR, ARRAEFHRENIZ demo KA illZk
SEIR, AT AOEUE SR B BRI A Y RUSE R

HISHE

W R BRI NETE, SERRE? MMEIN 36, RIF—BER
2(4+1) =10, f3t 46, EFRGHEMBIRRALE, FHENEBBILEE,

T BN, A, R ERLSIRSER R Z e 2N iR, IS Bahikefls Tis? &
WEETRE NS, WDMHEITERBAARIE, 5B eSS rNE, 2 “FLER
HE” HAKKKGE,

fhF = SRS EE R, 100 B, BIRENSKRSERT DUER 72K, ([EMRARMKE, X
REIXT “RERT” 5 “HIEF" .

REST—D

ARESEREE = B U5 notebook FIMEETT, 2. MLP, SEURE, MR, JIGS5mET; 5
BEEE ERRA micrograd [ engine.py. nn.py. MliF] demo, fRFESCEIZESR, # FRIAZE ‘M
WK, BREE. EET OXADEIA, (BEURTR TR, MR AR, FrES R RK R,
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https://github.com/karpathy/micrograd/blob/7bc720e951fe422b8f8814aa5aa1b64121d26b4c/micrograd/nn.py
https://github.com/karpathy/micrograd/blob/7bc720e951fe422b8f8814aa5aa1b64121d26b4c/demo.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_second_half_roughly.ipynb

MitEEZ GPT F4E BH

F4E BBRFENFHHE

«\Ejz

A
el
iy

5
W

BUE BT —HE 7 (8, T B U R ADE IS5, R R TS X, RS —
ARG CETEIXATE, T EAAR A7 X NREEIR, MR
BHT,

IXAIZ AN TR FE R A A 75 Y B[R4 i, AR EE SR A B RY bigram B Bl R — DA,
HEHT— D5, bigram fEHM MESTTRHARNWAE, KHENNITTRAZTFAF. iR bigram

notebook

4.1 53X fFfa, ZFFCRARMTA

RREEHRE T2 — 47, W read().splitlines() fFEIFFHRIIR, SeBEBH TR B BEM
BREKKE, BEVFRER, XIS RENMARAGE: AIRAZT. RAINFRAR FRRfig ok 2lm)
T, H#RELHE— KRR B AR A S AR IX HE AL

AP EERRA names.txt H 32,033 17, REKE 2, &K 15, RE/N5HXTR, #% “BM4
FHIFRTEIN—IREGERIM g8it, 228,146 MNZExf, ME—FFFER 29,494 1, RIHIX O X H-1F
HEEXLT., FHHARNSERS X SHA-256 fR-{F1E qa/partl/names stats.json,

XA EEHLRPEHEEIREY) Y. BT 0] IEBIRERIDRKES, HERSTIFRATRE
PAEMNZRFIIAMNIL, i3 al B2 MR WS 47, NigFrrRadiat)sr, mrRiticsig

SERMPRE U ST A iz . AR EEBITHY 40 2/ MEAZ G S RINNIESE, N B AR

4 S

4.2 AR FLKEBRATNISR

H a-b, boa IXFERINERELRS, BALNADEMNITM, HANDEMNEEHR, M42T aba, M1 EEIERC

JFfRE

4

.aba.
KONGRS sa, asb, boa, a-.. KEN 3 BB TFE 4 DG, BJF— NIRRT,
BIRFEETE AR, SNEARAEIEESIES,

R <s> 5 <> NMRIE, BERSHARE— RS .o 1E bigram #, EIATT A TRZ/EN S R17
¥, SFFATEEN T DT, AFFUERTLHTI. XENRSZEH token, NEFFFHRE
HIEHBbR R HRGBIEE SRS, NAIMRE — PS5 EEFIHREER 1D,
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https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part1_bigrams.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part1_bigrams.ipynb
https://github.com/karpathy/makemore/blob/988aa59e4d8fefa526d06f3b453ad116258398d4/names.txt

MitEEZ GPT F48 BEFERFR

?
T
X%

iR

4
hal
4

B A VBT LR, e, WBUREE A AT, X —HhE;
REITHIE, ©OTTRESE D R, RV, ROEVERAMIIESE, TR2M, I
URIREH, T RER .

4.3 F1F ID Etthit, FEREIHIE

7 R R IR, HRANEA Vo RSN 0, HMFRM 14!

chars = sorted(set(''.join(words)))

stoi = {char: i + 1 for i, char in enumerate(chars)}
stoi['.'] = 0O

itos = {i: char for char, i in stoi.items()}

V = len(stoi)

stoi /2 string-to-index, itos H THEIEERMEMHEEIFRF, AP RIER —FrFEETEARRIZ 1T A IR
o WEEIEN V = 27, AP/NERARE . ,a,b,dn,v, AV = 6. REMMARITE vV,
RAEER SRS 27,

G 2 tegS 1R, AR NPT EA HpEMENE, ID U TER, BB K — N ESH
ANFHE, 2ANEIAGE ZRINEER; 55 6 ERIFEMLERM one-hot SERHFRIX MR,

4.4 FHMFEFCRVEE—GF

JeM TR A Z IIAZ R :

counts = {}
for word in words:
seq = ['.'] + list(word) + ['."']
for left, right in zip(seq, seq[l:]):
pair = (left, right)
counts[pair] = counts.get(pair, 0) + 1

zip(seq,seq[1:]) EFEFPAIFIHEIT—ISHIFIIECN . KIE n + 2 BKAFFIIET A n + 1M T80
FRHES B, T DUR RIS & i Mo A W AE TR R N FRAckBlG2, ©2
HSHWHEHRRZ,

FHBGSIEAR (V, V) B5KkE N, X Ny BEFTFRFID 4. D547 ID O j BIHBLREL:

N = torch.zeros((V, V), dtype=torch.int64)
for left, right in pairs:
N[stoi[left], stoi[right]] += 1
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FHER RN, B RN T BRI AT, B RS, imshow JE FRAE RS HI T
FERFIE Y, REIRIN A LR 77 16 5 T 0P .

Observed transition counts Add-one transition probabilities
0 0 0 0 0 012 012 012 012
a 0 - 0 0 020 020 010 0.10
2 b 0 0 0 0 0 014 014 014 014
()
-
3d 0 0 0 0 0 014 014 014 014
nd{d o 0 0 0 0 0 n-4 017 o017 017 017 017 017
v{ o 0 0 0 0 0 v4 017 017 017 017 017 017
T
a b d n % a b d n v
next next

IXSKIEEH] aba, ada NPNAF, (EERFPNERBRIINTFAIAR, RHMNFIHTENE, FHTEZET
AR, RSN 4+ 4 =8, BATHN TR 2, B-FIRHERN 2, FH
BN TIRIEITGE, SRR,

torch.Tensor A DABREA T AARFI BRI 2 480, (HIBRINIEER 0BRSS Bk S, AEITEL
By, SRR ARG BRSO, TRERDY “FEME PR AT SRR
e, BEOHER SR LR,

4.5 REIREREER—D

HEERCEMNEUERI TEE, [H—17 [0,10,30,...1 A NEMR, T-B2XEETRUITH, 52
“BENFTFR, TR IR R ERREMER TR, TPl ana 1 ava JETHIRY
a1 a 1 bigram BXR7E2 1, BICERIEE R n 280 v 28~ —2HI,

HISHE

*NFEM: M aba, ada FHIEFEMH, BREN[.,al=2, N[a,bl=1, N[b,al=1, N[a,d]=1, N[d,al=1,
Nla,.1=2, afTRIN 4, HAFEFTFR a EAZFHEEMEN BN RR &; XEED a 88
—NEdk, BFEERRT.

KhFeE: MHFEERATREAE? USRS 8 22K 6, RIS RAR . 404 BN b
BRAT AR I TCRRIAST, 1A R RREA,

‘B 77 bigram EO1 ZHM A B NFR/F, W = NErF; SHEERTRESZMT, BES IEN
SERCE R, M ID 4, j ATDAGRRSAL iV + j, FRbAE v2 # BN, 8fE v N aletkt, SRR
V3 &,
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MitEEZ GPT F48 EBEFERFHTHRE

4
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RESET

AFEE bigram notebook SRR, FIHIHEL. Hip. HR. BEGERME. nI LA EbRidkb
M, BdREIRS SR E IR S, HAES I README WUREARTIEAUE S, 588/ N Il
examples/partl/language lab.py Y dataset. count model, FIEFRF. FEARFIFEALAN FERLE TR S
FREARRA
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MitEEZ GPT £58 MITHISEIR. REMBK

F55F MITHEHMEER, ReEMHx

—oRIHEGER AT AR P, AT DARIRA R, WU, S0 4AT¥F, &F M7 0 m; ARl
i, AT — DT, EHEEIEEREHTR S AT WAREI =R —aRBeR R, XA
T BRI

5.1 §—{THM)I—%
éNﬁ%%@Wﬁ,NFZZth%%iﬁEﬁoAEAf>O ENX

Nij
N;

Pjj=Pxy1 =7z =1) =

t BFIINLE, i,5€{0,...,V — 1}0 BAFOR ORI FIFRET o S1THMRAN 1,
HARENEMERINN 1o X aba, ada, HETFATE a i, JRHZETHRTHMEN 2/4 =05, ZbHd
FIBERSN 1/40

Je TR AR A 2 B

p = N[O].to(torch.float64)
p=p/ p.sum()
YRR
P = N.to(torch.float64)
P =P / P.sum(dim=1, keepdim=True)

dim=1 RN 4k, WRLZEITNIRKRM, keepdim=True CREFEEN 1 S —4E, RN
(V,1)e B—ATHIFE DBty RENZITR A S,

52 BA =B RARSRFEE

GUIR 245 keepdim=True, 1TFIRIARZERNK (V). JTHEMRAIDNTT, EMET (1,V), TREF jI=
BROAZS § ™MTM, IXEHEEIRTT, EOWEFEZIFE, HE X4 T, PyTorch 2.6 ) #EHLNI

1BF%k R SCFRER
B R (V,v) FAT D HHITAT
sum(1, keepdim=True) (V,1) FTRRDLE DAY R
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https://docs.pytorch.org/docs/2.6/notes/broadcasting.html

MitEEZ GPT E58 MITHHREIER, REMRK

1RIEE R SRR ER

sun(1) v,) EXFEG], PR
Hit, BRREEEER SRR E:

assert torch.allclose(P.sum(dim=1), torch.ones(V, dtype=P.dtype))
assert torch.isfinite(P).all()
assert (P >= 0).all()

A4 language lab.py BEIHE T — 06/ keepdim FEEIREE R, WIS EITMAEN 1, M L
BRIET )T RRER, FEME N 2S Bz b BB R B A B

5.3 MEtRHtF, At AaZHMENERERSE

torch.multinomial(p,1) FZIEFALEI— DA ID, X EAMEAY, IR IS BIH A B 5L
5, HHRESMENARZE RO, RERLTLEE—, E05ER, EH SR IE, &8
NIRRT G NE I —EAER, PyTorch 2.6 multinomial X A4JERY

g = torch.Generator().manual seed(42)
current = 0
result = []
for _in range(100):
current = torch.multinomial(P[current], 1, generator=g).item()
if current ==
break
result.append(itos[current])
else:
raise RuntimeError('Generation reached the safety length limit')

MESGETT 0 JF4R, ZERR 0 {1k, IXEGAERN 7 KRERY; ERERREEAIERPBITEA, FT
RARIA LS T RERS, A BRR, NAARbRICHENT, AREFLE =K B ARG,

B Generator, ZUHIHESRITHFEERTINS. HERGDEFTITREH OVEFM 714, A
REREMEFE T BTN TEHKE, NEREXARE, ¥ PyTorch A, R&EmHE
%, TRELUER T RIEZR T,

QERAERHATERSEI S 0 A, BRI IER AT, HARBIRF NN, X DELRER )
X7r “RAEMEPAER” M1 BAURSIEEAH TEEE” .

5.4 [EDEBIET R

A LB RRITARAT A A R AR, ERE R 7ME R E E A ELRR TR 7 2/ 0%,
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https://github.com/pytorch/pytorch/blob/v2.6.0/torch/_torch_docs.py

MitEEZ GPT E58 MITHHREIER, REMRK

B\ aba Hfll, EIERLEHITOMS, £ bigram % T2
P(abats %) = P(a |.)P(b | a)P(a | b)P(.| a).

B AR AR AT AT 2iId 2%, bigram FRE— M FRHRE ML, XRERIE,
MR R S H A — AT

P2/ MERMBRE 2 N, HAMEI . MNEGURIEZNE, HREAMF, E8IEHREER SN
r=1,..., M, HIFIFRN €, BIJGUN yr, FEIGOTEURE N

53
L=—— logh, ,.
M r=1

ORT FEIEEYEREDE, HECNFRBERIE XA RCRINER; T SR EARE RN BREA
M BEARFREAR BRI RS LR, XA BN, BRI E nats/FAFHiMl, Z5RAFHE — X7
S

AR IEFR IR 1, XIS 0; #E%8 1/2 IN2970 0.693; #2 1/100 N2k 4.605, EXE T
B EHHERE AR, AR DRI DR 1)V, FEBRGEG N log Ve Xt 27 DEALH
3.296, XM/NINEANLAIN 1.792; i TiRR, LA T,

5.5 SMIRFFAAIEE: MEFF

JFAETH RO BRSNS R T, —BPFHRHIE, —log0 = +oo. MEATHA BN, EIH—{LH
% 0/0, —RifE BEANKUR LA B INIER o

_ N;j + a
7 Ni+aV’

P;

a =1 Min—FE, CEBITOMALIS nfmink, JCHEWMEHER/DIT. BA S RET 22
5190, BURFEERATZENEN, KN o AT ESHE N,

P = N.to(torch.float64) + alpha
P /= P.sum(dim=1, keepdim=True)

AR RERIET, BARNEFREE TR, DAMNEWEHIREEE—HOHER, RKPRFER. 40
MR b, REEIIIZGER KRS N 0.915590, fI—/G+2 0.998357, IR AT &
B, BEMGENSIERM, EERIEE, MmN ES TSR,

(MR N; > 0 (ZTU T, WiF LM Ny /N, REKBAGL? BH% > p; =17
NTEF A, fEAfe Y Niglogp; + M(X;pj — 1), & pj K3 Nij/p;+ A = 0, Fibl

p; = —Nij/Ao RAIFIE A = —N;, F2p; = N/ Nio FHRGRIEHRALFARE; KER
TARE M7
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MITEEZR GPT B55  MITHEEIEER, REMRK

HIS5ER

Khzel: A 6 DI AT A B, —VFRAS I RIEHZOHR? HRE
1/(446) = 0.1, HEIRATFEIHERDN 3/10, FH2 2/4

‘B 77 bigram E02, E03 ZSelInilZk, ik, MIA%, MIEEFEEE, 89 BBt
B, JoHH RN RIERARIE o, WIXEEIEREE 254 HTHRE; AR EodfE 2
i b, FRPRAE B HIERITA,

KE5B1TIAF

AEEF bigram notebook WJFEAT/ A, BENUIMEE. |HEIRR. 2RIA—k. k. PR 5FEHE.
notebook fRHE TR ANIBITIRIE, i IREIWA T 72 BEMMERT; AP AT T 31T AR R,
B ETE language lab.py, 5EF¥HELE ga/partl/language. log.

35


https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part1_bigrams.ipynb

MItEEZE GPT Fe= FMENLSES bigram

F6E HAMEMKETE bigram

HEIECZRES E] bigram B, N AIEEGHZEMLE? IX—FAZN 1 2 KA AR T R A
R, THEHRE— M BESREK R, BakT RS, WS EZRMEEMR, BFEA
A, JE AN bR S A A S SRR 2 A R RE ) 22 1L

6.1 —fitilldsiFEF ARk

DTSR ID 5% D, &—#tA B, xs Mlys BEIRECN (B,), #dEEEN
torch.long, N4 aba VU FEARR] T NEA [0,1,2,1], #7555 [1,2,1,0], XEHIARFPH
a=1,b=2,

NEFHE ID HESHUE, MR ID SUKKE V 1 one-hot [F&: ZMEN 1, HMAEN 0, T2

xenc BIARN (B, V). NEEFME W BIINN (V, V), B—4E N YA, 545X Ml RER) R —5
ﬁo

xenc = F.one hot(xs, num classes=V).to(W.dtype)
logits = xenc @ W

XHR @ BREFERTE, SRIBIRA (B, V). NME r KA,
V-1
Zpj = Z zenc; Wi = Wy, ;.

1=0

FOSRFIAE —MMIEANNE, FTDSRIEKLIRHUZEIT, AIDAERES logits=Wixs], EHATZIGEN one-
hot JEFFRIFHNRIEL, BRIRIAMI e 2R, XZE /T bigram E04 HIEZR, ABMIKFEINAZN 1
RIFHEREE B R 5 HIRE I R0,

J& notebook S 7 (27,1) WE, BR—MHEIT, RIEHE (27,27) BE, H1ERE—FINTZ T
softmax, STME—MERHAN 1, TIRTERR 27 K0, ZERALIA V MathdT7r; NEEPIRER
BT IR SE R, [E%E bigram notebook

6.2 MEEFT 3 EIMEER
Rt 2o 00 logit, JRIERISHL, H “RAUEGC IR, JEIUEEL, FHRML—(THREON:

B exp(zr;)
ico exp(znk)

prj
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https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part1_bigrams.ipynb

MITEEER GPT FEo6E FAMHEMEET bigram
Xz softmax, FEEULRIES T NIE, H—LRIEBTHN 1, ARG ERS: #e5— M7, &
LB RGN, (A AR AR S A AR,

TREHEIEREERIE “counts” , ETHHEERNE, XEH—RARELL, WASBREIEWITH5M
R, TR SIIEREE, #F logit ) “log-count” JZIXMELL FHIMRE, HESCERRARNIE—RTHE
IREYE SR LG

#—(TH7H logits MR —HH, HFE, WIFESH W RRFA— M, B, HHER
e, 4

Wi; = log(Nij + a),

i softmax, WURHARREIN o FEERIHHEGME, FATHINEONX B N ERWTS . R R
TEFMRIRAMAR, FREAR AR logits Kiii#mR, HAELEMHRNAT #7855 B,

6.3 FIEMtREEHETER, BRI
*i probs JEARAN (B, V), ys IBIR N (B,), Rk
probs[torch.arange(B), ysl]

ERR TR B ELERER, 52 (B,). ENEIEH TS 2RSS FRES, HBOEL
W, SKE9ME, w2 b —FR P NLL

ESEFRis THEF EiE A
loss = F.cross entropy(logits, ys)

IXHA% logits, AEILE softmax JEHIMER, MEEESHI AR, AP XEIER Bk NLL, E8F
ERTBAS A%

1
L= 3 Z llog ; e’ — zr,yT] .

FREHHES m, = max; z,;, {HESHN

Zpi—My
m, + log E e — Zpy,-
J

Bl K(ESG, BRIHEERIAN 1, BHREE exp(1000) ftH, 5 softmax Ff log AT RERISE M R
HEMm A, &SR ERRZME log-probability, PyTorch 2.6 22 X Jii# [J5RS
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https://github.com/pytorch/pytorch/blob/v2.6.0/torch/nn/functional.py

MItEEZE GPT Fe= FMENLSES bigram

B 77 E05 BN R G H R IR R, AFINAH 762 1000, 1001 19 logits, A EHAREHIIL
55, TMifaE R XN ERRIE 0.23129559991076382, F£5 logsumexp TR —5, XF2faE A AR
B, IR AT,

6.4 HHARER “TNBERELT

MR, L=1log) ;e —zy, Mk MIRS, B2 e™/) e =pr, B TiEk=y
NSEON 1, BN 0, Fit

oL

B2 =pr — 1k =y
1[5 RAERAEL, SAFROZECL, BWE O, V) B ARG, BIERI B, X MANGEEE R 1
gRTTIA: HSIIBER/NT LI, HEBRON T, IR LR S xR4T 7

ANTRY ¢ AR EREH W 5 § 17, ARMZEERGHEAERA, SN TEEMEM, EQ
micrograd 2 &R ILE R —7 55, language lab.py fo& TiXPMER, thH
torch.autograd.gradcheck #ZXt T 32 UG MIERE

6.5 PyTorch IS EIF R L 1 B{EEh{E

W = torch.randn((V, V), generator=g, requires grad=True)
for step in range(400):
loss = F.cross_entropy(W[xs], ys)
W.grad = None
loss.backward()
with torch.no grad():
W -= learning rate * W.grad

requires_grad=True LERAIZHEICRKKRFIHR R, W.grad=None F&n F—IR A EEHTENIBRE; TiE=N
S 5eRiERAAM, SEEHIOE no_grad, # “WAASET REFHEANT—KKFE, FEFEH
.data FHT, N TEFFNEU; A1 no_grad 15 HE AR,

FNFAF/INSLEG DA% SR 1.0 #1400 ket EEH, 125 NLL M 2.139029 [%%1] 0.928397, [A—EdER)
AREAFIG T EURMNAEN 0.915590, HEMKZINFIDEREIIAEIE, XN EEERERMISE, HA
R bigram ME M ERSMIE T 8 2 58,

6.6 FBSNEEIEM, BFREF

TRRRAHRSIEAN 0. 01% (Wk*2) .mean (), AEIEH 2 MUE, ENIHY

38



MItEEZE GPT $6E MWEMAKES bigram

A OR  2)
R=—% W2 = — Wi
V2 EJ: Y oWy, vz oY

©il logits i, M—{T2FH softmax BEIS M, XGINEVEEA “ALEINZRMIE S H
Wi” BIRCR. HR AR EARREL RIS EREARR, REEERN 5D N FE TR o
PR AHUWETNAEEN

LE B it#% bigram HEZRILE bigram
T —NFIE —FRF

ETN FHATAE R 47 logits

a7 —RGEH 51—k EQVTHER:2R T
RRGIEAEN M RTINS LT

)8 ALY TR BRSPS R CIPIVNZINSE S92
KISRE

KhFeEl: UEH wixs] 5 one-hot SREANMUATAMRE, REHAHR, X Wi kS, RAHEA D N B9k
AATIR, WG TEEHIZLEREALE j /N AR R,

B77 E06 ZH IR —E AR, ARTERERME: E logits FREAEE T F softmax, B
BEARFT A, HESBCERRIEHFEE, examples/partl/exercises.py H [2,1,01 SE

T =0.5,1,2 HE£)5 0.4411,0.8324,1.0202, IXA/IMIIFREIRDAS T, EIA WAATE SR —E i
BT R,

KESBHR

AFE % bigram notebook HYIIZEA, one-hot, KEFESEE, softmax, BGAEMAIAKL, KAIE
B 2EUREZ, ENERIHEM% A, B E04. F05 fEILARE, E06 2% E 77 iU E KiZ T
JROI8, ERMIA S IRAEMENR H qa/partl/language.log. exercises.log, FHIEMRFEEEHEIZRAK

=3
?rﬂo
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FTE HREFERLTX. 8RAS MLP

bigram f£ ana fl ava JGHE ZIHZRIG —1 a, FTRAGRHEY T —F 170 seetE, ZIEBRX X
MRMEDL, DRI =P —EmA, HBEZRAA =7 L P XSE TR, FEVIIT. V
B, FRPRMMKR R, W2 FlKIza 8dE,

R—EIEZ D BRSO SEC S SO R, B E T CRAAEERERER, 224 MLP il
TR, WAL Bengio %A 2003 FHIFHEEMERIE SN 5 ASCRIRZ AL FRHARA,
PARIEEHEN GRBEMN, KL 2 MLP notebook

1.1 —R%FFHEFEZFELTXHER

W ETREN K, XHE K =3, N=DEERITHGE, S50, JeidxIHE NS /7R
2, FEHUSETTAROE BN SORRI, TR AL

BMALETX T—FHRE
a
a b
.ab a
aba

IXJ2 aba (UTERAEAR, AEIACFIIINA L N XXAICRRE, SN A S A EERIES, S%ka]
RAK, BARANAH A IWIARK,

context = [0] * block size
for char in word + '.'
ix = stoi[char]
X.append(context)
Y.append (ix)
context = context[1l:] + [ix]

X EEIREASQIEERA 3, XK append (context) [GRHIMEIRIE—1IFR, JerifrE Ik 6ES | R —
MHE, e —EBERMERNE. rTUER copy(), tHA]PUME FHEIXFEBAER F X,

—#tA B &R, WA X WEIKE (B, K), HiRY WEIKE (B, ). MEHREHLID, F—1EFX
FIREXS RN EAR, BRI, AR ZRERIIGHEAREIREGHR 1
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https://www.jmlr.org/papers/volume3/bengio03a/bengio03a.pdf
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part2_mlp.ipynb

MitEEZ GPT B1E HERBER LT 8BNS MLP

7.2 BRANRMEFI UGN ER

BENERH D MEOR, AFERE C TR (V, D). & i TR ¢ g, &R
emb = C[X]

8 X BRI — 1T E, RPN (B, K, D), 1EREEAIR/INMITH,
V =27,D=2,K =3; 32 5MmA55 (32,3,2). 7TEMANH D =10, RN (32,3,10),
M5 FEA—E, PASEFILNR | shape i,

TARHRAE T 4R e E R YR 2 745 R, EMRHLETT R, B FAR . [F—
HEEVFZ AL BN, HARAT28; XREVEBERTSMENZT. X2SEEEENELRSE .

- —%H one-hot ERFMIEIX MR (BK, V) [ one-hot %i[53E (V, D) AR, 155
(BK, D), BREMIREIA, EER c(x] NHERERIME R, language lab.py HEEFHF
R, F—ATHBINR B BRI, e IR A 2,

7.3 {8 EFIGERERR, REINF

R RIS AR KD MY, REUREM4ESTT:

flat = emb.reshape(B, K * D)

hidden = torch.tanh(flat @ W1 + bl)
logits = hidden @ W2 + b2
Token IDs Lookup C[X] Flatten Affine + tanh Output logits
B x K BxKxD B x (KD) BxH BxV
SERIF AR T

B AN BaX
c (V,D) FF— (87
X (B, K) FHICRIERF £ FX
emb (B,K,D) AL E R
flat (B,KD) SR BRI A
Wi, by (KD, H). (H,) R H NERUHE
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MitEEZ GPT B1E HERBER LT 8BNS MLP

B R aX

hidden (B,H) £ tanh AYKFHIE

W, bs (H,V). (V,) & THF logits
logits (B,V) TR A — 4T 5>

HEREARRRFY, B—NFRNE d ESE ANTINE d E0TARRA, 5515 Wy BAREALT, Kt
FAAIR] DX ) ab 5 ba, HF L, X8 » DREARIBREEEIT q,
K—1D-1
h,, = tanh (blq + Z CXTk,dWLkDﬂi,q) )
k=0 d—0

TR § A
H-1
2y = baj + ) hegWagj.

q=0

IXEERAT MR B EAMAIE M . AR C 17, (BefE b NXARMESFTAFY W 17,

7.4 view. reshape 5KEBTFfi

ORI RS T —MHRESIE, ESTFh (B, K, D) 88, A ARBBOURE SRR
(B, KD) {#i, WFH view(-1,6), Hrb -1 ik PyTorch KR TEEBURIHLR A/,

view ZGHTEIRG FORMFED IEHRE . HEFIKESE NHEX—EK, FeERETE LR
FRIE view B3, reshape fEFJRERSIR[AIFLIE, BN =G, HHSLFTFEESAZMWE, 7H
contiguous (), HAZEN TIHEIEIRE HEHIFTAKE, PyTorch 2.6 sKk&#: JHES

BCE training diagnostics.py et —NELSLH (3,4) KEELENK (4,3), FHIAERE view(12) 2RH,
FAZA reshape (12) 152 12 DT EENEH BEHEEIT, X DAERSIZ K — ] IEE B
1Tl

AAfEH emb. reshape(len(x),-1), FKEERBN K, D &I ESIRGEE, ERASE TN, W1
BAE “HIHFHRERNHRE" ; REfERHAR—#HEFNES 7

1.5 ZFEMEFZ LB
SR

VD + (KD)H+ H+HV +V.
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https://github.com/pytorch/pytorch/blob/v2.6.0/torch/_tensor_docs.py

MitEEZ GPT B1E HERBER LT 8BNS MLP

FIURDCBMAR, H—BENE, FRWE, B 2Z0E, o2 mME, REEHR
V =27,K =3,D =10, H = 200 X% 270 + 6000 + 200 + 5400 + 27 = 11897 ™=, HENNKE#
ATEIE L EI NN ZAE; EANER AN ZEEL RIS AN R AN AR 5 55— B A L,

So5e8E L ISGRILE, MLP ISBEARR v K RS K, (Hehiaae iR b NSOz B hfeE
ER . XMIEEHRAE, B B NIRRT RER B 55— B RS TRt AT REE RN

AN
Ho

7.6 1Il#55 R E AR R—1 Rl R R X

WIZRI B4 logits FIFRZERZ4, F.cross_entropy, FHHEALH softmax #1 NLL, A2 7&A ELFRA,
A%t logits fif softmax, F— ID #EA E R

context = [0] * K
for in range(max_length):
x = torch.tensor([context], dtype=torch.long)
probs = model(x).softmax(dim=1)
ix = torch.multinomial(probs, 1, generator=g).item()
if ix ==
break
context = context[1l:] + [ix]

SMEIFIERLER A TEIR N (1, K), Ttz (K, ), RE#tESE, TRl B=321024N B=1, £
BOEIREAZ, OB A/ NG HEALE .view BY torch.arange(32) B, E—MF W451R, & MLP
notebook FJ R ARG T 32 MR BEAEIL; FEEEnIZfThRAR M M\ S aiiftt &1 S,
HIE5ME

W@ B=5K=3,D=4,H=38,V =6, &ZFREMHL? EEZMmA (5,3). A
(5,3,4). MH% (5,12). K& (5,8). logits (5,6); SEME24 4 96 + 8 + 48 + 6 = 182.

KhFel: EEREON = DM ERAIE, BEEEXHS? MREAVEHRKSE, aba 5 aab [
EIEARIR], RS MM AR R . X DB B T BRI 1 R

RESHKE

A &I MLP notebook HIEHREE M. MAER. REZE. fMLE. IR, SEHEE R,
X TE77 MLP Colab, ERVESINZRS IS TERAS S IHAT N LRI BEE B2,  1E S CAZ L2 s
1F. SEFEZ ContextMLP 7£ examples/partl/language lab.pys
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https://colab.research.google.com/drive/1YIfmkftLrz6MPTOO9Vwqrop2Q5llHIGK?usp=sharing

MitEEZ GPT $B8E LI

F8E iblgIIERTLLIR

—MERIBEIEII R IR TR, IEAEERIE = DChRmE: BN RIIGRAEHRERE? TS R02
HEIE? XIRESER EIRGFIL? XL AR 2 —E AR TR SR i,

8.1 &tNFrich, BRI

PREETZ 80%. 10%. 10% YItHlIZR, FUEFMIALR, JIZRERREFSH, RIESEHRIEREESR, %
FERIERRCEG MK T REE . =EREAARE, SRRV =, SRS
PUESE

SRR T, ATIIRITIL, TR, A EIEE L AT R R AR LR,
FIBEHLIEI, [— 8 KRS BTG EMISRINATIL. PRI BO 298 T4,
A5

54 EICE AP A RS PR, HEMKAR WS TR, NG HEN . AR
040 NEMTITHROAES, 14 32/4/4 X0y, &&SE]1193/20/19 DFAFRINEEA; FEALEH G
47 80/10/10, HANZFRERH, XZEFIL,

TR TR U, RSN ARSI A TR, RIEVInAT, W& SSEN
HEERIZRE, B 26 VNG FRHEFRENR; BX= a2 BRI TR, NHELLERA
token ERHARAMREE, TASZIARHEHY R ARERE,

8.2 £HtEIEH, I HtESCH

EMEVIGRRITEAA SRR, BERE, [HER—PrRRARR, NMUERRBELH
B MR, ERTVENIH IR B S AR R Rl T

indices = torch.randint(0, Xtr.shape[0], (batch size,), generator=g)
logits = model(Xtr[indices])
loss = F.cross entropy(logits, Ytr[indices])

IERBEN I 2 B, AT AR E —#U80EIR, A&+ training diagnostics.py FElE 16 SFAFmM, KE
ZrlAl—4t 500 ;A 1.798500 [F51 0.348659, IXViBHIZAEGA, S alFl B2/ D REI A XL AL
B, EREZAES:, WAERDAKRE: EE R CTREN N A FFRE,

XHEEARENRE, [F—FAEAR ] DHE— MR BEE P, e RIEE ENE B Rl e i & s
fE—k, BIHIERNY “EH T 700 7 HEREEN 700 487 HEMEW, S —RSEIUR BRI TELS VI
ARSI, MEMSH, HEEYIEEAE,
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https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part2_mlp.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part2_mlp.ipynb

MitEEZ GPT $B8E LI

TEXISIHAE, BERE S EMRIRHE T, MURPIIE R 2RI ikt B
), MZRphSe g —2 ThE, R E R —RFEEOX MR, HEINSEENFRR, S22 MANNE
AR, PRERIE “BORBRRE” 1%,

8.3 ¥ WFKCH, FERERIEE

FIRAKN, EWEERRIE; KK, nJREEREMILRka), SE=r-AARARIE, RS

exponents = torch.linspace(-3, 0, 1000)
learning rates = 10 ** exponents

SR 1073 2 100 OSBRI K, SRMHERDE, T ERIELHIRFE, JIZRN R IDRE S =AM
Bk, FIDERETTHAI S E O a A EE A RE X A,

A]PUIZST python examples/partl/training diagnostics.py FZEX NI, BHIALER—/MER |-
200 H4AHE, SR M 0.001 =2 1.0, REFEF PSR/ MEEIRKE] ga/partl/

training diagnostics.json, AR EMAN 1.822012 f1 0.579722, KumikH LZEAFEIRE; Wimbk
TEF—EdE, WARE—HSE, FREER 1.0 2REESIER,

XA, RS EUERSA L, BERSCERANRY SIR, EI G L bR AR — = Bl
BRI SE, EEE—DPOEAPRORER TR, BB R, NAFE WG SRR R
FIEHFIZRZ M, (ERIERIER,

ARBHPIMERIE EHIESERN T 123, LR 456, # 70% PEUH 0.15, ZJakEE] 0.03, &I
PR AT DAL EEREI XIS 2 B AR E AR AT B NE <P A LR, AR RS TEORAY 20
Ji%. e 0.1)5 0.01 25— RiRE, TeSAT 700 HLBEN—K,

8.4 igREIKES, IBREVEH—MEE

EGRIEIATTHREY Loss HH XN EFRTS BN SRV MUE, CESWRIERE, EANERSERE
RS e RE R IE SR Y S

with torch.no grad():
train loss = F.cross entropy(model(Xtr), Ytr).item()
dev_loss = F.cross_entropy(model(Xdev), Ydev).item()

PSRN SE, tATREERAE, FIEEM no grad. AEMLIZA dropout 5
BatchNorm, AFAENZR/AFMEEKIITNZESR, FHE5INIXERRE, EERBE MR, 57>
I RETE AR IREIFT A M4 o
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BRI, RPHGEETR . BIEIRREM, BEREHAL, AR ER P EIRIIE;
e — IR RTRERE,  Ja8 S4B R,

TREZIC loss.log10() i HRRIS BARZ M, KB CER MU — R BRI R, 2
HEEEIER, S2IEUIZEE M E RN E NLL Bl 7312 S, AR 58 IE % &,

8.5 REFWIIRRIFNSN, FERIAREFRIEF

NEIRG— P A —ERdf. A& 50 DIF—k, BEERBIEHRKN SHIE24:

if dev _loss < best dev:
best dev = dev loss
best state = [p.detach().clone() for p in parameters]

H'H best state=parameters (RIFIIBIEN L5 H; FEEIGZHREBHLEN], detach().clone() 1%
FIRH R GFRANTE . SREHEXMMRSERBER FIFERZINL, BIESMHHL,

PRAS AR RS B AR & R RNERER AL, AREF MERE] T A P R RIRRIESIR. AH=4H
RRALERAE R A AR LR, (X — IR —2K

Train NLL (tiny fixture) Dev NLL (4 held-out words)
1.81 —— D=2, H=8 1.8 —— D=2, H=8
—— D=4, H=24 —— D=4, H=24
16 —— D=8, H=64 16- —— D=8, H=64
- cC
v g
S 1.4 S 1.4
= =
& 5
< 1.2 4 c 1.2+
~ ~
8 8
c 1.0 c 1.0 A
0.8 - 0.8 1
0 100 200 300 400 500 600 700 0 100 200 300 400 500 600 700
updates updates

EHMRIER RGN, RS PEARARAERN, CESEERE, S —Rar ok
giit BRI,

8.6 M SITNEEMIGIL

77 MLP E02 {5 IR WAL LRI, ZORCRIISFINICS, BURERRRERLE. 56
VR, BHRRE log V., BNl logits RIIRREAKR, RIERZIIZRIBAREER BE; WREBRENZE
PRIRZE, WIGEHRAIREIZ m TIX Nk
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BN R A Wy i mE by BNZ, T logits [8IFNE, NFER/NERH, #iE
ARAEN 1.7917594692280547, 5 log6 —5, HIXFHFRZEERN: H—IRRAN, (E4E&5EZE R
EEE W], RHEANZ, MENEETRIERE, REEAFRIKEIES,

AFELMAF, 55— REREPERETEECN 0, Mt ZEH —X/EN 0.00010357489509842373, [Alit
B EEA TR L A E MW NRENLEOT G, [EEOnys), FRREGREES. EhEER
BTN E S AFTE HERISFRA, NEEM “SSmer” S “2E0GE0E” .

HISHEE

T B A 1E 32 MEARIIRIE 1.0, TERUR 8 MREAHLIIR 2.0, RKEHREZD? BEN
(32 % 1+ 8 x 2)/40 = 1.2, FEFMERSIERIRE L 15,

FhFERE: XA —RIE R R R T EEIRECE, ICREEE YR E RIS HIE R EIEL? NEE, SRR
Cmiset. PRERZIMNIAERIE K, AR DIX MRS ARV, MRS R T4k8:
EECHE, NEHTZHSIPEY, TANRARSHT N R — A,

FES5EM

AEX R MLP notebook i build dataset. YJ7r. /NMitE. ESJZEEH. AER, dhdk. VIZM%
WY, PAACE 75 Colab Brid &0, nIa1TiRFETE language lab.py f fit, mlp; FIIALER
1E exercises.py., ABENIN CPU HLAFE, floated, /NG FRILICKEE; 524755 A float32,
A B O H SRR,
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MITEEZE GPT F9E ZFRE. ZTUE—FERELR
5 ZAE. Zh5—FE=E¥IIS
FOE BE. ZHKE JCiE 5w

MMk EATT, WEIIEMREEZ T AUEEE. B “FEZSEC . “NEEE" M “XHdE
i B=MH, e —EAR-SRENEMEE, BeNoras, HEmai=eErr%Es.,

9.1 ABR—FHFTH=IEE

A 40 DNES. BEAEENAT EEE 32/4/4 K5y, HEBR=HRAAEE D MERERE H, £ TSGR
23, WRAZ 6, fitE 16, BARZ 7008, FEIRGHI T2 50 PRERIERKIFRITFS
o THEREFRSITRRERER, NEYER MURE R,

D,H S b ab 7 IIEE NLL I83IE NLL
2, 8 122 700 0.781980 0.700446
4, 24 486 651 0.762310 0.726584
8, 64 2,038 151 0.782686 0.757191

IR —HDUG, AN ZERMRZANIALE, NLL 4 0.773943, X B/NMEARIRY I UES: REAT,
HEIES G 20 DA, AREREIIE /N L T R4, ANF 5 RIBENL G (L th A2 5e
FHRIBAE S, XA FEAERR . X ERE/ R, BURNNEEENI, e 7

i,

Igrik ., RIERAthE, RIRERRIKREN TR, BalRERIILEE eI EH, IZRRAS: T
R, RUESURA BT, BEUEHHE LR, EREWEARSH HIZRERA0T 50 26 2 Al B H e B
i, HRE—RBEVIY) I, BB R IEREAT DS, SR Sk, BdRMELS L, =

RERIE — DR BRI ARRE

9.2 EpFEF SNBSS IFENTA

i r )/ VBB DRAERR T 888 1521 1 L RAER:

dana

aba

dada

dada
dababanababanaba
dana

nababanana

bana
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MitEEZ GPT F9E BB, TUES—EREXR

XEPIFRRARLHE, HPHEE, WAPFRERIENA, TR TN, SRR EIRK
BATHIRA, BRREEKE ETRSCH, FRAERLE “— M PMZILERT RN, e
A RE R EINTS REAR S0 ) BB 1 B

Learned 2D embeddings: selected tiny model

a
®

1.00 A

0.75 A

0.50 A

0.25 A

0.00 A

—0.25 A

embedding coordinate 1

—0.50 A iH

d
~0.75 1 o® n
O

-1.5 -1.0 -0.5 0.0 0.5
embedding coordinate 0

CHERART AR E S, bR BT R IAIXA T R TR, A4EE0E 10, HEE 0, 1465 %]
AR — DAY, AREIRTSHMAERER SRR, FREFEBGE BT S A T A S A B

AVE 4k, thAZARDTTALE M4, RALIRA] DU eS8 E A R MR R, B —2fE
RAEEES, EABTIRE WP RO AR, EIERIESRS R 2 T A A B H
ko

9.3 EJ bigram E01-E03: BKMNRF—EEHF

BT E RISk O trigram. % 80/10/10 H1%, FISIEHSE R T IRRE, SR AR S,
trigram BY_E FSCHMANFAE, B ID Nd,j, iV + jREATES. W0vE v %, FARIzk
B V2,V

row = X[:, 0] *V + X[:, 1]
counts = torch.zeros((V * V, V))
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for context id, target id in zip(row, Y):
counts[context id, target id] +=1
probs = (counts + alpha) / (counts + alpha).sum(1l, keepdim=True)

SERESCIY examples/partl/exercises.py [AIN XFF—FFFAIM TR L RS NHEGER— 3/ NHEK 31
HSEER SRS 0.01, 0.1, 1. 10:

=E TBa gk NLL I93E NLL
bigram 0.01 0.914378 0.877875
bigram 0.1 0.924438 0.887531
bigram 1 1.010324 0.970934
bigram 10 1.365221 1.331284
trigram 0.01 0.844999 0.970105
trigram 0.1 0.866030 0.988154
trigram 1 1.023043 1.121372
trigram 10 1.470516 1.505692

trigram DUEARVIZRIR LG EdE, ARG ERRIERK, H2 LN AUREAREE 21T, St
Wi, B4R T AERIRN, EX—/NMEE, trigram & o 2 0.01, &e kiS5
1.116726, FREFILEAN “0.01 2 iERE" , EEIEEMERX MUEREA LERETRIRE;
BATH LR T P94k,

B77 E04 HIERE, E05 RIRRE R, E06 I EIERELRAIESE 6 HHAMNSTESR, 1X/NEFEM
KB B U TIEE, AR ECRRENNERR, AEXEA NLL 2 05RE names.txt #Y
E/Qé')%o

9.4E73 MLPEOLl: —REIFNEERZFILW

B77 B0l (EARZEE 2, IERIESRIRT MG R 2.2, URNFARBHEAESE] 0.7, BT
RESERIZX N EbR: AR, BRI FIRINXERL AR AE 1o RIEARS 58 7 —IR5e%E names.txt S50,

source qa/environment/env.sh

python examples/partl/full names mlp.py \
--names research/partl/makemore/names.txt \
--steps 50000 \
--embedding 20 \
--hidden 300 \
--output ga/partl/full names.json
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https://www.youtube.com/watch?v=PaCmpygFfXo
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BAERE T makemore 228 988aa59e4d8fefa526d06f3b453ad116258398d4, M SHA-256 i A\
o #ZRIAICRATELS 80/10/10 Y1, Fhr 42; #HHURNF 2147483647, #tEFIT 456; LR 3, ik
A 20, FRGETEEE 300, HithH] 27, S88026,967, #H CPU #LkFE, PyTorch 2.6.0. float32, it
& 64; A 35,000 #¥>J% 0.15, 5 15,000 £ 0.03,

BER SEEEINILREE NLL FEEEISIESE NLL
5,000 2.283660 2.286017
20,000 4 2.179197 2.197229
35,000 # 2.137744 2.172313
50,000 2.071818 2.113464

FEIGUESRIE R IR s ENASE 1S5 2.111799, ‘BIREI 7B A4 SIWEUET Tk, (EE AR
XRABIIBATECE, NEEMWMBENPURZES S, BTy, AEETFITHRATREES,
FRAAREX “ERR I AT R A8 HN, — A ORTE S MERE, RS
&, PR E SRR FEAIE ga/partl/full_names.log. full names.json, [A44 .pt LRIZATIESEL.
HRSHCE,

IXABEY R TIRAMERZ, RN EPEARL, ERTERGRS, A — R
PNERRIRIRSR, ARESoE 2T 5 e — MR R ZOAIR DRI R TTRR, W ol
MRS HAMh i B R LR

9.5 EJ MLP E02 5 E03: #1t41k. XN AJ1EI8a0487%

E02 HIISSI WG S RIS EEES 8 Bseiil, W T7e%EIAR, log 27 ~ 3.295837; AfseiEsiln
HHAENZRRN 3.291622, FIZHLIRIL, FREIRALTS), — NMRAARS S RIBELITN AT REMEA
FEE SRR, DA ZERBIKTE,

E03 [ Bengio % AANIESOF XA — MR, IESORI SR ISR A A FR 2 i L n—
FEREME R, IDERENAEN ¢ ¢ RED, FHEN A4 ¢ REDXV, HithZH

z = tanh(eW; + b1)Wy + by + €A.

HOMNEIZIE— R MR R AN tanh, REXIE G —PMEERRAZER, HRICBRIECE
Wik, Bengio A, 2003, % 2 ALY

exercises.py [EEMFR/NHE, WIEMLSHIRF], Ik 300 25, TCEZRZIIZ/KIUE NLL N
0.819660/0.783090, MIAKIZIG N 0.802446/0.773019, IX/NLIGHGA R, HEHEMR/N, BIER
D WHE—ANRT BRI DRSS R, SRR R “INEERR RS
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https://www.jmlr.org/papers/volume3/bengio03a/bengio03a.pdf
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9.6 NI BEHMBE—E

AT = DAL E RIS A FEEUHRE notebook HISAITINY . EBSCHIIK, Mg, RiEAEmE:

source qa/environment/env.sh

python examples/partl/scalar_engine.py

python examples/partl/micrograd exercises.py

python examples/partl/language lab.py --output ga/partl/language.json
python examples/partl/exercises.py

python examples/partl/training diagnostics.py

python examples/partl/make figures.py

scalar engine.py Fi#r S, HZEEMPYSIIZE; micrograd exercises.py 5EE J7 flht/BUERM 5
softmax £:>J; language lab.py HiEsK &M FUFIIZR=/]s MLP; exercises.py ¥l trigram 7§,
WIGEl, I SCRAR AR ESLE ; make figures.py MESL JSON IdR4 K, 5, R, BiE. S
&, W REN S5k —RBRY, B0 “BEIT —NEEFET RXERIHE A2 M e,

H—P IS5 ¥ iR

Ayl EEBRATRBBONEE—F & ATy, BHERRIEEER, JEEEE RS, RS E
55 AEAERRERI D BRI A —HE.

e KA — DT B RO E LTRSS, SAREGIENEMRATRIL 17 6, Fh—17
WERFIN 1o YIGRIBRAFAE AR PE AT IE Mo R AT IR 3 2 P HOCTRH PRI AR B IR SR AR5
K

J/Gho

TR g/ MERIE E —HEE, BAHTED p.grad is None. FREVUEFIEMHTGSEZE, WRIKEA
), MOZREENREAREIBE, FIRE, EHNRER, EERNCSLTFHEX, Bk SH
RITRSE, AEBIRRERX LR,

IR T (T4

AT =YHEZRARZ R B K bri R BB AN bigram fEF4F RS AMER TN ; R
MLP @ A SFREIZ S, RIEFRER AN E S AR SES R, JaHIET RS
ARSI AR, IR 27 DX EAEE ARSI BRAK, 5 e, Bk, 1217

—RERBHHIRANLR,

B4R SV BURIE E AN micrograd Colab, bigram fWHi#IA, MLP #AIEIA, B ¥HITS B @R N
RUBEHH TR ARE 1A RIS BOBR RO 0
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https://colab.research.google.com/drive/1FPTx1RXtBfc4MaTkf7viZZD4U2F9gtKN?usp=sharing
https://www.youtube.com/watch?v=PaCmpygFfXo
https://www.youtube.com/watch?v=TCH_1BHY58I

MitEEZ GPT F10E IHESTIME: MIBIRKRINERE

F10E ILESHFIMSE: MIBHIXEIN
ERE

D

—MEFFRESEMRETHIHE, WAEIHH] backward (), IEAREFETEESIZ, L—E2 54 MLP 5218
FIXAMEOL: R N, (BT —RBOIIgR A BB E RN G S IR, AEEARER —
REFRTE Y, BITEH “G TR FR — embedding — BRZE & F—F4/" WSS, el
ST EME, ACEREEA,

ARER NIRRRES 4 PHRRIAGIEIR Y. SR HAVBUESLR AR E TR, EA/NVURHLKE, A REr
Ve ERPEE R BRI RSUE I, [E7E A notebook

10.1 K ENABIETE

B MA B MR, SRR T MIETR; WERA VAT, 8N ERNRRTEER
D, B#ZE H M. REN “MEIT” m2EREE R, DS — PR 5.,

B i — 1 Ri*EEE aX

FIS X BxT 32x3 BRG], R EREIE

embedding % ¢ V xD 27 x 10 B SR )

ERER E = C[X] BxTxD 32x3x10 AL ERR— A R

PSR U BxTD 32 x 30 R — b R SeHEk—AT

E—ERE W, TD x H 30 x 200 W L RS R R AR

s A EE BxH 32 x 200 BHEA tanh EE

A=UW;+b

FEABH0S b = tanh A Bx H 32 x 200 BE-151 20

logits Z = hW3 + by BxV 32 x 27 FAMEEFRF— AR
P

XHEH x @ w, FTDUEREAZEELERT, PyTorch JF4E nn.Linear FURERE N “Hth4EE X fA4E
JE” , WEHEE T x @ weight.T, WMEIRARER, WAL AARNE H CRAM—F, PyTorch 2.6
WL E
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https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part3_bn.ipynb
https://docs.pytorch.org/docs/2.6/nn.init.html
https://docs.pytorch.org/docs/2.6/nn.init.html
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10.2 g, MAZMMENERREILE

BEURHRIN A IR (2 5251, 2 logits KRl — 4L, softmax &% MK 1/V #Y
R, BREN Y, BRI AN

¢ = —logp, = —log(1/V) =logV.

27 MFITHISIRIERE log 27 ~ 3.29584, EANEATE A MAARGHIAZIRIFRAE: QIRIRE AT EEHIZEH]
Jok, AIDAVEREREIISWE, ENARRMEISEHZRER, X2 —TRE R A,

M= =r2RbEAR, FREEHE 2K, logits HIiZ [10, —10, 0], softmax NN 2K LFAATEE, itk
2100 20; [FIFE=2E, B5EMIATREN T log 3 ~ 1.099, BAYLHHERAUE “IIEH” | IEHE
“ZIRIEIRERIRE R o R MR ARSIk,

IREHERE—BREER RV R, B RERRE, fnomERLs. 4/ ejE—)z, it
W28 AT A AR — s/ NE A AT RS2 RE XM ARGE S, BAZEN 7RIS log V,
AT ENERRNE; IREHE S — R,

10.3 tanh LB R, FARITERE

tanh HEAEMTSEEURRE (—1, 1), IXRERRMIH LR, HhSHE R A ESEL R — a5,
h = tanha, RHSEE

— —1—Hh

%a 1—-nh%
Ya=0, FENL Ha=3, h~0.99505 SEAFL 0.00987, RIEERBLITIXER, Lk
KFLNXN NI — AR ERTERA ST HEITUR AR, BEBRX MHETTEFZSHA LA K
Mg, AR |h| > 0.97 WELGITEIZWIRIC, 0.97 2USEHMEIE, 28 bRfE—%
é&” o

_ _ 1.0 4
8 [ unscaled
[ fan_in
[ tanh_gain 0.8 1
® 2
> § 0.6
2 ]
G4 S
© < 0.4+
c
x H | S
2 0.2
—-1.00-0.75-0.50-0.25 0.00 0.25 0.50 0.75 1.00 -4 -2 0 2 4
tanh output pre-activation
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E e E e N G EE, REBCENERNTREG; BA Br 2R ER &, e AE
examples/part2/experiments.py HJ scaling() H. ‘BAEK 2048 x 64 MHRIEIESHIA, HEH
64 x 64, 1M floate4. B CPU Zf2H seed 2026, sLan R,

WELSR AERINRAEE tanh = 4 3HEEET 0.97 BYEL{)
Y 8.10476 0.94940 79.47%
FREA /64 1.01309 0.62970 3.97%
P39k tanh gain 5/3 1.68849 0.76044 21.28%

BATHORAMELGILLEE — 478, HASTHRMEDICT G, FIIAFTREE “FEA8” 1 “E2Mm <
FBGEERE, F—RIEmLflR(, HRIE—MNAMSIIESERRT. 8 12 E2MAEE eI
A,

10.4 AT AR ARERNTESIR

SRR E, — Mt EE a; = Zf;l Tiw;j, Hrp g2 fan_in, HIZ5iX M HSRFE AN
B A TUE BN, A SERMSL, EAE, MATTZEN o2, WEEN 02, T2
Var(z;wi;) = E[z}]Elw})] = 0202,

Var(a;) = Folo?.

Fit, HEELIEERENTTERBMY, A% o2 = 1/F, BbRIEEN 1/4/F. Bl 30 DA%
WNERSRENTZENE, MR EREIIEIN /30 ~ 5.48; DEFREA (/30 )5, BT EIE] 1 KL,

KR D ETHSEMAABRRAE R, JIZkE, MASH, SNEMAFZHNZRNE, SREE
TERALRIE, AREIEE ST % RelU B AN, tanh SEMAE BIAGELEIMA—NS
LA KA 2 gain, PyTorch RUBIERIELNEER 1. tanh B9 5/3. ReLU Y /2. HREE(EH

W1l = torch.randn(fan _in, fan out) * (5/3) / fan_in**0.5

Fre R RN Kaiming KUS®IGAES 22 fan_in GHCA 77 21T, tanh 19 5/3 ZEEHIEIYL
{H, AREFFRE L =1THES ™52, He f ARIFIESCE AR BRBISRIOIMGIL, He 5%, 2015

AN E RV PR BT A (AR E T A W, Mg w. T, (EEEREIERIAA fan-in; F3IBREA fan_in**0.5
WA XD E L E A,
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https://arxiv.org/abs/1502.01852
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10.5 2Tt AT AL TRE—S
X2 4 B4 B0, BEIRA BatchNorm R Z M4 :
h:tanh(XW1+bl), Z = hWs + b,.

EWHAEN AR E 2R NF, EREE h =0, A dW, = hTdZ = 0; RARBUERIEEE

dh =dZW§ =0, F—EHREEN. HHREARE: dby = >, dZ, FIUIEE, HERGHRER

e, BRI EZREBIIR,

RBHAEMEAR, HP=THREN 0. —008 1, IR DEFME, FIEHKN 0.693147, 100 XEEHT
JERIREEAE N 0.562335, HitHAERZN [0.74994, 0.25006], MENEMAEANE, X2 “HEAFITHK
IR BIRRBIT, REMSN B2 R AFIWTZE, AL SIBTRI R, W38k B 5

N BEHLANMILIN AT BEET I (2 257157

A BatchNorm, 252X @L M mE S H—LH beta, WAZEILIERSIRR “DE”
running var JEH M 1 FF4E, gamma JEH M 1 TG, FRE eps AR, E01 19 HMIETIBEEMFLERR IR
BEE, MARIETRREINE 7 2 FRIE1R Y SO FR 525,

10.6 BIFRESESR

1 BJ5 E01, §JEKets, fEsefRIBIY zero_init() FPEARSMR [0,0,1,1], FSHIRIIZ, e
TR~ =EGesh, HizsfT,

2. 458, XF— 20 x 80 MHEXINE, i x @ wifaim, fan-in & 20 2 80? HiRAEHE, Wik
WREZESE N2/ D?

3. 415, BE—BENEEBIFNE, MEEERMIIYIGEY, B RREREGEREMEZE? 8 _IR0E?

ERG/ETTER: BUrAMEEANE, Mg, A SEENRARENMERIE, HIHE
POz N Toss. S5 —RURE 20, SHIRGEREFRIERZBOVIERIER \/20/80 = 1/2. H =& X

dh=0, fH dw2=h.T @ dZEHWTNE; Hififg W, THNZ, REZEAATRERERE, XEE “@H"
bR 78R, Args. MR IHRIE RIS D

REEIZIT: BRI EFEIST .venv/bin/python examples/part2/experiments.py, #r&HiH AR
scaling 5 zero init, SEFEHERTETE qa/part2/experiments.json, #IMEILAEIEIL S, FRiMHARE
CRUEZREAR R E AR, N — 2R 2 XA AR,

FiFES5EE
A VFETT N SR SR . REAHRL. tanh AT, #IEACRES EO0L,
- [EERRATRRD: BT 0-8, 11 HRYETESEE,
- PyTorch 2.6 #J4A1ESA: gain SAETTAILE,
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https://www.youtube.com/watch?v=P6sfmUTpUmc
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part3_bn.ipynb
https://docs.pytorch.org/docs/2.6/nn.init.html

MiItEEE GPT F10E LESHFIME: MDRIRKIINERE

- He %%, 2015: #IaFIeS, AEEBUERIFS5HESFMVIWE, NEFM, KESERvEaT I
examples/part2/NOTICE. txt,
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https://arxiv.org/abs/1502.01852

MitEEZ GPT % 115& BatchNorm: JIGRE—H#t, HENABRESRITE

#11Z BatchNorm: lZeE—HL, #
IR AEESRITE

W R ZHE T RN R E, IIZREHSELCE, FREEST2%Z, Batch Normalization, AR
BatchNorm 2§ BN, 7EMZEHR8EIN—IHg e SRR —4 00, mETNIIME, HRURE, &
Ji&i TRV &8 2 S — IR R R

ENBRENERES — E R MREIES MG, WASIEEYE B BIES M. AREFHE =%
UMY, B RS, DI MRS IS R, FUESHR A 2R S 1R
%, WENAFE e, BatchNorm JHiESC

11.1 =5—-5R, mMAR—1T—1THE

REGERTEM: A € RBxH, B RIUXTHIREARL, H ZEBFHES. X% 55, &U9E. 77EZMH—
ekt :

1 & 1 & )
k=g ;Aij vi= 52 ;(Abj — 1)%

Ay = . Yy = %’ij + B;.

IXH ¢ BT ENIRIER, RBHEHIEX 780 B correction=0 57389 B — 1 1
correction=1, ¢ > 0 @RilEZTTERENEEDT, HIFH 1075 v, 8 € RT ZrIZ%&%, ¥MESTT
ZEREAMBOE, N E R BRI B S

1 10
A= (3 14].
5 18
PIER (3,14], WEBEE, WAIHI0 [=2,0,2] 5 [—4,0,4], FHAES 532, KR B=3, 7

%4 (8/3,32/3]); WAB —1 =2, 195 [4,16]. ZRAIG—H LA IR/ eps, FFIHIIE—1L
SERERAN [~1,0, 10 JXAMITERI: LR BRIRE, =LA R R i,

FEATSIPRE:

A.mean(0, keepdim=True) MEERINE 1 x Ho | #EE, BRHEARMERIK B x H, H—1THER—
HI{E, keepdim=True EHHHEMLEEE N 1, HXEEREZESAERIRE, AR5 nean(1), K&
TEFMERNTIRE S NFEIRHME, BIEEEE T,
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https://arxiv.org/abs/1502.03167
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11.2 Bessel RIES/E4 PyTorch B9X 51

B {ERHR— ARG, PORER — DR NN E, TR ER, FRELB — 1 7]
FEEHE TR TCIRIEATT 2 ; X2 Bessel KIE, EHAEKREIZE BN N “240° H B — 1. Ik
BIFRI AERMEM O/ B, TiafTgtit&RM S —fliit,

WREFEHIIY torch.nn.BatchNormld A5EE—. % 4. 5. 6 P notebook i std() B var() HY
BOAEARRZIE; 26 5 WWHEIIHEH 1/(B — 1) AT BatchNorm(correction=1) fREIXMEFELE,
Fr UG FHERE 2B B — 1o 54 PyTorch 2.6 YIZRATMAIEH correction=0 B2, T A
running var 7 Z TN correction=1,

MCESLR B LR =ATHEMRECZRNRAZ: & nomentun=1, affine=False, HiAliH SEREA
BWFHE—5, running_var 1% T [4,16], XILHIZ “BatchNorm FMBRITTZ” AIEE: K70 FIN TG
BRI RIE TSR, PyTorch v2.6.0 BatchNorm 5% K& 20k

11.3 A+ AFE gamma # beta

W BN A SIISHENE, RIEEE, MAMAS T FSER, J5H tanh I, SH0CES
DRI, SERUE TR, I 5 6 A s BAM
y=1,8=07Fh, FHEIESTELL.

BN AT £ fm BE & 0] DA, % A = XW + b, WIZRIUIIEDN pa = pxw + b, W
A—[I/A =XW+b— (,UXW+b) :XW—,U,X[/V.

Fl—MrE B 7. BN HCEA beta AJATTHIH P, X MHEXA LM T 14 ZH BN fifn &
HIBEEE MBI AR, FERUITRATRER MRS, ENRRERMER W EAR AT DAPR: &/5—
M AR BN B0 R E W B R A 1EH.

11.4 I =i L EHEE AT LRI

LR R— NN 1 2008 100, RN BEESIEHES T2, BIFESIHMAAAR R —Lg R R
fto BN RNRIBHEAIZHIRREL, KB R —ERIRENLIES), BHlE 7R MR, Bt ARG
HIREA, YIRS EB LIRS, HA et &4,

I notebook MK widget R TIX MG : A HEAMRATI—, B RIS ERL,
3853 1E notebook HERAHAILZ SN bonus, A FRTERI = £ 7 BTk s Jm8— 5 1 B0k
o, WiftsFI% [9,3,5], HIEM 34 17/3, EOKN O FIHIERRERFIR 0, FEHE “Flkfe” BRI
AR ERAE TR,
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https://github.com/pytorch/pytorch/blob/v2.6.0/torch/nn/modules/batchnorm.py
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B NEEERE: ARER 1IGER, SMNEELMEDER M, RE— M, SREhE, B
E AR EE 0, AR RIS, MBI TEERE TR E B RNHEN ZR, BEZBIAER
correction=1, <HAWIELEIEIE— NI Ao

11.5 #ERZMEERITIERAZ

Bk E—IRiER AR — D ET. HRERIZGRD S, EBs Dt st &, thaibmisz—iEA
HERT AR RN, BRI W REE ST &, SRR RrIES )T %!

A — Mrun

Y =y
VUrun + €

+ B.

WA R T RIEHRE 5N, WARMIIEDN baten, FEHTELHIN m, T
Mpyn < (1 - m);ulrun + MmUpatch -

JiZERHE, HIHERN 10, FHEIEN 200 m = 0.1, HHEN 11, XEA momentum fEHFLITH & E 2
b, 5 SGD itk ashah &S EEES A,

running_mean 1 running var & MIRE, TR0 parameters (), HTARBEE TR, RN BT
torch.no_grad(), EEFAEIESREIER LR E, eval() Y#t BN A2 X; no_grad() A
Ha K[k, WEMATEARR, MRS,

5 4 YFR I BRI )Y, JERIF5 BN 7T Z MR8 PR EE AR I, PiES
BELH: EMA(y/v) —BAEFET \/EMA (v). TBREIREHRAEN, SAHTERTFIEM—F, A4i5—
R17 7%,

5 MBCAIE RS RS, BENE, HIIGREBIRER SR, % 5 I RERRUERX AL
e, NEEHRIESESINIAGER TR | SUIEEERER TRFHGEdE, 2B MZSRIRIEIE K&
ARSI S 2700, A REf R R HTE IR I E I 2R 2.

11.6 E/ E02: 2 BN im# &R
Mg EEEE, BN 2 EEHNTH, XE—EB A=XW +b, &

Vi

AV vrun,j +e

Sj:

Y =(XW+b— plpun) @8 +8=XW' + ¥,
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Hoh W) = Wigsj, b= (b — ftrun)8j + Bjo s € RH IREIOH NG 1, HIBLRGH
W e REXH 94—, #RMEA: Linear FAUE 7, MR RARE 17,

planspmBZE W = 2,37, b=1,u=5,v=4,y=2,8=17, Rlepsiy s =1, EE
W'=W,b' =3, FREH 221 + 329 + 1, FRS. M7, BRE—REMIHE -3

BlE fold() LHIZEEENT, (UG eps A1 “RIETLWME" WIEIL. batchnorm tests() Ll —PMUE =
& Linear. M= BN HI/NMZE, EMBRM D BN, {ESEIT#HHA Linear, /UM _LAVSE ML
RZEN 4.44 x 10716, X2 floated & ATEEIN—2, ZEXNIAREXAEEE T, Ko MX
XA RIIHERTT %,

11.7 43, BR5EE

1. B E02, o fold(), SKBL=/Z MLP RUHEBHR &, RIEREVIRIA. SRR, fLXEA,
FrEMIPR BN 77jE 288 H a1,

2. #358, HMMt2 with torch.no grad(): model(x) {/5RJREMEM running mean?
3. %58, —FINLECH 4, F B — 1 bRtk H2ES eps &, XA B B ERZ/D?

BRI L THAGER AT BAE eval (), TR HEER logits MR R EL#E argmax, KR
KIEEIRZE M ATRERE Al — Mm%, BN i gamma, beta #2IREIFNESRE, FHEHYH
M ZEL, B no grad() NEZ training=True, DS HITERME R, 6 =82
3/4, FOYAREI A B0 B BRI RN R XN 2SR T,

SEEESNL examples/part2/layers.py, JuillUl examples/part2/experiments.py i
batchnorm tests(), SEMIIC%UL qa/part2/experiments.json,

FiRSEE
- RIS 4 PHSEE notebook: FHIF—fk, 1274t &, &, . bonus widget 5 E02,
+ BatchNorm &3¢ FIRREIASHEMAN, REAXBIRIT KU F R 018,

- PyTorch v2.6.0 J5#4: IIZkAEFIRS ST 2224078, RIEX ResNet-50 RS RNISEH 2 12 FHANE,
AMEIXE 8 s 2 B IZR,
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https://www.youtube.com/watch?v=P6sfmUTpUmc
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part3_bn.ipynb
https://arxiv.org/abs/1502.03167
https://github.com/pytorch/pytorch/blob/v2.6.0/torch/nn/modules/batchnorm.py
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F12F JIkigkr: FERTE— loss

SRR TR ARSI T 0, ARRERRHINAN R SR BRI, JE IR IR, 58—
ATRETITUFUCREIRRE, SU5 — BB ELL loss TR TN EARRIBEPIF X5
e

RS 4 GBS EESR K Linear, BatchNormld, Tanh, ICR&AZMHIL, FHEBIG. HEMNSE
BT, ABEIRXAEE DM EENKRET, 515 BEEY RXEEE0, AR LR Sosg,
7€ notebook, T 12-24

12.1 iEERE—ARENEO

FH Linear. call MW, #self.out = x @ self.weight + self.bias fR7F FK. Tanh [EFELRIF
self.out, TIE&—RGEEATAG, REZRENEMELZIR. HME, tRilEZE, AR —FRRKAREKH
TEHAR S,

RS R ARE 2R BAREE, REBETHERERES, BRREMRE —E8
“1. =y 1) tanh MUES AT DNE, FREEWENE 1, R SEAILENE, H R R
il SR & BRIT S TR BRI T, TR, REEY SR ENFARAIL
T

VA AR RS, ZE4E loss.backward() A& layer.out.retain grad(). FIIZANEZHT-K &,
BHEZRE .grad; HHEEHAENT, RARSOBEFAHTEN grad, RIGNEBHZ TR MEE, I
AFR Python MR HE—EMRH 7€, PyTorch v2.6.0 Tensor SXHE X

CRAF A Rl FORR 23 5 AR, TEIREE RN X EEIE 5%, TASZEHE retain grad() MY RIIZRAT 5.
‘B retain_graph=True A2 —[EH: FiHE B NKEBE, FELE—RREEHEEAERIR,
DA R A A

12.2 [FERRAMRASZHNERE

RIZMEERIRDE 32, BIZIT tanh(x @ W)o AFEE R —HHIA SR —HERbREIESHE, Hk
UG gain, HRBUERIGEIEIFT9ME, XA EFFEEINIZ, HHTEEREE R,
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https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part3_bn.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part3_bn.ipynb
https://github.com/pytorch/pytorch/blob/v2.6.0/torch/_tensor_docs.py

MITEEZR GPT $£12F YIS FERETE— loss

activation std output gradient std update / weight std

° - o 0 _
.\'\.‘.__. N N . o 107 %ﬁ:
0.6 1 10ile —o— T —°
0.4 4 '\
gain 1075 4

10—4-
02— 05
—o— 1.0
—— 5/3 — T T
0.0 . , : : : , , , .

T T T T 107 15
1 2 3 4
layer layer layer

w
=
N
w
IS
w4
-
N
w
IS
wn

BRI SR A RIS 1 EERSE 5 2. BRIAMEN, FSEBMERZLERE, /) gain ZIEFIHIZZ
/), WATRELE R ZEE/ MR AES; gain KKNZIEEZ tanh I, ALK gain BL 0.5, 1.
5/3, EFEIRIR R B RS AL = A S ER A B R IS R

SEREBUETE qa/part2/experiments.json f diagnostics Wi, ‘B 15 IREH HEFIT NS EIAZ R —
REEE, W REHERTIE—H R A R R R A XN SEIRRERISE:  “TEREIE B IXHEE ARIRIaa1E
L, EERERETHAZWR? ™

MBS ISR E TS, X h = tanha, h.grad 2 OL/Oh; 3€ 1 — h2 42 OL/0a. #i
h.grad BESKIEHR, yAJREMELIEA tanh 3R, RUFECHATRAEESR, MAERAEEM
HH 1 — 5 P B A R R

12.3 G B IEEME, FEHFSIEMXERIEGED
IRIEE W AR e N R, WS AiZe 4, #
hy=XWy+b, Y =hW,+b,,
0
Y = X(W1Wa) + (bW + by).

MRS RREIR R — M e, BEZ /04 Linear, #RERXFMEEI, HhiE7 21k ] RERR Hil S A5 MY
o BT SEMMILMIRE, EARERILUIEIRTG 7 RIARLIE M AR R R B &

{8 tanh BHABER, BT ot RiEA G REZ, % 4 ¥ notebook Y bonus ¥yt xt b
T Linear 55 Linear + BatchNorm HJR{A. &IASGiT, LMEEMRIER dX = dYWT, FibARiHEIRE
HIEBEARIER AR EER2EIE: AiaRMNIECE fan-in, &AM K fan-out, % 2L BT

HERINH,

BN tWARRETLARMF M E R LI R, R ARG B EE NG S, JIZRNIES 77 ZREEE M A2
b, HEAZRRIRRIUE B SRR,
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12.4 SEHREESSHE TR

PN FEFE RIS EEAREZE AR 0.01, FEAREREHrmE —+F, WMRE - DSEOEFFRNEZEN 1, D
N 0.001, AHIRVES AR 3RS a1 RIS 2 IR 230,

T @ SGD, SZECEHE AW = —ndW, Hrny23R, REILF

_ std(ndW)

=1 .

# std(W) = 0.2, std(dW) = 0.004. 1= 0.05, WEHFREZES 0.0002, HHr = 0.001, E L
RN -3, RN RMENESR, TRITEEE, A USSR ER, #H Adam i,
N LU SR R, REEREE Lr * grad (RBES ARG HE T,

MNeEmE, SRREEZARENE; MHERKEL A, BIHEE— DTS REEERT 258
KE” o ATDAFONAE & 3L B RO R AR PR X TRGE T, S5 MR w B B R ST, BB AR
TETAH) RMS L, AR EZTE S HUEN, ABREIXMERIAS.

ML WA EHNE, FIZEB—ERD, ATREESIRIE; RIRETE, AIRER B ¥R, HERHF K
SRR, ENTERAFRENSR, TR MBIEHERE, EHmiidz e RS R
%, WMARF—BOHE HERE, AFREEEHETi 3.

12.5 A+ LA FEEIE BN HERBE—IE

FHIRMAE ARG HIRaIE, TrTREENZRIR A oA, IREEFHHA BN, BEMFEJLLST
B, —MEMENICRZEEE SRR 2. BRI E, IZRP BRI R, SNTEEHIMZKE BN,
MR B RN B2 3] 2,

BN HsfT4e - I 5 I T #7730 g TRAE, SuEt s NS THME, SRR A
TI 2T IZK loss FIRIE loss BIEHEA—E 2RI E, MATRERI I, Joft eval() TIRIER
—MREA CERET R YRR BEMHE, KRS 11 BRREA TR,

5 notebook HY#RE HEILSR TIRIEERY, BU/NaGH#IGEFE., 22 tanh 1A, RA fan-in 4850
I BN B, ENTRRIE — IR AR, FEIRsH HA SRS S, 5 RATIR M LS I TE IR
HRAIEL) 1000 B J5HW; BRI BN max_steps=200000, NHREHEI A FRIZ B TCHBREE BE IR
20 Ji,

12.6 MFERE|E ResNet-50 B91XH3

B 7T AR TE 01:04:50 ARt ResNet-50 ARSI YT, THIMERRLLE B BN #is HEIE B 25 1)
WIFREELA, TIASREARTRSZE, JIZReIERT ResNet-50, A5 F &l & it A1 torchvision JERSIHBIX
ZBER, torchvision v0.21.0 ResNet
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https://github.com/pytorch/vision/blob/v0.21.0/torchvision/models/resnet.py

MitEEZ GPT L1228 gk FERETE— loss

— bottleneck F73 57 =IREMHN B BN, HIMIRZJGHIT ReLU; %=X BN J5/c5 55 #AH
N, FHAAT ReLU, #FEEMES FI PR, SFRIMHTREREMIE L, EHEMMRUETAR 2
B IR bias=False, RFASHIME “BN RTHRZEPLIERE" —2

X BTk A A Nl — SRR R R B R, 25— IR BIR R LRI, TRARES 4 UHRA 52
BIRITIRENIZRE Adam, AEBALX NS REEFEENNRGIE, 35 N D8N TFE
MRFFAIGSE, WEREBITSHE, SRR /AR, DO 2 EEE %O
HHo

12.7 Bt EH R —RFE L0

Jerl— MK, WiANE AR HTZIRA loss BIR; MM —IRkAfE, BABDNSRIBEFE, TBIR—%HE
%A NaN, &8 AR —NMURINIZI L8, BEREREEIHELES, HRX—PRK, TN EERE
I,

MMERATDAELE G, BEETESERRE AN, DS HEPRER LA, REWEMZRIES, 74 BN, H
[ VA A LR B AT IR R, SRR BEE N E R . AL NEERBA FHIFIT R, TREE

IR UESE A,

#h3edhsl, L2 IEHRE gain NFE, WILERIH, BRI LBIRRIL MR RGOV

LRIERREL, ARV ITIME, IR AR, R EFMmEMT Ik, SibRARNHEE

WNE; HEOUREHILRIENR, RIGETARTHIEFHE, HETSETNELNIT. B RN IR
KEIUE, MARRE “BBEHAE" .

#7e853], It loss.backward (), REAVHHFAHRIKED retain grad(), REGAMEIELLE LIRS
[E? FRE, FBEMAIN, JCIERGE, BHRE, IS0 . grad LNAEFPEBATES; SNEHASER
o

SERESILN JE examples/part2/experiments.py H[1 diagnostics (), ‘A RA T B ARk A4
BREZIR LB I 2RI 5 AR I FERERT B 56 3 DLAS B 53 7 25 35

FiR5EE
- BB AV E IR PyTorch fb. DY, ZidetEMIZE, EHMA BN, ResNet-50 HI¥,

- [E%E notebook: IEFSIEERIIRRD, WXL, NS,

- torchvision v0.21.05PyTorch v2.6.0 5K &SR : BIRFBEREIT N, ABRAEHIT
ResNet-50 &5,
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https://www.youtube.com/watch?v=P6sfmUTpUmc
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part3_bn.ipynb
https://github.com/pytorch/vision/blob/v0.21.0/torchvision/models/resnet.py
https://github.com/pytorch/pytorch/blob/v2.6.0/torch/_tensor_docs.py
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F13E ERAFEENKEER

RN B3R G512 DR RN B0z, BIE 1T REMESRIA & T 7 R, (ERBA A i
BB AR BE RN, FHE R — MR s, MR R TR, TR 504,

WS 5 HEREFFEANMZE MLP ML, mAZEEE—MEH autograd 515, AFEZHE.
HIHEMEER tanh; R—24k%2 BatchNorm, #iAZM)ZH/ embedding, BCECH
manual_backprop.py (RE®F—PHEIKE, RERIANIE PyTorch, MAERERA loss RER R, B
Ji%5:>] notebook

13.1 BENFEIR AT AR ZIRFEE—F

AR L, K& X BBEN dX = 0L/0X. dX WIS (i,7) WA : Hik X #in—s, #ik
RIERAA? RIEADNFETTRN M MR TTR, AR,

NY =X +bH0l, X c REXH, p ¢ RE, HiFAHEFE—A b; AEATALT, KRIAHAREHIX LTI 5k
hnesk :

B
dXy; =dYy;,  dbj =) dYy;
b=1

1 2
#dY = [3 4], W db = [4,6], XEEAHRUMAN, FOVATEZBINE, GV, Gkl
EZRIT 1, 8N 1/ B SBE R RL IR, AR EREIERR—X,

fOdK, s = X. sum(0, keepdim = True) 2T 1T, R ds |48 M. AT ACE
XX RS ER: BET 1, RIBRH; BiEsRA, R/, ENTRR—ICREESEHNSER, T2
JERVRFR BT

XTI, AT AN A AT BRI R 1 T R R A RIASR R, BRIE TR Y
Wo Bl g € RI¥H 5 X ¢ RBXT*H HiFE, da BXHRGNERM, &GN 1 x Ho JfaEHIE
allclose N, MEICMIFIIN -8, DA HEIA S SURAET 16,

13.2 MG 3 SR FTIRTE I E

B MR B, AFRANN V, BRLH logits 7 e RBV, Wiy e {0,...,V —1}5, &
(1143 SRR N

N .
my = max Zy;, Npj = Zpj—myp, Qpj=e ",
J
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https://colab.research.google.com/drive/1WV2oi2fh9XXyldh02wupFQX0wh5ZC-z-?usp=sharing
https://colab.research.google.com/drive/1WV2oi2fh9XXyldh02wupFQX0wh5ZC-z-?usp=sharing

MitEEE GPT $138 ERAGESHKEEE
-1
s5=Y Qu, Tv=s5,", Py=Qum,
J

1
Ry; = log Py;, L= -5 ;Rb,%.

Z,N,Q,P,REZE BxV; M8, T REN B x 1o MWEATHE—DIEWIRES, BRI, R&5

BlbR &,

JeiP dR £ BE, EENERESA —1/B, il B=2,V = 3,y = [2,0] I,

dR:[ 0 0 —1/2].

~1/2 0 0

Wiz eR Mg log: dP = dR/P. M\ P = Qr LA, i\ Q HTHNE r © dP; HTHEATH m 80X
—ATATESRANER, dre = ), QujdPyj. MELEIE, 88 ds = —s2 ® dre

IR REEES R dQ. Q BLEZI A P = Qr, X&IATH s EABIEGRZE, Kt
dej = rdebj + dsyp.

5T fREIE G, B CRIASRA, RIATET o OEE, @EDRESEHERMRE, MAFELY
TR IER S BEERMHRX—PIFER +=, B2 XOGCE RIPRRREIRRE R 255 2,

Two shared-node patterns in the backward pass

dQ receives a direct path and a normalization path

v =sum D22/ (B-c)

dA collects the residual, variance, and mean routes
sd = sqrt(v + eps); ¢ is the variance correction

R SRS TAD, HdN = Q0 dQ. FIXE, BEOLHIBRAMIFN logits,
13.3 BRAENIRFBREREER RS

M Ny = Zp; — my, BHERZETIR dZ = dN, 1idmy = — >, dNpj, #ETEKMEM—, max KR
B4 dmy, MENRERAMERN E, HRVETIE,
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dlogits = dnorm.clone()
dmax = -dnorm.sum(1l, keepdim=True)
dlogits.scatter add (1, logits.argmax(l, keepdim=True), dmax)

Xt softmax XM, FEEA MR ZNNE, FPUXSFRAEBIRREIRH AR AR S 2R ILAS
BRI RE, ARJepkid e, R NR—RET JJ3E&T PyTorch, SAMEFH SN REAAIR, FE
RAGEARFRINNEEE R RS BATHRENL. ARRIER) logits MARRZEMEHE, BITIX M.

REF—ATHRKEN SN softmax, KRN0 BHAINRE ¢—me, EMERIGE B 7 logits
[1000,1001,999], H##EK exp RAESG i, HMEAMEEZEN [-1,0,—-2], FEEEAN L,

B3 exp. FRIEM log 737F, A REIBER/ MR NEiAE, B log(0) IS . A= YIZRN RS (E
FRlER) Focross_entropy BiFEER log-softmax, MiAZEN THEGZAE BEEXERT, FERTE
EEIRNEERA; AR Z B AR logits, BlE numerical ce tests() MSEfRia
fTTIERA]: [1000,1001,999] EH% exp IH—fbr=AdEERME, REITEIIMEN
[0.244728,0.665241,0.090031], HAirzAHEIZEFINFEAEHIAN 0.407606; [0,-1000] B HFRE N —
K, Jt softmax f5 log 15817555, a2 RIS RRAY 1000,

13.4 ER%S 2. IBXRBEEM=1T

M—MFEAR, softmax 22 XA 5 ik

C=—Z,+log) e
k

XE G A logit KRG UG H —1[j = y]; B WK log KISEL, HESRNEMEERIN S, 53]

or ) eZi .
a—Zj——l[J—y]+W_Pj—1[J—y]~

HEYIPTE 1/ B:

dlogits = logits.softmax(1)
dlogits[torch.arange(B), targets] -=1
dlogits /= B

W DAFEUERREIIGF, HHEITHER [0.2,0.3,0.5], EMSHINE 22K (FEHS D , LK
/NA 2, BB [0.1,—0.35,0.25], SGD MEMESG, =MEANEMZE logit, FEIHAR logit; X—17H6
JEMNZE, Frf logits RN BAUZMER, SIXDTMME—,.

ZE RIS @RS, TLRPINE, ¢ label smoothing, JEZMFR%, I H reduction 5 mean,
BB, FEREE sun, REEHE, NEEX=ATRIMBESRE I 72 K401,
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13.5 FEfERER S, KE—1T R

WHEN Z = hWy + by, H p c RBXH, W, € REXV, B HIH N Zy; = Zk hyxWa i + ba jo
[EE hp, ERMNZITIEIRA], Bl

dhye = dZyWay,  dh=dZW].
J

T Wag, EWFTEREAMH, Al

AWopj =Y hwdZy,  dWy=h"dZ.
b

B IR IHRKALRA, dby = >, dZye ZAEIR: (B, V)(V,H) = (B, H);
(H’ B)(Bv V) = (H7 V)°

1 3
4 2

m—ﬁmﬁk\ﬁm&mﬁﬁﬁm:h:pﬁﬂ,wa:[
},@2:m5,@za0%mﬁ§%M§mﬁ—ﬁ,ﬁﬁ@

1 —-0.5
—-0.5 0.25

},L%ﬁgdzzm5,mzao$%
dh = [~0.25,1.5], dW; = [
KR R E A,

HZd h = tanha, 5% da = (1 — h?) © dho X—HBILRKE, FUETEIR, TIESHIRA, &
— M b= 0.6,dh = 2, EEIZEME (1—0.36) x 2 = 1.28.

13.6 ‘B 7 B Cr R B RIIEHH

BT 1 ZORBRRGKRER, 455 2 A R E R, BERFLisiTEIIRSIEZK, A
retain_grad() fRFHAIEERE, FHIZTT backward () XDNFHE, TEEARRITHEE: BRABKIEE
Python BFi%{, UM loss.backward ().

BMEEGIR, BERRLMNIRZE. allclose, FEMMESERT DARSBIENIH RN, (HAREIEEC EM
PERIME— 451, s**+-15 1/s fEIF RSP REE R R, HEHERM AR REN; WAZEGFHIX

T R 2R — BRI APl — B I X

N TR ROMEE D, AR ER BN 866/ NS, A ZE, HREER

[[A—4F, 1L F—% embedding RS IRIAERFE, torch.autograd.gradcheck A float64 HulZE
DREREMRRERE, 1EE IR, KR R, ERCARBEREGH, R ISR E,

HISER

1B 1, wit. 1R TP BRILIIM logprobs £ hpreact FIFTEREE, FREJCHEH softmax fA
o Forr: fERETMIZREEKE, REEHMRP counts,
2. BIiEES) 2, A2ERE, ARSI UHEEN, HRBEESITHE T2 NEF,
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3. ¥R B, 1E dcounts += ... ACMHEEANEE, WB— IO AR e AR I?

AR e S AT R, BT SRAE manual backprop.py:backward, %8 =@ dprobs, /%L
FRAZIIBR A T REIERS, (HAEFFEM dcounts BEESEAIEAL, /M logits, Mt ESEFEM SR
M, 1E 2 R 9 MWt i BRI EE AR, A A TEREEDN R B TS

FiRSTEE
- BB S E AR S YRS ; EERD, $oT 7-18,
- ‘B7j Colab BT IIA, [EEGE notebook HEHEZE,; KRERINZNME, &EIT
Colab BB F 4 EARTE BN A,
- S, ESEUEG AR BRIV, MIT S 5%gREHIEE NOTICE; RIKFETFTH,
AN BB AD 7 S AN AT
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https://www.youtube.com/watch?v=q8SA3rM6ckI
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part4_backprop.ipynb

MITEEER GPT %1458 ¥EF;E5 BatchNorm 5 embedding B9/ B %

$145 FEFERBatchNorm 5
embedding B R RI{EHE

RXIFAE—ATHISA Z B E, BatchNorm WITE—SIREAR Z RIS KR, JEH KA G HN
W77, RE—1MEARNZE “BOOMEiRE" M BIRISME, 5% o AN FRS, Kk
LTS e

AREIGIRAEE 5 PHOUIZR SR : JeB T A%, FHLfE BN, RREREALEEM TR, &EH
FEHEREERZE. BANRAREN B — 1772, FESHERE B iENG 1 ETE

notebook

14.1 A8 T PEIE—RF

LBNHIAN A € RB*H, ¥H y € RVUH, BIEE N ¢, RER c =1, EX

1
——N'4, D=A- = D?
123 sz: by Ky S )

1
’U:B—_c;Sb, T:(U+€)_1/2, Q:DQT,

Y=7v0Q+8.

D,S,Q,Y } B x H; v,r,v, BIERIGHN 1 x Ho XE D REHOIEE, FEZMEHT
embedding FEEMIBNREAS; AE/GHIK embedding B2 EHWHERNHEE, EFCSL%AH
G = dy, EFEEs dA, dy,ds.

el B e BT S A

dy=)» Q0G, d8=) G, U=dQ=70G.
b b

X gamma, beta SKFl, BENEMHEHMEE, 21 Q = D o r, RENEEHER
dD girect = T © U, TAREENEZ dr = Y, Dy © Uy

14.2 FESHIERFRIBEELR

X = (v+5)*1/2, H

1
dv = —5(v+s)’3/2 Odr.

71


https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part4_backprop.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part4_backprop.ipynb

MITEEER GPT %1458 ¥EF;E5 BatchNorm 5 embedding B9/ B %

eps BH R, TRTMMWE; BERESHE, FENTIEARTEARMR, H5 M7 EmE1T 7%
%, dS, = dv/(B — ¢), FEILF/135] dD,e — 2D ® dS. WZIEH: D BRI AN

2D
dD=roU + —— O dv.
B—-c

o D=A—p: EIESG A0 dD, SENEE dp = -, dDy. B p =3, Ay/B, BPHEA
XUWeEl dp/B:

1 1
dA=dD+ =dp=dD— = dD,.

X ARG R E R, RIS dA RIRMFNE ENE, BN X ANEEHIE R —Mm s AU,
BEEEIX NIRRT RN E, IR AR SRR ESS, AT IR N FEOER: R4
R RATREM NN IR AL (E,

THAIHEEL RS, BRI

HE¥E RBBEEFR RIERIRFHE(E

Y pre R H tanh 15 S

Q raw 7 gamma

r inv SRR

v var e —0.5 M =IRTTH

S square WITERRE 1%, B B —c
D diff BRI RN A%

B mu G DERU]

A a TRZE BRI ER S

14.3 EF %) 3: {8 BN RfEEE—=

Sk do RIEl Do 1T 73 = (v +¢)7%/2,

Dor?
dD = — D .
roU - 2— @; by @ Uy
XHNQ =D or, aAME—I1 r:
D=ro|U-=2 oS @ ou.
B—c -
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FUMEARIE 3, Dy = 0, FIE Y, Qp = 0o X BRIk, B2 2%k, 195
> dDy =1 O Y, Upe FHRNBIIMEA 2

Q

dA=1r0® B o
—c

U — mean;(U) —

) QoUl|
b

XERERERANG R, eps EQEEEr,Q Wo WER c =1, AU =+G RIT, s

_r B
dA= 20 BG—Z;G,,—ﬁQ@Eb:Qb@Gb

HURRTFSONREA B, RESBHIERN B, 5 B/(B — 1) FR— I ZKIHIRES, TRk
ARG, BB RBIBEIDXAAR, BABEIREZ% 0.001149, JEATERSB & AR
%,

H—3l, =R ER. BN A =[1,3,5]T, W c=1, %hFHEEKeps HF, gamma N 1,
p=3v=4,r=1/2,Q=[-1,0,1]T. BELIFG=[1,2,47, HENT/3, Y QG =3, X
INEE]

dA = 1([1,2,4] — £[1,1,1] — $[-1,0,1]) = [1/12,-1/6,1/12].

HAR S R R S BRI $—0 L(1—7/3+3/2) =1/12, &
(2 7/3) = —1/6, F=UL(4—7/3—3/2) =1/12. ZUFINE, SBHAFERE eps, &
(ELHTRNERL,

XEIEA DN eps NER, WHABAETOT AN SERSZ2HE; eps BTN, FHRAZEMER
RS AAL, I ZESTNAEI “> " dA © Q BAUREHNE" IFINE T,

14.4 F—E5 reshape: HE#HFREFRIRIRE]

F—ENA=UW;+b, EY Uy c RBXTD., T 2L FNXKE, D, &embedding %if,
W, € RTDxH, I E—EAAERER -

dU = dAW],  dWy=U"dA,  dby =) dA,
b
XH dby it EAE, 55 11 ERENE . MIAHERE — M EZMIRE, 20 7 RIEX 5%
72, MAZEIAE BN BiftE ITRSE,

HIFE&ERRH F ¢ RBXT*De reshape i U, reshape IHIENFITTRMM, WA BAETTERA MK
&, RRAIRTAE dU reshape [\l E HIIR, GRATFISA B, mZEFEHEMERG KR,
ARERF A IR IR BT — M BER Y view,
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MItEEZ GPT %148 FFES BatchNorm 5 embedding BIR FEfEH#E

14.5 embedding R A Z RIENEEES R

embedding & ¢ € RV*Pe, I Ey. = Cx,,.o0 HNFAFAIREER— IR, WMATREEA
FFEAHIL, ENEREZR T2, FrasEauin:

dCri= Y, dBy,.
(b,t): Xp=F

Bl —4¢ embedding /1, Z3IE [1,1,2], =AMERGEIBENHIN [2,3,5], W57 1 Rk 5,
ST 2 I 5, A dClix] = ... SILE—REEN K, Foe f e R mERE Tk dClix]
b= AR L SR T SR B L,

BRI FE B IRASZ P ZIEINRIN +=,  SKERANI(E AR A 20015 LAY index_add_:

dC = torch.zeros like(C)
dC.index add (0, X.reshape(-1), dE.reshape(-1, C.shape[l]))

ABLEHIMATL S ZXTAT 1, AREMESRARE, RARIRELN 0.04305, BHERG| X HAXE
XM IEERE, FIRRNRTIHNESS R O,

14.6 M “FBigky” I@EFINE

FEHRERIBIT:

4,

.venv/bin/python examples/part2/manual backprop.py

FEFEE seed 2026, B CPU £kf2, floated, #tK/INh 4, WHFRA/NN 5. E RN 3. embedding
BN 2. BEIEEN 40 BT 7 ASEI 19 Dk R0 ERIRGHE, 326 W, XM
RIS R, BT SR EE,

e PLVER  BEHEAA

26 Ui autograd X FE i K4 X i 1.39 x 10717 AW FZET H—K

7

bR loss [ float64 gradcheck il L ZE S SEUE

BE TR Cr o MENTRRE -0.0314336464423 B T ZIXEH

FIARAR L35 ~0.0314336464635  SRAHEMZEL 2,12 x 101
Bl BN HI%E 5B BKIRZEZ]0.001149 MR REFE 40 H SR

JZfl: embedding FEHE & RKIRZEZ) 0.04305  EE RS WSz
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MItEEZ GPT %148 FFES BatchNorm 5 embedding BIR FEfEH#E

BIRIENEL LG + €) — L0 — €)]/(2¢), KRMFNFH 10-6, FES BN (] eps . e
A, I NS AR, NS max HOISRAMS, SUERT R R R L]
e,

14.7 EFA4%S) 4. M autograd jllgE—R

SERRISIESS, EHl—1% A requires grad IIS%L, 7E torch.no grad() HHiM. WHTFSE RIE. PUT
p -= lr * dp, BCEMAAE—MPUFEARHRLRM 200 (REEH, #3520 0.1, BLAEELT:

B ERE TR
0 1.657875
50 0.446956
100 0.180666
200 0.071273

XU FE M RE RS ECE T, HIEMHPUREARIILES, AUEHSABRNZ e, RN
ZEERMEE RN, IR ERRERE BN GiEE. R, AP notebook Hid
train=2.0719,val=2.1162 WANIEI; XLEZ BRI EIER,

SHEFEHEIZRY BIAT— 5 iEdE, REHZEE IR train/dev/test, WIZREMIAEARILIG I
KEERAXAHNGEIR T EREE BN Fiit, HHMEREIATESRR, RER N 2T T

), ¥ softmax #ERM—DNFRF, AL TNXEBIKIERT, BEEXHR names demo () tH5EREHITIX %
TR 12 NNEIES 8/2/2 734, EESHEEHBTIRS, 500 RFESHEEHE, [UHIZRERITE,
SEf train/dev/test #1553 HI1 0.491513, 2.405374. 2.466960; [FEE seed 2036 FIHNFEA N
tina.. tanim.. mtna.. tania.. mtina.. TRFICHISEFEARSHEBEMEIER —%, XEeB MRS
NETR, BAERD BSMERNTRE, THT I IREARIERE,

%3, RTAEER
LB, Y. % 14.1-14.2 WEFESEM BN, &2 embedding [xf%, ZoitkmtiRz%E,
2. B3] 3. MWEFRMESEERX, 01817 correction=0 1 1, $&7n: L HAHEIFOMLE S
FIFINZ, AHRERIHEARMIES,
3. Btk 4. MBRIIZKEIATAE BaR A, HE GRS TIRA, FHREZ IR,
4. 4b5E, I FFEMRAEMRIE, ER embedding BN 247

A =S R E RAEAFEHE S manual_backprop.py. SHIUEUEEE, HIEKRE dC FIMHNAT; “XDF
ek bR AEWERA embedding —E /AR E, Rt =MARSMHNE, AR
BRI
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MItEEZ GPT #1438 FFESR BatchNorm 5 embedding #R BEHE

FESEE
- UREEES 5 PR, MIT [EE IR T 10-28, BT 45,
- J& notebook KRS LM R RI ; A H floated SHAMAZE, NEMREFEME B

SR AL ga/part2/manual_backprop.json.
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https://www.youtube.com/watch?v=q8SA3rM6ckI
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part4_backprop.ipynb
https://colab.research.google.com/drive/1WV2oi2fh9XXyldh02wupFQX0wh5ZC-z-?usp=sharing

MitEEZ GPT F 158 B/\NFRHEREH: BEOSKEZLTX

ZEEH. EEOSH

F15E B/I\1TFR
2 ETX

=

E—ER5r 0 MLP f8FTA A — D SPERKAR, FR%48 R, B N 3 DMFY 2 8 4y, fil
ANTEERIM 3D &N 8D, BEHIRRE LA, (HICRT DUESES —FUCBI : SeibAEM D AT a8, BE
FHHMWA, RESEIES \DNFRIRR,

IXEE AR 6 PHERMMTEAAL, TS5 WaveNet IEHBZIFHIKR, (HI&H LB HI5ERE]
i, FRE. BREMEHARGL, AL DRUNSHMN, T —EEEMEERENMER, 8 6 UFE 77

15.1 ABEEEKE L TFXFl—PFFF

FefREFEORAVEHRE o BDINGHEARZ—DMIEEN X, REZEREN T —DNF; AS9%5 0

IR MBS R FE AN FIRIZR . DA anna, | RSCKEE 8 i, &EHRIGE .. ... ... -
=N a-n, ......an - N, .....anN - a, ....anna - ..

FHEM—PNELTR, @HEB . EIXREZRT, e SOHA2, Frak AER B 267 H i
Z AT, FIEAAEAREAN 2B 2RI AT, iR sinkrIgs, ik, Wik, HSEED, 6
MG [R] > B TR A B B 7 BT L 0 B SRR 4 e

W2 notebook SEEFRIAE. &KIA. TR, FBHTERTE TEO, BN 2TARETmL: &
RROEUSKIFF, @OREERIEM. RKIAZGUEN, #rTAEXEELR, BE77 Colab HEH—
N names . txt FIETT; ABHVNLIGAE 12 M, AMEEGH AT ZER) master NEGHE, WA
12 A R e B R AR EE

15.2 7°Huh3e, DHlfAR—HSE

examples/part2/layers.py S NFEEES, BATENER — M€ : FRANRSEKETN], parameters()
RENZA R B EHE KR, REG G, IABIMERTFERHERRRRE LR,

% DN B8 TEMR
Embedding (V,D) BRI 1~ VxD%* EFFAE
[...,D]
Linear(F,H) [...,F1=>[...,H FUE 5 AT TEf S — HENUA [F) 177 56 A8 #6
BatchNorm(H) [...,H] = FK gamma, beta TG — BTSSRI Y
i

7


https://www.youtube.com/watch?v=t3YJ5hKiMQ0
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- HWNEGE B8 FERR
Tanh EREIZSIEIR — [FTEIR o BonEARLkE
FlattenConsecutive(n) BxTxC— im BHEFAESE n MU B

B x (T/n) x (nC)

Sequential HERA - KEHH FESBEES Eied TlR 22 Ry

Linear X =4 AMPRAT DAEHE x @ weight, LEUIMIA B x 4 x 8, & 8 x 12, it /E
B x4 x 12, WWMUEHAHR—4H 8 x 12 W&, A NG MIEPME—DMERE, XRRELEIE
e bt 55 G R R i FEAi,

SR ESANERE, HSIef embedding RBGH parameters (), AiMFEFERER], FEEATREF
18, BRI KIEASERHE, &HEZR—NREHITEMAYIRMIR, F5 SGD 2H=HEHH, AHH
Nk & G AE, FRIREREANTIRETEH FRERESHWIESN,; XIMEHEZA B
Fto

IXEER AR TEEE nn.Module HIE . BENNEEFMASEEH, state dict. HINEHEMFE. hooks
HERIRERIL RS, HE T ENIIRTE, #¥%MJE4A nn.Module. nn.Parameter. nn.Sequential Bt
HEA S HIMEREBATER T H 4. PyTorch v2.6.0 Module J5#4

15.3 FlattenConsecutive A 2F155thik

&% B=1,T=4,C =2, WMiENAEZ[1,2]. [3,4]. [5,6]. [7,8]. FlattenConsecutive(2)
NN NIE: [1,2,3,4] #[5,6,7,8]. FrARKHENSE, MKAHESE, EZErHTR, ik
T RRNE RN R E,

B, T, C = x.shape
if T % n:
raise ValueError('time dimension must be divisible by group size')
X = X.reshape(B, T // n, C * n)
if x.shape[l] == 1:
X = X.squeeze(1l)

BICRPURFT N BTCo T//n NRAVFFEEZFRE: NRERFRINOHELS, #NFECRA 5 — NHRIE
e APEEEA, &5HRE—MNEAERN, squeeze(l) 8 Bx 1 x C'ZN B x ¢!, PMEHIHE
187r3K logits, MRETCZEIMWIAM squeeze(): & B = 1 I, ERIREIEMH#LOCH, 1ERFFRIEEA
F—RIGIREE IR,
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https://github.com/pytorch/pytorch/blob/v2.6.0/torch/nn/modules/module.py

MItEEZE GPT

F 158 B/\NFRHEREH: BEOSKEZLTX

IR view, HEHEZIMA stride iR nriX MIE, Uik, REENKETRENIES:; KA
reshape, EMARVFER], BLEMIXA torch.randn(2,4,6)[:,:,::2] HEEIEESHEAN, Fehi
T not is contiguous(), FEGERSEA cat FEXE, HRIGuEkH shape, A& ARUEZSANF E

o

15.4 ==, BREF—ITE

AR NEREHIARKN V = 8. embedding % 4, FEEOEE 12, L8, #A/NEE 4, 75

TEATEL, 48

Sequential([
Embedding (8, 4),

FlattenConsecutive(2), Linear(8,
FlattenConsecutive(2), Linear(24,
FlattenConsecutive(2), Linear(24,

Linear(12, 8),

12, bias=False), BatchNorm(12), Tanh(),
12, bias=False), BatchNorm(12), Tanh(),
12, bias=False), BatchNorm(12), Tanh(),

Eight-character tree: shared weights within each level

€1 3 E3 &1 &5 E3 &3 B3

group 4: h

Bx2xH
BxH

FivE&

FRRG

embedding

Bk PR

#%—*% Linear. BN. Tanh

PR PHE

4x8

4x8x4

4x4x8

4x4x12

4 x2x24

group 8: h

79
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MitEEZ GPT F 158 B/\NFRHEREH: BEOSKEZLTX

(712 Lk 2N ZIERERBINRIEF R
5 A 4x2x12 4
BEUPHE, AR 1 4x24 8
5= A 4x12 8
it K= 4x8 8

K “RERET WIREME X ARTE Linear SR RRYR IR, gk BN i@ L= MG 245
ARRMEMEAR, % 16 EXUHINHATHE M EIRC RN LU E B, P BN fEHI[EE 5
THE, ERREINIZAE Y AR

FHESHER DIMEIADEEER, embedding 8 x 4 = 32; H—EMNE 96, EMZE#% 288; =4
BN [ gamma, beta 3 x 24 = 72; HHENEMREN 12 x 8 + 8 = 104, %K

32 + 96 + 288 + 288 + 72 + 104 = 880, SINHEAIMISEEH—%, BN MiafT¥MH. HENIFA
G

15.5 458, EFHAIEEIRF)I%

JFRHT BN REZW B x H, % dim=0 5R&TIHE, IEH —HEIERE B x T' x Ho WIRARS ol
KEME, 215381 x T' x H, FT8MESE-EYENTE, MAEEMNEE—E,

BBl B=2,T'=2,H =1, H—5F50 ((0,10]), 5N ((2,14]), Xt dim=0 K15
B, [ENESME (1,12]); % (0,1) KHME, ARFHLZEEE 6.5,

53/ FHitIIR BERAR XA FHIS(E
[HE mean (0) AL B L 1x2x1 1. 12
EIEAY mean((0,1)) FE TR ) 3 == 1x1x1 6.5

HIE EEUE LRET 1%, loss WIATRE NRE, P ARA SR HERIRIEIR, EFHIENATAESHZLEY, A
AFEXEITRSINN “HZ=ME BN” , BT R A B, (ElZhS T RIZIRIERE
FAEME SRR T N ZE R, IREREE M B OHIR R EE shape HREIX R,

FATBEE R EIETE &G ; R4 nn.BatchNormld Y =4EMAZIER N x C x Lo TREH

B x T x H Bi#EX®HE, BUNAAZBINERN N, Z2HREN B x H x T H¥EER, 20
RHAABH channels-last K, BIMEHIER, FABMIREZENT ZRETASE 11 ZERErZ5,
PyTorch v2.6.0 BatchNorm1d

80


https://github.com/pytorch/pytorch/blob/v2.6.0/torch/nn/modules/batchnorm.py

MitEEZ GPT F 158 B/\NFRHEREH: BEOSKEZLTX

15.6 IIZR A 2B/, EEREHT

B LIS, Si—HM model(xb) 155 B x V i logits, PR, TEBEE, RIE. B, 2%
HEASRANE, EXEEGEMA: Hi—Ze i E AT, AHREET RISk,

AN HH 8 MNINZRIAEL 2 NEUEREL 2 NIERIE, 2 BITIARL 42, 11, 10 MEA, 2k 400 IR
¥, RN 16, seed 2026; Hij 300 IRESIF 0.1, J5 100 M 0.03, Hith ERESETE 0.1, 1HHBELY)
HEEEINE, NSGSERGHRSGZTHIE, GRAOT:

pilba TR
train 0.459759
dev 2.001545
test 2.565572

WIZEEARIR D, FERPE m ISR HIIELRE IR, BARURIEIZM A B2 TR R e
FEERIHEMAESHENZCZER, TRESBEEELEIE. 27 BTN loss Hif, XH test HAE[E
ELRSTEREIRE —IR, WAETCIEERESRY S,

seed 2036 XAE15% tania.. animtm.. tania.. nina.. anna.., HHHIIZIE, WERFERES, X

IEEETREERA: ARSI AFE TR TRED N, RIFIRERS 20 5, Pk —MNEREFEIE
PR IERI A TCRRIEIA, HI8EI EIR, MAD9EMT, AR E A% L,

ZRR & AR ASZ SR AIRES 300 K& 0.405144, 28 400 2204 0.532451, M PME
REIFHERAE, AREfRILWT S RANR I, ZHAetERE, MAR—MEEIFEE. F—1 eval HAH
IR,

15.7 &) 5&==

L AbsE, R BERScdk 16, MM EHEI—PMIE, TEILBEPH? Biaz2OiEn] LEZE D RR?

2. 458, BT embedding MASEHIZK, MLLtedLI?

3. b5t H_EMAY rank-3 BUEHI ¥, 51T H% (0,) F (0,1) ARIEEMLAIEEIR, WA ERIRHIERIZ
25,

BT EYIR A : 16-8—4—2—1; R Linear i N5 B4 PHE G BELOARS, RAHAMNERR
AIDAE KR, S irh loss AIRENY MR, EZRNREZSHEE. SHSHYIER, DAKEHHG
embedding Z(H, =zt ER 22 5HOMERA ((0,2]) 5 ([10,14]), mtkEgitaHui
(10,10,2,14]); F%i—M correction 5 eps A GE/F LU S (E,
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MitEEZ GPT F 158 B/\NFRHEREH: BEOSKEZLTX

SEREANIZIT A5 examples/part2/experiments.py, AREERECH train tree(); ZEE X TE
layers.py, XELMH “ LR CUMRHE” 2R T IH 8 AP HAB R, (BRI TH BRAE QR Tl & 1A =
SiE, T —EMNXEGIHEM,

KES5ER

- 5 6 YIS [EE notebook: BURE M. 7N, WEMLE, BN HEHIRSEIE, TR,
- 'B7Jj Colab: 5 GFEIRIGH)EEERNIREBER N EHE M HIT,

- APAGBERE, BESSKEIL 12 1@AKRSSHEENETHE T, HAFRERIRIEITRS.
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https://www.youtube.com/watch?v=t3YJ5hKiMQ0
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part5_cnn1.ipynb
https://colab.research.google.com/drive/1CXVEmCO_7r7WYZGb5qnjfyxTvQa13g5X?usp=sharing

MitEEZ GPT F16E MWEER: BREF. ARUESTRER

Fl6E MHIIEHR: BRH. ERESH
FEEN

PRI IR \DFAF, Hth B — DR i RIEN —ASOR IR\ DN —i, &
EHREDERIENAAER) R, HORBESE, HEMRHASERES TR, RES 6 REHIX
PNEZGIHER, HEARZERELIY 5K IREH,

ARERHELLIREN “BREREZ MBEMFE MR X—&K;, WE K" NBIgaHA
PR HIEERERED, SIS RIRIIR, RTEEEEMLEH 2016 4528 WaveNet HIX G AR,
AHFE— TR e,

16.1 —4H Linear FiEEE — 1 RSP &R

SEEMEBMMIE, BMIER C MBE, PHEGRRNE W c R20<H, AHEFEREZAT N
w0 w) ¢ RO<H:

[:Et; $t+1]W = CCtW(O) + CDt+1W(1).

RERSERIHE, TRRM, ME—HMEMMEEE R —RIERX, ME2RTLEMETR, 554
HAES, ©A080, 20 4. 6, MMAZHE 2, stride 2 F—4EEH, stride Z2AHBHI R AHRTEL
%o

Pean—4Es A [1,2,3,4], REMTTH [10,1], SHE[1 x 10+ 2,3 x 10 + 4] = [12,34), FaEH
AR RS, Rt BUE BT RSB T A EE

b7 ERRERI, PyTorch B convid # B x C x T, BRI H x C x K, MiARZEZEORZ
BxTxCo XH K =2, {UIFEHEMA, HICEMENER “ZE, MAEE, fMbEE” iF
-

# x: B,T,C; W: 2*C,H

by groups = x.reshape(B, T//2, 2*C) @ W

kernel = W.reshape(2, C, H).permute(2, 1, 0)

by conv = F.convld(x.transpose(1l, 2), kernel, stride=2).transpose(l, 2)

RELRRENAENR B =2,T =8,C = 3, H = 4 Wi+, MPEEREKIREN 8.88 x 10716, BERIE
THIERSRIRS stride-2 BRI RIFREO M, IEBA ULIIEE MHARE LA 2R 1.

FERE, RS R IR EARTE A BB i IR BIEL . 1X B SR A R AR AY
I, SFMRRMBAL, KIS ENRE 07 “RESIRIL" RIT, —i0i% “RIEEIRR" B
PyTorch v2.6.0 &5 E X
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https://github.com/pytorch/pytorch/blob/v2.6.0/torch/nn/modules/conv.py

MitEEZ GPT F16E MWEER: BREF. ARUESTRER

16.2 ERERBANKBIRE , FHBFRE

FUNGLE ¢+ 1B, BUERERE] o0 hkiyf 8. RABRA — PUIRIORTFLAE: il ye BUE o0 )
HRAEEE, FRHIN T token, FRHI yo EHMRBZI 20, MALTEIEE L, +
HERHS I I — e

WFIB, BN K. TIER G, E d(K — 1) NE, REAINE; AEHITEE stride-1
B R KRR, I ¢ Lt — ...t — (K — 1)d B98I

def causal conv(x, w, dilation):
# x: B,T,Cin; w: K,Cin,Cout, w[-1] MMHEEHE
K = w.shape[0]
padded = F.pad(x.transpose(l, 2), (dilation * (K - 1), 0))
kernel = w.permute(2, 1, 0)
return F.convld(padded, kernel, dilation=dilation).transpose(l, 2)

Hrp FLpad B —JeligiRie — 4R /E, AIFEEMRE. SRR padding, SHRTAZERATREBEHILHY
AHKEMN; WHAROIZR “IERE” , ATLA shape UIAITAMER,

FCEIEBPRI TR 10 oz JERIH AN 100, feEEifiE 0-9 R SE 2N, RARZEEN 0, HBISHZ
% 3, AR padding 1 F&—EMH, A9 FHEIHAM T 100, IERAARKEARER, FREMKNYE
T WASKEA, TEERFIZ loss BHEHL,

16.3 # KR UAMILRZHKISER

JEAZEF R — MRS LA REMRE R A G BRIl 2, stride 1 (UEH, B&—REHREER
ZEMIE, §IREIEMHBERIE SRR 4 18, EARE > H A E,

RFTAR stride N 1, 25 ¢ BEHEN Ko J5KEN dpe MDA ETTAG, EEZEFIEEIRIHEEN

h

R=1+) (K;—1)d,.

=1

HRRBIGEN 2, ZRYHKEN L 20 4, A R=1+1+2+4=28. B RHEENMIE; F2Z
SO 2 BN, B =R A 4 FINA., RERESE S MR, HMEEYRRAS, B
KEHRRARIRAIEE, WHEATRERTH, AREAIIALEE R FREE— P R AR o
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Causal dilations 1, 2, 4: eight input positions for one output

dilation =2

dilation =4

gL 9, =ZEMARMUN R 2-9, APBL=TMIRZERZAR 1, BERRHURE, RER ML
NEBEAERRIM BIRYF N 12,3,4,5,6,7,8,9]0 X MEEUERARTZ ARG 5 IFIB LR AT
Fl, ERNEN TSR AR, SN TA g UREH LA RERBUZ A &,

FIEE stride, THEFREN BB HON M ARG J. #146 Ry =1,Jy =1, BEEH
Ry=Ry 1+ (Ky—1)dyJe 1, Jo=Jp154.

—JEMTE 2, stride 2. TEPEKEE, RAARIRON 2. 4. 8, HiHEIERZ N 8, =2 stride 1. ¥k 1. 2,
4 AR )\ FV 2Ty, [HE MR EEREHH, XEZ “MUREOHE" 5 “BESEEmN” E

B,

16.4 —1REBIRIRY, ST IKETER

N FAF R B —NEBh e o X DARTR] ¢ S5RAE H, 55— BB s m T
t—6,t—4,t—2,t. B_RENNER—H, RinhiT t—4,t; F=2EBENE,

IEANGE D EEM, TREBBREIE MBS BRI, 8 2 EME ¢ BIRE—2H
t—25¢ FDAPSK 2, B=ERBEE RNt — 45 ¢, FIDUAY5K 40 HRANREEBER,
AN BRI PRI EER AT E IR,

BLE conv tests() H=ZEMNER tanh, fEKE 11 ) R — B NMEEY N 722 )\ FIAT 8
B1TH, B0 EREa TP R 1, 2, 4 AU, FBEETR 7-10 MHH. mKIRERN

2.22 x 1016,

XAEME AR AT . MFEAAE. MEEFELM:. R BT, ARsesE e b IR E R,

IAHAIANIGE BN, # BN A FHEFRERK, AT DUCir SO0 EE 7 T e i L. IR BN gt G
BT U AL, AREMIFFIZ I B 5B EERU4A 52 2 RIIME.,
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HEEHE, BEREEARANGEEN A LR BN gtit&, FH T sEEd gt & R aRmE
MHHJESE token, BMEGFNMERESHALEE, AREEERERENIIZREEISRIR, 5 15 H—H
ADISEE A, RPie Hje— e, SERBAEE NN R B RN, 2AREMRT R XERE
A BRSNS AR, BERIX MR,

16.5 5522 WaveNet iR

WaveNet JFIRSCERM RAA B H FH 04, BT SKEREIR, R8T, SRESHEGER, e
FIFER. BAMPE IR RHA SRR RHER, #H51F embedding, #i# tanh #1 BN;
ERAEIEMRM., FFEE RIS T E LY, WaveNet J5I£3Z, 2016

LEiReEEE TR F AR XXt

HbR NN FRFI T N EFCRAHER) A5
ETGHE THPHE ST Linear PRAIRER

Rt tanh tanh 535 sigmoid [ & 7T FAH
7= i 12 PR 5 I Y A R ER T 1
& BrELO—D AN B B I TR B AT I 2R

BRI 1A TR B E A MR HIRE . PIZRRIIPIRE G R4 tanh 5 sigmoid, HIZTR
M3, sigmoid LR MIE D 0 Fl 1 RIREER, FREMAMZRMMZIAR, DZN AR ILE, el
#E T Ia S Al S S, ARG ZER], ARV NEREH5EE WaveNet,

16.6 IR I2RYR S B E R 1% BHFIR

25 6 Yt notebook fRE T —FITRICTHK, THAZERIFESEE, TRABAIEN, A2 P4
RS AR BRI R

LiFoRNEETHL train loss val loss
3FERFE T, 200 BEgEATT, 29 12K 2.058 2.105
e

RS, 222K S5 1.918 2.027
MR B EER, 2 22K S5 1.941 2.029
1BE BN IH%y4h 1.912 2.022
embedding 24, hidden 128, % 1.769 1.993
76K S
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https://arxiv.org/abs/1609.03499
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MIxHIEF DA AE H: WSR2 EL T BRI RS RS, —A4 “FEFn] DU 7 BN
MR IR LA RER MR ALE R, ETEH, AR, IS TiE D, SEdgragis] s, -
RESUSE AT I 52 HAE M BE A 2R

REEIEED loss 7Py, RV BhZRIEN), WERFEICFRAFRZ logle(loss), So P FmE BRA)2
TR, )R loss JURSFEIRINEL, RETHE TR loss FEONEL, HAIME loss Jy 1 Al
9, 5 1ogl0 ##) 0.4771, TiF¥J loss 1 1ogl0 4 logqy 5 ~ 0.6990, FEHABAEFIRMEZ AT, (Hih
oY S LB A A

JEAH view(-1,1000) .mean (1) MEERIEREHE 1000 #EFR, 45/NLE A 400 B0, MR FHR
NEALFERER, AR ERIEIE reshape ik, SHXEMIIZRE:, #EE D IRREMERIMHZE IR,

16.7 48 “Ciidt loss” LEREEEIZITAYSEIE

WIRES IR TG B RSO R, (B R — S M E, TRV SRIRR, BTIE S — DI
BNCHAEE, [EE R IE R BEEE, P, IZRmsE, PPAEEH seed; HUTE dev Bieffeik,
BeJa— IR test iR EidE R,

Jeil B NS REEIE RN, ZRNIDRSEESIHRERAR, BRIl semER, thalsEtgin

FIMERE ; HEORRGGHCHE E AT RERRRIIIZRIR, tHaREYRIZMLZER, LI “MHRISEE" M “HEIZ
" AR EI R, B — 1

ARBRFERIITINFZ: ESAFISEEE, RUE BN BFHEERA, MM BIRmIASR

B, SIEERSEN SARKT I, BRI, BABEREREIE, It tsRE —H RS A
i, RARIUEN, A HREHINZEN dev loss, IIMEREZ 5 AT RE R Ui st 57 BRI 5515

HKI5FFK
1. #h58, BTE 3, §KBIKIRA 1. 2, 4, stride #8521, BEZFEERZ/D? &, &AM EEAER
TE?
2. %38, HEPPPHER Linear B =N EPFHE, QAASEXS N stride-3 FIERIL?
3. BFEIFkR, TEeR i EdE 22— DR dev loss, (HEAGHELE, WiE. BEE seed FIL
SEAERBN; RPERI LN E B FARE BT,
4. %58, HRRERTKEMER, GERUERRRREIER? Bit— KA,
BB R=1+2(1+2+4) =15, XNF2lEHNGE ¢t NEANt — 14, BN t; X—HEEF
RN E &, 55 R EERE W < R3C<H reshape 7y (3,C, H), F permute & (H,C,3),

stride B¢ 3, FFHHIANEIER 24, H=fRANEAENRINESR; SREFLMEEEN B AR
test, HIIHHIERMEAZNH padding FITHI, ECEMATCLELMARILENIER 100 K4 HEK,
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MitEEZ GPT £ 168 MWEER: BRH. ERESTRENR

B #h FE BRI &AL (E examples/part2/experiments.py:conv tests(), [ZIH draw diagrams.py &
e i, BATE—FKEBNARRL: SRIEGDNRHRENHSESEIRER, Fibt=EESE
K ER3, MARMKEE B KRB o5 F A 15,

FESEE
- URIEES 6 Uk [EIE notebook: JFEHE, “FEIEE. MEIAE LRSS,
- WaveNet i63: ZRMIA5 BorRBUEN 7. BEZEHEST, Ky KERKILS IERFIA K

78, ARAMRH AV R,
- PyTorch v2.6.0 BRI M AA R SILTE,
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https://www.youtube.com/watch?v=t3YJ5hKiMQ0
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part5_cnn1.ipynb
https://arxiv.org/abs/1609.03499
https://github.com/pytorch/pytorch/blob/v2.6.0/torch/nn/modules/conv.py

MitEEZ GPT 178 S0 GPT Mg ea 3

FLTE 5ol GPT BilllSr=at 3

BEAI—BCT, WEE NN, XAERRNCEM0T., REERENAREE, msmlaer A
(£ RSZ: bigram RERT—NFERF, Transformer ZEMRTHN— B FZFRIEFAEHGE, ELEER
TR CAR, SefB8dE, FREEFIHRATN N R R A4, S MR A RERIISAR R, A — B EfR S —IE-,

AREERNH 20 FX IR (Let's build GPT: from scratch, in code, spelled out) ; A4S K
i, R REANEREIGE/N CPU #5, JEIRPA tiny Shakespeare &R, EARBLRIER,
WESEAET; BRI,

17.1 =1 FHMM—MRES, FSTFLBERPEN

TN A TR B AR TR, HFEH S, BEXARE a0 by ¢ = DFRF, FHATLUE a-0,
b-1, c2, 0 b2 BEHE “IEMER" ; EMRRERME, HAEEH embedding, Witz AliIZx
MRS, 595 2 AR

IXER “FRF BARSE Python FAFHIEARIGEIN Unicode 5, BEARA—EHFTABIIN— 17, H
BHEEM emoji FHIZRA, XNFEEES 21 LB, PR iha — N ERIRS: JIZR I
MRIH S, 4 encode MIANIXFERIFAT S, PREBERERE KA RE D,

chars = sorted(set(text))

stoi = {ch: i for i, ch in enumerate(chars)}

itos dict(enumerate(chars))

data = torch.tensor([stoi[ch] for ch in text], dtype=torch.long)

Nt 2 M long? Embedding ZAVZRIEIRSG], NRIFREHE, FIUWZEFEHERR —RERTE, F—BX
HAR T 05—, BEARLRE, BEEMRENEXEE T,

JFRSER M, EEREMRT—BXY, BREFAR, XPPERGEm CRERE A T2
R, BRI HTML, XAmEEGIER, WRKELRNENR, FRHEENET UTF-8 7174
B, XAREFEARRE XK, PyTorch 2.6 Embedding

17.2 —EKEAN TRYEA, HXHET TiEH
WIS AN dy, d1, ..., dNv_10 IS s THEK R T BIHIA:
xy = dsiy, Yi = doyii1, 0<t<T.

EARPREA K T, (HFRERRA S — 6, WIRSCAZE abed, BT = 3, HiABLE abc, %2
bcd,
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https://www.youtube.com/watch?v=kCc8FmEb1nY
https://github.com/karpathy/ng-video-lecture/blob/52201428ed7b46804849dea0b3ccf0de9df1a5c3/gpt.py
https://docs.pytorch.org/docs/2.6/generated/torch.nn.Embedding.html

MitEEZ GPT 178 S0 GPT Mg ea 3

M E RFBIBIEA EFNFER
0 a b
1 ab C
2 abc d

Hitt, g B TR RA R abce — DR HRINIZ T REN 1 2, 3 (AT, BRE— R
BAENGKE, (EAE 2R RRIE R RIS M E R BB AT, SNINE 0 B BE AL
1/ b, HERMERME L,

LI B B, BARIREIZIRESZ (B, T)o B @MVAEARRIZEL, TREXFVIFIINEE, FEYLE
RAATHRE s + T < N, BEOUARSIEZEIEES s + T Wi, Python H torch.randint(N-T, (B,)) FJE
BAUEEN, FHEEZ0RIN —T — 1, ERIE N > T, Bk, SvNRERREERE,

starts = torch.randint(len(data) - T, (B,))
X torch.stack([data[s:s+T] for s in starts])
y = torch.stack([data[s+1:s+T+1] for s in starts])

MELHIX B x T EEZ—IRATAERE, ERAE - MEARNSARE S — MER T, SR
TEREN, 4180 batch R AR,

17.3 t 5 4RI EI ELHhE O 5

JERIZSORNRERT 90% 734512, J& 10% 2450k, FER B IXIBAEE N, XFER—-"HAS
PSR piL 5, RN R ERN MR R ESE L, BERE RN 4, IZRmRiEa] g A LF
MFER A B, WIESSRSE TR,

HELRY) WA REARIE, BAIRSLIRTERVE R B EERIMAIE, BEMIAEEENE, NEIRE
2o RHARR/NLR A RUERSRENS LR, PREIEIRAIY S TIES, BEAREM A mi)l g
RINRES . ESRIHICN ISR, fE&, I RIECEERRIR R =MDy, BAAETRRIERR T b2 2
NI GIEN

17.4 bigram B—iKal%EY “T—IiTHR”

FRANEN Vo RE AR EREH nn.Embedding (V,V) : MIAGSIEF—1T, TN V M2
Ui logits, MIARHE—LHI2 . T2 (B,T) BUEIAZAL (B,T,V) HitH, BAUSECE v2 o
.

MHEANIER logits A& , ¢ RY, IEWBEMRRSH Y, ZXHHN:
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MitEEZ GPT 178 S0 GPT Mg ea 3

V-1
U(z,y) = —z, + log Z e”l.
=0
BAKFET IEMEEMRN AN, EFEEIERN 1 INHKR 0; BRrEESRAZ 1/V, fikiz
log V., {HREENLWIEALHY logits B A2 2ME, B ARG SERRIRF A 18E T log Vs
PyTorch M2 XfiHz logits, WHFZEREUERRE I —1k, FESE softmax FHE4T cross_entropys

B0 EIRg5 & one-hot, TEIRZE (B*T,); WA logits ZEEFHAL (B*T,V):

loss = F.cross entropy(logits.reshape(B*T, V), targets.reshape(B*T))

XA U BIVMET SRR, AEREEE,; Q¥ logits 5 targets B TFXF—
HEIT], BRIA reduction N mean, KA 2 EA M BECE, AR B BUR G — MU E R
logits, ZRHEENIFIHTEM ERNEE, CrossEntropyLoss B /715

17.5 455 S R B HE A A — R

RN CARNEE S MABLESE, HRAEL NIk, RAEEEEHSH, —RERRT
SEr BUlX, R, TERBRE. KA. BT, PyTorch MIBBREERINEN, FFDAE RIEMHE SRR,
zero grad(set to none=True) ¥ [HEFEEZS, LA A EHT B FHE,

ARNRAEER, EYATPHIEERA, BURE A ERIBER N, RE— DS, PHRFH, B
A FHAKER argmax, XGEFEERIZULM; torch.multinomial MFZMERAIE, RAEZE
BEMLELIE : MR AT B, (HATDAHBL, EEREA 7200 TEMSKCER, NN TSERE,

bigram RIEWE] T AT, HSEHTINRBIRTRIG— DT, BINVERAEREE. T —EMAK
ERS, ARibRiEZ DT EIEERENRR.

17.6 shFIEIE: TR, BEHX

5E8 CPU /~HIE examples/part3/tiny gpt.py. MICELELIRHFIB1T:

python examples/part3/tiny gpt.py --steps 120
FH—MIL/MEE check baseline.py TEEE M 0—1-2 JF4 LYIZR bigram 100 2, #i%H 1.137481
F%21 0.008833; HERARIEANE — MmBIEAN) 2, BIBAIIRAAE T REVUEREE DS,

Se8 GPT /~EE seed 4 1729, CPU £&k#2 0 1, {#H PyTorch 2.6.0+cpu; BRINEER the cat
sat. the dog ran., S#ufT, fAFEN 14, MHEN 16, EFXHN 16, GHIZESBIMREEL, A&
SEREMSEAZE: yib,:-11 BHFET x[b,1:1; KEHHFTE RSN TIHRRRD,
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https://docs.pytorch.org/docs/2.6/generated/torch.nn.CrossEntropyLoss.html

MITEEZR GPT $ 17 I8 GPT M9t 3

HIS5ER

L hstll: # N =10,T =4, GERELAHEILN? Ra—MrBEiRsiiE?

2. (bl N 2GEARE ERE K y=x FIREREIRIRAIIRSE, AT RRIERA R —FrFRa?

3. R EX2 IS SUsCREEUTREHRRS, EAERO B RIHR? AR, b5 H—5k
RETFIA. W85 RSN E,

BER. BEE 6 MR, 73190 2 5; R MEORNREIREE dgo 5 HURVFERIE 4 /i
A, FIFUEARLIR R =2 —MES; RREERTFENES, FiDUEERSBIRBIERS, &
=T DA 12+7=19 BUEEALRAI, FHER A SR H RIARE A B 1% ignore_index, PyTorch ERIA
ignore_index 7 -100; JRIRFEZRSIEI -1 N, T A(E ignore_index=-1, FREHMIRE, 2%
HEZEMNE—NMERBIR. R4S ESuEFHEEA ST, By IO,

AR RIS R AR PyTorch 2.6 2, SKBLRIS:H 2 R EAEM L
ANTITER,
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https://www.youtube.com/watch?v=kCc8FmEb1nY
https://github.com/karpathy/ng-video-lecture/blob/52201428ed7b46804849dea0b3ccf0de9df1a5c3/gpt.py
https://docs.pytorch.org/docs/2.6/generated/torch.nn.CrossEntropyLoss.html

MitEEZ GPT $18F LYUFIIENREERNEE

F18E itgmfuEIhEERANE X

%JE the cat sat PHURE—MuiE, HF a rlEAHS, BANSERBERTE S 72068, &ERZT
FRAUE B EERPY), (B “BNMIERFER" XPERINR, ERAEESIN, B inNxiE
i EIE, DEME,

AR E . TEIAEY. SRR, softmax AVE. HINARERNE, S FE#RIES
KEIPCRA, RIEZ GPT ‘B 77 notebook F1 [EE 42 Head SZH,

18.1 8= MU BERIFIYE B —RIEFESRE

BARHEILME X ¢ RBXT*C, ¢ BEMBENRAER, NERERN, AR batch, ="M
B, FMIERDRHIE:
2 0
X =10 4f.
4 2

FUR Y B B M 255Kk, SRR (2,0). (1,2). (2,2). TEFRRRAIE K out[t] =
X[:t+1].mean(0), FEIX/MEFREME—1FFE:

1 0 0
A=|1/2 1/2 0|, Y=AX.
1/3 1/3 1/3

FEMFERE t TR Y = Y, Ay Xjo 1TRIBIISEEMNIE, FIRRMHERINIE, 4 LABINE,
KRB BARK, FATHION 1, AR IR ERIRGEE; NA—R =M% 1 EERZ RN, &
AR,
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https://colab.research.google.com/drive/1JMLa53HDuA-i7ZBmqV7ZnA3c_fvtXnx-
https://github.com/karpathy/ng-video-lecture/blob/52201428ed7b46804849dea0b3ccf0de9df1a5c3/gpt.py

MiItEEE GPT $18F LYUFIIENREERNEE

Causal averaging: each row sums to 1

query O 0.00 0.00
query 1 0.00
query 2 0.33 0.33 0.33

source 0 source 1 source 2

ARIEIRZ (T,T), X22 (B,T,C). PyTorch &HRI—/ AT B EEFY, 4587 (B,T,0). | HEE
FHRRN, ASRTE batch PR, ARBIMUFEIR T SR floated FERAZERN
2.22 x 10716, B TIFAE A

18.2 softmax B AR IFEI S EEERANE

ATDASERDIE S BOERE S0 RVFRIN BN 0, ARRMERNNTLT . WEATHL softmax:

eSt

B Spes

FTEt+11MF, BHEARFCERR 1/t +1); POCHHIEEONE, BHIESSEINA B R,
BAERNRS T — 75 @R O B R 0 B s, wiRERC R E R 70,

Ay

scores = torch.zeros(T, T)
allowed = torch.ones(T, T, dtype=torch.bool).tril()
weights = scores.masked fill(~allowed, float('-inf')).softmax(dim=-1)

MEELIAE softmax ZRiARL, SCH—RHEARAEER, SEFRRMNENF/NT 1; BIEEIH—
LRI ARE S5 R, M2 TIREBENHE, STE0ERE —ME, SUEITIIC ) softmax 7%
HEMOBE, 2774 NaN, RERBEREFHREN AL, ARSI EEH .

JFATHIR G AL T AT IE: RREEEHEAR token; 4HT FRVAESCUR 1 3KHY
head_size, THEEABIEENER, 2 description i Corrections
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https://www.youtube.com/watch?v=kCc8FmEb1nY

MitEEZ GPT $18F LYUFIIENREERNEE

18.3Q. K. VE@=MARAELR

—MuEMERHTE R, WEIEHAFMEEHAGE, CERMGILERINE, H="12MEms 7l
5% query, key. value, f&#5 Q. K. V. EfIHKAFR A, FrLFEN “BIEEN .

BB EN d, =/ MUEKER Wo, Wi, Wy € RO, RAFHRILS:
Q=XWy, K=XWg, V=XWy.

XK= RERESZ (B,T,d)o PyTorch nn.Linear(C,d) 7#{ifif) weight JEARHSLZ (d,C), AiMAIA
ERREELE ;, ANEECAC S ER BIR N —%,

%t D query FI2E 5 1 key BURHR, ZEHIZIRIA BANZORIER 708, A B —EE Rk:
S:QKT/\/E, A = softmax(S + M), Y = AV.

XA E R G N, My = 024 5 <t¢, {NPATHIETS; softmax ifa—MMla—1k,
S, A k2 (B,T,T), Y /& (B,T,d),

“query 27K, key LR, value fiAA" BRI TR IR, BRAARUERG “X13LET]
BENAE” R, =ERE R RIS, EREINEDE, EARERERMER
T S R RIAE T SE R IR SRR

18.4 At 4kRLURS d

R query 1 key HI N BAHEISZ, $9(EN 0. 7TEN 1. KBUE d DRI, BT £
N1, MRS ERZ d, WREEN /do RIEREL /g )5, 2 EREASASLAZSE M K,

XM R R, ARIREIRIE, FE0 @R EHgIaE 5w WIS T RIEER, A2 RIES
MNEBITEY S, HESBEMARRIRZ, softmax BEHEE one-hot; * EARIEIL 0 8¢ 1 FUHER, ¥
Z G, S ATREEE, IR notebook A —#H logits 3 8 Hif 5 A/ A%t P @R TiX— ko
Attention Is All You Need, % 3.2.17%7

FERIXHBRRZRE DL /g, TREMETEE /O. BLkINE d = C RIFREX, ZLMah
%lizlho

18.5 AftadEL (I E
W G B, WA E LR R AR B AR B A s 5 AT ERTHES, ottt

B, ER] DALLERAR, HIBCA IR B A bR, RIERIEE SRR IR XA Me] W, HEA

ray

AERAT B P 5 S
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https://arxiv.org/abs/1706.03762

MitEEZ GPT $18F LYUFIIENREERNEE

RFHGMIEY SN A& P, € RC, 5F4F embedding #: Xy = Elzy] + P K (T,00 1Y
A EFRIE batch I #5, XFHFRIFAF RS 2 F A5 7 AN, EARSENFHERFE, #3ER
HE WD) Ty 17, B FFXKERGEERRS; BEWTAENMRIENERFIZ. HiE
Transformer I&SGEEA T I BYAG, A GPT /RHER Y S E embedding, MEAERE
FC IRl — S

18.6 {mtge%. MRFDBSRAEREN, KIFEME

HIEFS VPRI, PIHE — B wIS 5 %, AR self-attention AT PAXK[AIV5 ],
AR SRS, i 0 A ARSI LA AR K, A SGER IR Q R B IEEERMA M FoR, KMV
KA AREER; WK DAE, FrbAHBOERN (B,T out,T in),

ABHN GPT A& KR ER) self-attention, RAFIMIGRIGE, HIRARXER N, WE
decoder-only B2UHSIEATE, TR E—EQSRIEEEE decoder FRRIFTARLERL, [FIE L5
N3

18.7 A= FI3iERRE S HAYE{E B

examples/part3/check attention.py FRIEKEFIK, M T =L, FMEFEEENS
PyTorch 2.6 ) scaled dot product attention(..., is causal=True, dropout p=0.0) ¥,
float64 I KIRZEN 2.92 x 1016, 2 _ANZE1T torch.autograd.gradcheck, PAHRZEMZXN Q. K. V
HIBEEE, ZRiEE, 5 =M AR ER value, f&HERHEHZESLL,

ARSI, TR AT N 0; EdEE RIS R KM 5.480078, M E/N GPT AR
KREFFEHAREM N 0, XL “loss fE NR&” BEREENLF ML : FEHGAR R AT R4S 2 BRI 2545
%

AL eval #X80F dropout, HNFREENLERY A, Mt ZERSHEEREENRE, PyTorch £

HR#K SDPA A XFIMNEBRIHEN eval HEHEE AR dropout_p E%, JAMHFELHE DA,
PyTorch 2.6 SDPA

HISER

1 ¥h3efi: =BT =IO 10,109(2),0] B, FEREABEERMTA? % value 23514 2,
4, 10, fHizb?

2. #h5eHi: M{F 4 softmax(dim=1) R —EE T AR TRIE?

3. %58 FF— Q. K, 8V 2 EHEERME ¢, T dropout K EREEE?

96


https://arxiv.org/abs/1706.03762
https://arxiv.org/abs/1706.03762
https://docs.pytorch.org/docs/2.6/generated/torch.nn.functional.scaled_dot_product_attention.html

MitEEZ GPT $18F LYUFIIENREERNEE

BR BoUREN [1/4,1/2,174], FatiZ 5, B HE (B,T,T) WP4EE 1 2R E, EMH—L
HEERIFAE, ARG —4E; Mg hokB G 1 HRRETIA, F=8TNENN 1, bl
Wi co FEXMEFEAMIZA dropout, BRFEAFHINENA—EEFT 1, REMERSCIMREX—1E
5t

AREFZRJE: Attention Is All You Need; PyTorch 2.6 SDPA, SEEIFISLEE 22 5 ELEX N/ 1 BH,
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https://arxiv.org/abs/1706.03762
https://docs.pytorch.org/docs/2.6/generated/torch.nn.functional.scaled_dot_product_attention.html

MitEEE GPT $F198 IWEENEMEREHRBHIR
F1OE WEENERAERSESHR

BANERIAE M EER A g ZEERT NE, BR—MIEFRERNFERY, EiEN
B LR, ZRERNEBAGHTIHRZARE S5PEE, BCelaRaER, &5, 3]
AR AR, BRI DA RIS, A REIXARRIREHEBIR 2 K,

AFESLPA FEERRRE GPT ABESIR, A EER nanoGPT model.py A ZLIFFTHI THEE
o

19.1 ZEEER—RALEZS XA EVIZR

RSN ¢, KBy H, 83k%EN d = C/H, ZR C RE# H PR, 8DLEH B Q. K,
VG, fith (8,7,d); {8 H DMaHIRHERDHE, FE (8,T,0).

RABEMARFIID G AR, ARG IAE -BOOR, A KERERIGE BRI ARTFATSR, HUEK
AR, WHUAREERE 237 BRRRTEERIEELTR: Rk LRATREH A ASIEER,
eI R,

PHERICEEE — MRaHESE Wy € RO*C, NASKHIRMEAEREAMIRE, ZaA 255 % EN
VR, HiBtRmEHEGY, SAULATRRIETT, (HESHR 7454,

JFORAESEH ModuleList PRIFZ N Head, FEH torch.cat $f%, XMERBEEESWEERESE N L, #
2 EX1 ERISLE NS — M 4EE I T, AR Attention 2R EIXIE B —RfETE,

19.2 FMEH reshape, AfiEkETHE

—IREEMEE (B, T,C) MEH (B, T,3C), AEEERE—HYIIK Q. K. Vo M2 (B,T,0), {E&E—
HERAL (H,d) 152 (B,T,H,d), FEREABRIF 4, 1520 (B,H,T,d)o

124 RNRZAR RIthAZ AR
QKV £ (B,T,C) (B,T,3C)
e — o =1 (B,T,3C) =1 (B,T,0)
PRk, b (B,T,C) (B,H,T,d)
Q 3 K AR L B M~ (B, H,T,d) (B,H,T,T)
ET V (B,H,T,T). (B,H,T,d) (B,H,T,d)
fuh, Pk, R (B,H,T,d) (B,T,C)
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https://github.com/karpathy/ng-video-lecture/blob/52201428ed7b46804849dea0b3ccf0de9df1a5c3/gpt.py
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py

MitEEE GPT £ 198 EEBHEMEER SRR

self.qgkv(x).chunk(3, dim=-1)
[a.reshape(B, T, H, d).transpose(1l, 2)
for a in (q, k, v)I

y = weights @ v

y = y.transpose(1l, 2).contiguous().view(B, T, C)

q, k, v
q, k, v

transpose E1F R KM AN EIE, Hfh/5H5K & RNIESL, contiguous () .view(...) BARFEK
e I F L S R, reshape tHA] DATERREIN G, (HAZHE “mIaeE " RMR “DEFMA”

XERER R E shape RULEL, [fi/2 shape TA4FUCED, FhE SCAIES 7, HhandR# transpose,
FERESRIE ] BRI AR B ), RPN SKIEIAGE R FEIFI TR, floate4 RAKZEFEN 0,
[l 5 B 77 SDPA 5%,

19.3 FBNXRRER, AIBEEMISMIENRT
FRENEHR— B ERTRIZS, HHR MLP 8¢ FFN:
FFN(m) =W, ¢(W1$ —+ bl) + bz.

XERAFIERICE: Wy € RUCXC, W, € ROX4C, HRIGEEBRE] 4C, MR C. SLHX
(B,T,C) WIRJE—4EMARRIIRME, (B REA BiEEE,

ARIRHEH ReLU, nanoGPT B GPT-2 StBIf#H GELU, EATTERIRLMERTE, TRECEBANERN TR

B, AR, MREMEMS AT LG IR, BRI EA RS FERRIEREN, M ATE

BAEETFE FEN? EEE KM A SISIDE M B, FEN MCEENE N R RS, W
MR, o BRI TG R E R 1% 1,

194 ZEBRETE—H, EBEEELERRBRE

PREEE G N et = « + f()o EERMWIEARMR, ROk, Hbise M FEN ()G — 2R
2. MNunE:

BRI — R A HE MU R AR, A 2E TR 17 31 Jacobian, XM B TIIZRIRM
%, ([EAETIRUEBEE K NRIEEER GRS E . TRE 7 XA, SR — LA BRI E
%, Deep Residual Learning JFit

T BER, RTDES R EAES “HRTANERIEE" , 2RI EAREREINNATE
IYSCHRAE A SIR/N AL, RN S EATNZRE R O
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https://arxiv.org/abs/1512.03385

MitEEE GPT £ 198 EEBHEMEER SRR

19.5 LayerNorm B ERF—MIE, FEF—HIFESE

MEAMIBERAE » ¢ RC, LayerNorm fEHERHIEAEE T B IERM 7T 2%

1 C 1 c T; —
K= Yz, o= el D (@i —p)?, LN(z)i =vi— £ +5:
i=1 i=1

v, BB EKER ¢ WATilZkA&E; epsilon Bk RN, nn.LayerNorm(C) Xf (B, T,C) MG —4E
XS, PMEAS — KA, WABRRINEIT (b, R4S RE — AR MEEFEH, ~FE
BatchNorm #RFERYES batch 21749,

J& notebook M —4Ef) BatchNorm B #REBAZATIH—1k, T7EWE “BMERFHE " o Hrf
x.var FERIAZIE S IER nn. LayerNorm A5E 2R, ABMEH _EXBIBRLL ¢ BEIR 2, FFa
PyTorch LayerNorm HY correction=0 £J7&€, EFERIMZEX IR, MR XFT epsilon, 752ZEE
M. JHA—{kihAD affine 2%k, PyTorch 2.6 LayerNorm

19.6 Pre-LN B R sERE = AR
AVRLA BRI R
u = z + Attention(LN:(z)), 2z =u+FFN(LN(u)).

H—AE 73 X2 i, #74 Pre-LN, HESE ~MEEANZCEEHN v, TREIN v ZMEHEE
—RE% LayerNorm, J54f Transformer I&SCHYEIRH 7 —MId— LA E,; ARSLHEMIXE GPT
WAEEER, ARER BRI AR FEIA S R AHES AT DL R A

100


https://docs.pytorch.org/docs/2.6/generated/torch.nn.LayerNorm.html

MitEEE GPT £ 198 EEBHEMEER SRR

TinyGPT: repeat the Attention + MLP pair twice

[mmnmsqu

[Token embedding + position (B,T,C)j

(x <-X+ Attention(LayerNorm(x)))

l

[x <-X+ MLP(LayerNorm(x))J

l

[Final LayerNorm -> Linear -> logits (B,T,V)]

i\ token embedding FIfi & embedding RIEH ABNPUESHTEMN—X, ~2EEEHMN—
Ro BEMZEAZIINSL; [Block(...) for _ in range(L)] IEWAGIZE L M 1M [one_block] * L
SEESIHR—MNER, SESEELE,

19.7 dropout BTl E, FRCE#IEE

Dropout AR p ¥HATRHEE, W FRTRRL 1 — p, (EHRRRRE, REEERIBE,
A FEN R dropout, HITERINEZAE softmax G HNLESE, HUUGHERITHA
W L, RREA “B—ATRMHET 17 KkrE1IZRS dropout A bug.

model.train() J3/ nn.Dropout, model.eval() KMHE; XWHEEA FT: AL ICR,

torch.no grad() JMIBSEEIESE, HWARSKMA dropout, KIIHIFGIEH RN % eval Al no_grad, FHfE
SR e E 2 AT, G SDPA B — 1B SERIVEH: BEX1%E AR dropout_p LI, ZEFz)
f& self.p if self.training else 0.0,

ARZIFH AT WAERSRIE T TR, DMERENENES, Lr-scila]ARmaREy, Benfe
AR, HATEARIE CPU RSERIEYK GPU Hnisiili,
HISER

LR EX1: B=2,T=5,C =24, H =3, QKV {77, FEIINEMPLEHIRS BRI A7
2. #h5eii: HI%E torch.no grad(), [FE—HABEAMKEHIIARE, REEKEMTA?
3. #h3E: Xt (B, T,C) 5 nn.LayerNorm((T,C)), 5 nn.LayerNorm(C) B4 XH]?
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BHR. B0 Q/K/NV EYINEN (2,5,24), RN (2,3,5,8); NER (2,3,5,5); Pk
(2,5,24), B _HKRERZEIAT train KX, 2AH dropout, PAK BHE L ERECE S 2%
self.training, 2f =HRTEBHTE N BRRHEE 1, IHREMENGITRIREARBA, SBIAG
FRARRIN SR, R — S B e AN T |,

AREFFORIE: [EEMR nanoGPT #%Y; PyTorch 2.6 LayerNorm; 5%ZME8EHIE Y, SEHIFMERZER
CAEXS RN TR,
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py
https://docs.pytorch.org/docs/2.6/generated/torch.nn.LayerNorm.html
https://arxiv.org/abs/1512.03385

MitEEZ GPT F20E B—ZAGERN)IZRHERIE/) GPT

F220E RA—FANERIZREREREE ]
GPT

MERMNELA TR, HURE, FRZLERS, MBEMEER, AELEIERGERER, =
RAEI L “BERG—BSCA R, THRAES NS AR S0 IR, b & a]
5, BNt A& s,

SERE N examples/part3/tiny gpt.py, ‘EREFE CPU _EMNIZIT, A NEEUEFAMNE, AHLHs
WESETT; JRIRENTS L I ZRELE 5 AR B4/ LB 2 T . I E R TR SZE AT X
nanoGPT model.py 5 train.py.

20.1 forward w70 [E)8 7 Bl ERF1 4 %

RO AR SIS (B,T). B token embedding J524 (B,T,C), M CRrBRE, KUCHEZA
Transformer block, B —{LEMEE] (8,T,v). MHERE TR (B VA F 3055
YERTET 29,

AR forward SURIRE =4 logits, HAEH targets I 5 EFRE loss, YIZRHHE loss B A IR &,
AHUZEIRE] logits FUFE T, JRIRHIAG LA STER targets I E#HAE logits & @, Vi 77 EHIE
XNER, NREIUELTHERIZIR,

ARRMEHRRAICE, KA PyTorch BUAIIAL; €15 GPT-2 8 #T nanoGPT HI#I4A (L
MYH AR, EE R CE gpt. py JERIIA THRIEZE 0.02 MUR04aM, AARETEREII AR
ERX M), ABREICRANCFERSRZESR, MAZE RIFEMIE N E4 T RNE,

20.2 AdamW BHHIEEH, FERRAES

itk 25#210K model. parameters (), 27 embedding, #:5%. LayerNorm [A[IIZS8%, RIS
FH register buffer f£77, SBERRIRSRNIZEMIEAN state_dict, (HERBFTELAE EHISEL

AdamW ERFREE—F. ZHAETE, 30K weight decay SH6E BEHME, A0 T RREERI
LRBERS, NATHSEG 1% E weight_decay=0.01; XAEATEIHMRESH . nanoGPT X%y
MR IIRE S bias, H—EFESE, HRERERR, FIRMAZBABEN: ERATREEZK
BHL, W/NUIERRASEE2ERE), AdamW JFi6SZ; PyTorch 2.6 AdamW

BEALRD T, BURERIPEAS E 5016, BATIIZRE IR torch. Generator, PEAd 5% —NEIE AR
e R — RIS 2 TE ETE R 2R O RIBEN LIRS, B8 dropout 15K PyTorch FEATIRA,
HREMFHARIESBRA, B, BETEWEM—2, FrLAHERKIES PyTorch kARl CPU £
L
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/train.py
https://arxiv.org/abs/1711.05101
https://docs.pytorch.org/docs/2.6/generated/torch.optim.AdamW.html

MitEEZ GPT $20E A—FURERIIGEREE) GPT

20.3 i EREERERE—1IZ batch

—/> batch AIRENIGF RS, B—DAIRESEMAHEG . EKEAE eval 5 no_grad &, MEA split
HMEEANED, 2R EFSIR, XETRMFEE T, BRI RS SR, 5%
FRELLR NI E, NEEIEEES. BN JIZRAEM tokenizer,

AFH 8 MG HHIZRS RAESL; IFMERTCEREIERK, WAERE, KERRERK A A A
train Bi5%Z, KT A REARAE A,

mE ZSPESE CPU I8 ElIERIRIE gpt.py BCE
batch size 16 64
K 16 256
TR g i 32 384
R =OAD S 4 6
oS54 2 6
dropout 0.1 0.2
IR %L 120 5000
Sk 0.003 0.0003
eI PR BRI SRS tiny Shakespeare

HHHRRIEEL BN, NEARBIZTER, B77 Colab MRS X HE/NIACE, [Fit “Hs
AL AREA — A A B B A 2 S

20.4 XA 5, MREREEHEBHA

BATaRUR, A JSON ILRKTEAS L ga/part3/training. json:

python examples/part3/tiny gpt.py --steps 120
python examples/part3/check attention.py

PyTorch 24 2.6.0+cpu, seed 4 1729, CPU £f2 1, #AIHAG 26,702 NS48, 16 14 i, 120 #
2, ER/RAEETHRI A8 2.817643 1 2.817066; ZJ54373124 0.068689 F1 0.069291,

NHUZKEFRRAEATRI—HRSY, PRE THIER, A AT

t. the dog ran.
the cat sat. the dog ran.
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MitEEZ GPT F20E B—ZAGERN)IZRHERIE/) GPT

the cat sat. the dat. rathe cat sat. the dog ran.
the cat s

RIARIFFAEEFE—IRBENL A RET ER,  “the dat” IXFEAYHHI AT DIOR B 7040 EEERBCRE, thr]RER A
RIMARFEI S VIGTERAE t, BN D FREERIARE_E S SR ASREA A IE—,

HEENRE, RIESGEMIZGEIRES TR, X DRI, KA, SEERNA RS
i, NREWAIRERTG TIBAETRRE . IZRERERIA S, BRG] REERRESRIR; PR A
AIME, BURTRIESUZ S ERHT,

20.5 EpE—PMEHT L TN

A RH P SR, B BRI R A SR % context MuE, KitE—PHM:

logits, = model(ids[:, -model.context:])

last = logits[:, -1, :] / temperature

next id = torch.multinomial(last.softmax(-1), 1)
ids = torch.cat([ids, next id], dim=1)

HESAGHERNE N, ~EFHFEERNeRE L, SRR B SR M 0 THh, X2
[ B A R BN REEEE ATHIINLIZ, iR LEL KV cache, B4R — N FATAREHT R &
HPRFr AL E, fEHEE TIFES,

REBHRT 0o BENT 1 SHARMR 8 E, @M ERS; KT 122V, REAS RN,

ARESEIRE B E R AEINEL, HRESVOLMRN, NERZ argmax, AR EIRE R EFEMRER
%,

20.6 MiX ™) GPT Zl ChatGPT, iEfRHt4

AR R 2 B RIAmIIZRrEZ O BRR: FIRITEF token Fil R—, Transformer j&M&4kity, GPT
SE i SRR AR 5 AT AR TN 2R — SR Bk 2%, — NRENLFILE LI/ GPT &t vb 4 Fh W se AR
gk, A2 HE3hA OB 2 IR BF,

RIS TG, WEHIAME T ARRIRIIINZR, AT AR EAT 13 BRI T 12 SRS

S STAATIA SR EAT S5, ARTERAT VR T AR EBL,  ChatGPT B/ fhRE /1 S EE,  IIZRAUAE,
Mg, R RS, XEREEIIXENE, HARGELL 26,702 SEUNLRAHEM KBRS
M, GPT-3 JFieS; InstructGPT JFiE

RIZERS): 8 BT PR RIS ISRYIA)

TR EX2 #AH CBdE, BN, EX3 #BGeE REIEmNG, FBaEDLHOERME; EX4 2
KBRS —IREE K E, FEREMEE T, PRERARPI TS K E 7E Rk,
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https://arxiv.org/abs/2005.14165
https://arxiv.org/abs/2203.02155

MitEEZ GPT F20E B—ZAGERN)IZRHERIE/) GPT

EX2: ik, e, HBUESREI 2GS, RHRERHE ik, 08 ZE8EFEFR
RE G R TAE —8, BRI E token loss, MEHA A RIC R T, ot B —UER
B, NHMARNKE, R BRI MEREITH, D2 BOEIR, IR, AR ERHIR,

EX3: FRilZRmei, *IRALAEHRERIAESE S SRS, ICRMIIZGRAIMNTRE, SelREHRE,
PLfesl tokenizer (58, FHHEVNASIRGIH, ERIDF: ABRARMERIIZSRF, BIEAGES
e R T MSKINER” BYSHIIESTE s TXIAZR ST HIZE SRR SE R B S AR R

EX4: &itah, wIRAZ2AIE RelU #66k GELU, sCEAr B, H—RAK—PTEREER, S8
B, P YL, BRIERATH MG, HEROCRMRDN, ORI T, et
Mt A PRI A

WA EER, T2 S8 KRB B IRAE? KR g/ D s, mi AT Do
IHMRIR SR IR, DR EFREHEAL, mask, H—fthh, BB GRS RMEUE, HHE
T VPAl B EERI 2Rt

ABTEFERE: BT nanoGPT YIZIEHA; AdamW JHi8SZ; InstructGPT HipSt, LIt ER
ELERT /NI R,
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/train.py
https://arxiv.org/abs/1711.05101
https://arxiv.org/abs/2203.02155

MitEEZ GPT $21E REBINTFERELHXF

F21E HFEFINFERELHNXF

BB FRFEES S, RLAUHE Transformer, (HIXEINEATT EEETTFRALSRAISCR, #iiES.
emoji. S, G GEHI T, WRAGZGN WEHFAFERS, MIIBIRAFRE; R
fFr A Unicode M@l E#HAR, WRXARAK, mHFZAERDIIZE

SEFR GPT 25117 tokenizer # M UTF-8 Fiithk, BiELFE —EHIPFTBE K token, AFE/Li
XFWLERRDTF, 8 22 BAFEESIEFHN, XE55 M (Let's build the GPT Tokenizer)
Unicode. #it3#1 tokenizer M2 ZRER 57, B 7IHRAE; H 77 minbpe [E7E A

21.1 AJRFEH, 3=, FTHM token E0HE

2= oh 5+, ‘EfY Unicode #45iJ& U+4E2D, iy 20013, UTF-8 gt B2 =171, +I5
HEHIN E4 B8 AD, THEHIIN [228,184,173], WIER tokenizer IR E2ESIFMEF, X=NF 15059

= token; FENIGHE, FIREA— token ZRBEANT, WATRE( 70 B LER,
text = '&5'
print(ord(text)) # 20013

print(list(text.encode('utf-8'))) # [228, 184, 173]

=R (BRI wfl
QLS Es HPBERJLA 2" ? — A EE I TR REH 2 MDA
i
Unicode 351 MR XATTRN S 247 # y U+4E2D
UTF-8 715 Feft 2 i R AN
token ID 15 7 TR MR B T Tt S 2 A % tokenizer T E
57

Unicode N FFFHMHRITTR A A UTF-8 B —#gwil /53, UTF-16 fEH 16 MAMEIT, HEFrF
ZRAERY; UTF-32 /] 32 iAo, el N2 =B AESH®R, UTF-8 5 ASCII £ 0-127 71
IR, B WISCFAFRIME R & — 10, HFH emoji HREEZ T, Unicode 17.0 5 3

= i

Python len(s) it R%, FEZEFTFIEEMH P BANFATE, N XARGMKERGIN, SLRE
CRFIAEM— R, MESERMS, b N CHRRAEE token B k.
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https://www.youtube.com/watch?v=zduSFxRajkE
https://github.com/karpathy/minbpe/tree/1acefe89412b20245db5a22d2a02001e547dc602
https://www.unicode.org/versions/Unicode17.0.0/core-spec/chapter-3/
https://www.unicode.org/versions/Unicode17.0.0/core-spec/chapter-3/

MitEEZ GPT $21E REBINTFERELHXF

21.2 HieFRiER, FRIEFHIER

é A UG B —iE 55 U+00E9, WAIPAG Y e [GHZ4H A EE U+0301, EAIH UTF-8 F 13552 c3 a9
165 cc 81, APHMABEIAKE TIXMIER, FRGEFTAR, KIEAREH—LH tokenizer 7] D=4
A token,

A2 — R SOR S, BIAERESMFRA R, ENBERMFRBNFERSE. HES
ZRBFICFEEA, I CSRX DN EiR, AP, #EXFRFH, ARRTFERESOR N
WEHFHRE, MARER “KE—H" Mgk,

A45H) ByteBPE M Unicode IH—1k, $AHUZ AT LA™ f# 4% UTF-8 B Python ¥ Hr, AIAZAR
BipS OX AR Python FAFERANE THATA BRI A VB, SCRRERTRES H CHMBEIRES, SR
TRAZ RS S Hik, ARER HLAH WZ s a7

21.3 M\ 256 NFTIHIE, REFRIABEMRET

— ARG 256 MARE(E, IERAHIRR G S 28 0-255, MEERNMERTWEH, MAHRZEL WL Hr
IS, AT B Unicode XA, SE/48 UTF-8 4wtd, FEHFT token 0K, EREFREIAMS S

RINRFIH, — M FRREFEAR = token; —ERIESCH AIAHMATRERE D F-RE—1 tokens
Transformer I8 LR HEMIERKE P78 KREERER, KEFEIIZRRIHER A,
Itt byte-level BPE i H b2 fE P B Bl v 17 B s RE T AR, ARSI MA R I 4 5 LA B

XHEE “TE4E” R token U/, ARIFBERTARMICEIEH EE X FEER, WA RIESEIR
/b token Y1453, BPE R —MouL &N, RAEE B8R R EARI T B, AERF RIS
EESuLis

21.4 —4" token NFR AL RIRAMSIEFH

XEREASILE decode HiEIHTT, RIZ=1 token 233X N E4, B8, AD, EAIHHE —EA AL
UTF-8 1Y s, EXTE token B .decode('utf-8', errors='replace'), 215 =/NEHIT 666,
FEPHRX Y, FORNFTEAERK, TTEKE &,

WA 2 SCHAS T token X RZAY T FBL, PR 4552% bytes, Ffifad:

raw = b''.join(vocab[token id] for token id in ids)
text = raw.decode('utf-8', errors='strict')

ARHMIK check bpe.py SEFRER TR T XK 606, EFE AR o WISRAETRIE 4K token J7
IR ETE UTE-8, strict £4k5H; HH replace ATDMET /R, (HiH AT EWE K ETE
BIR, A EEBAR TR RS 1 RE IR,
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21.5 tokenizer JI&GFIESEENNSG BN ER

1%k tokenizer B, #IABXA, F3EERFERFERMNESIHMN, e Ed Transformer MY X
AERRE SIIX e 53, VIZRIESHEAIR, tokenizer B C&ARE T, XA token ID, MLK2ES R
— I,

Tokenizer and language model are separate stages

[Text: Unicode string]

[Regex text chunks]

[UTF-S bytes per chunk -> ranked BPE]

[Token IDs -> language model]

[IDs -> concatenate bytes -> UTF-8 decode -> text]

AT DAZI I SE S B BiE g, B NPCECHUIE S 59U, — 0 90 mRii tokenizer FARIE
s, RESEREERFERF SRR, B ERAN)IZE TR token ID MM XHR, embedding 5
R ZRE RN MZAREIN “ARIVN RN S IE IR RIS bR &,

Rl — > rTE IR ARG 52/ D 05K tokenizer AFRECCAF, ficAs, ALHE T ANk token %€, H
RIS MIE T tokenizer, GRTFEHREEIRAIZE 77 BE Lo

HISER
1AbsE8:  “5 12K tokenizer KIZRAARMFRF FEM ARE?
2. fbFER: St 6 IH—{LFgRAYS, decode JEREMRIEISE RIS ST HINS?
3. #hFE: At 24—/ token ID A REMEES IR R MR HEAF?

ER. BoUESREMIARENU S AT, MAGRGERIEIAN, HEREPRERTT,; B
Unicode AR H] UTF-8 ¥e4ft, F55k token, & RHAM B E SOy aE 77, 58 T RE,
—UERIFRAIRES FUGFOR AN HEERIEICE MO R RISOR, 58 =81 ID IR HAYHE, [F—%
HAEARF tokenizer ] RGBS ARINF1E, HEEZEEHRC,
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ARERIR: FRSCH Unicode FRIEFTFFZRERZSN, wAD/MRSISLEIIAS AT # minbpe basic.py. A%
&R notebook 5| IS =77 Unicode K¢, ffiFH H w1 AT/IMil X,

110


https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/minbpe/basic.py

MITEEZR GPT %225 BPEFME—KBERBIRFHNEHE

$22F BPEFHNRE—KBELRIRFISH
&

MAER AN — 8 0-255 95, A MBI BAINIIH — w5, FLUTERE R S HIR
ab, FR4E—HT token, B/ ab XAIRESJSHIAY ¢ G abe, IXFE—RURY FIRK, #IFE] Byte
Pair Encoding, f&#% BPE,

ARFEX N minbpe B /74358 —HBl, 5ERELIZE examples/part3/byte bpe.py, Mlid/E
check_bpe.py. FIEZFH] minbpe y MIT ¥Fr], IS ELREEANEH; ESCREAIINIER A
AR5,

22.1 Gt ATES, BiREITEES
SERETIE (1,1,10, IR (1,1) HEUPIUC G0 0-1 IR 1-2, GVHRTFIVCHIEL, SUE £

i, AREFMHEERFRRALD 1 Wi, ABRIBMEERG, HAESAER, 45580 (256,11,

counts = Counter(zip(ids, ids[1:]1))
M EEAERR pair, FHHTEE 1 WEBIGRES), HRTWA F—DPCED, @i tgm st 2; RULid
i S RTIUF R 1. FHOAE TIREFENINIRFR NS, RSB ellm o4,

Kt “FEXHBIR” A —ERRIRE Y IEAF AR 2, EBARRA, X DZERHPHRIE e
A" s, NACEAERIN 5 S,

22.2 I EIFEETLEIR merges #ll vocab

FHATRIZR Y vocabli] = bytes([i]), HM 0 <4 < 256, FFELGIH HRTFHIRMHLRT, PRREUERZH
—Xf (a,b), FECHHES k, RIF:

merges|(a, b)| = k, vocab[k| = vocabla] 4+ vocablb].

merges [AI% “IXPITAT ARG | vocab B “IX M SIEFEFLET " . —FHHIETE, e
N RA DR RIFR E,

RI%FH ASCII XA ababac Y%k, ¥J4E%="N [97,98,97,98,97,99], B—IX (97,98) ¥ 2k, &FF
#] 256, 1% [256,256,97,99]; #HTIAIZRIT 256 X b'ab', oA RN, FLLAMR AL tie-
break, AfH%dm 5N FHFESR/NE; minbpe AT BB AR A B IR BT, P
A DURHA7E /Y BPE, (BRTREIZRILAEIAZ, REEFRIIZREE RIZ I,
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https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/exercise.md

MITEEZR GPT %225 BPEFME—KBERBIRFHNEHE

HANARKND V BEERERZ SV — 256 IREH. MRTSORSEBAFISOREERA AN, K
RAME L, SEPRIARARENT HARK/DN [RECETEENNG R G RE, ERAEZS BB max 2k
o A EERIESMF, BAURE BRSBTS N TR ER IR SRR,

BPE [ Z00IE R RS B — 28 WA, NMRIERRRIESE, WAIEXENIIZGRER, EReE
HEE, AR, 2H, REFNFRFN—E2, BURTIERS YR, 1 BPE J51£3; minbpe
base.py

22.3 RS ASE, FEHEHINERS

gREE G, SHMNEE, M XAZEREIHR “Fitthil, BIgGN&RREFEE]” Fa] 53, X
—JeER P merge rank, FATIIG SAZINZRIFIEN, RILENIH S RN ARELE rank; HAh
AR —EXFHA, FREE T ID = rank,

candidates = [p for p in zip(ids, ids[1:]) if p in merges]
if not candidates:
break
pair = min(candidates, key=merges. getitem )
ids = merge(ids, pair, merges[pair])

N LA ORI S o ?. ROIRRE I ZR— BRI, AR SR LN SR LN R AN
AR, AP E tokenizer FYE o 1E S BRI A MU HHREE o

ERGIRE R RKICHE: AREA abc, BB abc 1234, TARUTE rank ifF, FTLHENTE
BAEHE, HIEWFK T rank: b+c-256, a+b-257, 257+c-258, X213 Fl T gm AL RN 52
fF, AHEPFEREHF —IERHEA B0 train WP INIZEE], RRFEE abe, EHIA abc W FEHAT
rank HFH b+c, SEFE [97,256]1, TLIEEIEMK a+be ABIMIAAZE 11X Hil,

Synthetic rank test: abc becomes [a, bc], not abc

97 98 99

\/

[bc -> 256 (rank O)]

XML TAREFERE DK token” M1 “HRBCFAT ER B GRAL N —E 5 5)1% token” AR
amdl, HERRFG (R A e BEANERE
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https://arxiv.org/abs/1508.07909
https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/minbpe/base.py
https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/minbpe/base.py

MITEEZR GPT %225 BPEFME—KBERBIRFHNEHE

22485, HAEENFREIREE

FRROIN, I E vocablid] XA By, Bi82, 1 UTE-8 g, REEFEBEHITEIE, BEAEE
HIE R SOAR,

XA R Unicode /7, BEARRERRZ:
decode(encode(s)) = s.

ROE R, HRETFAH—B A token ID, ‘B AJRER ERFSEHE BRI Y) . R— B0l DA
HZA0 1D I, E—TRBIE, [257,99] @SN abe, EFEmSISEI (97,2561, HI&HBIEIFELG
ID %1%,

It4h, &% token ID FHIATRESFHAED: UTF-8 15, i minbpe {# errors="replace' 77 ff/&
N, ARPBERIN strict PURLERFE R, FH Mt decode bytes PREAMEIE R, MM 2RI LR
IEEE replace, MIAREMEN AZEBONEE,

22.5 (R770Y, GEERGRILEITAXHEEREE

ARAFEHI AT JSON LREFTIERNE : AR, IENTYI 8K, 1% rank HEFRIEFH =4, Rk
token RS, Bt iRR A DAERE, KIEAESFIEEE bytes,

IR AR E 8 ID B S RAEES:, MADT ID BECEFE, [F— pair @GESE, FAID 2
G, JCIRIEFAE, BRI SHIH RS — BRI/ IER NN "R
B, TN E PR R ENERTE 1D FIR 22—

X MR, A minbpe Y .model/.vocab XAIE, WAFRA tiktoken HUHRZ S, 4
PGS AT E B IC 5% tokenizer S hash, JBEG0[RI 44 SO A HE DUBER,

22.6 HI/MELE: [E4aER RIX AL

TUIZRIERN Llow low lower lowest. #3fhx, 23R, M7, BE 20 (X, $£1060 1> UTF-8
T, Bl ByteBPE HARIAZRY 285; ZbSilllZi X AR155] 180 1 token, F7i4/token £
5.888889,

XN AT SN RE R A 00 = L R ATERE, AR IE S BAIERENGIR, EIATT ATRRFR
AN, WAL B RIES 2. HERENFEREmEEEAFENES, EERATRERERIK. 2~
SFLE#% tokenizer I, MAEMHF. AKZ 5 tokenizer YIZRISCA R, 5rAIk 5416 S FOUR,

AR E B TR, PR 0 emoji. MATESRR, SHS5EHITR. FRRICTHE
A, DARZINGBERMES ST, 8 AR roundtrip MIRTEMMENT FeEE, FEMEFETE qa/
part3/bpe.json,
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MITEEZR GPT %225 BPEFME—KBERBIRFHNEHE

RI5EE
1R — B AR : 5 [5,6,6,7,9,11 ¥ (6,7) Bl 99 MLEE,
2. ¥hFei: A URSE vocablid]-bytes, S EMEIE BPE 4wid?
3. #hFE: HARARL 256 /), RAZIELTN?
4. ¥hF8: 5—IK, b I token BUIRARRDEHHE" MR SZEIRIN,

BER. B2 15,6,99,9,1]1, ATHEANZH 6 CREE, 5 MIFREANES I, & 22.3 WHIRKIL
FC S BIFE B T R 7 1 R REAUR RIS VR, LR EHE A8 R MW rank AYIAIZRIKE & 45
My, 5523 ERWHFM, BUARELTA, FOVATEREA T8 52 256 T, #HEH/, 50
BB REUE S BBV & =N RGETT token (228,184,173, 1EHf decode B2 —NMYXF, &
token AHHARIS I =/ NE T,

AREERJF: BREESIHAN, A% minbpe basic.py B8 M IRIZS encode; AN T 24 A E 1L,
BHRIRSTRRI, TSON RE6 1 2 s,
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https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/minbpe/basic.py

MITEEZR GPT %235 1EEM BPE Bi%, NTHAXRBRLER 1D

$£23E IBREM BPE B%, A AIERLREE
AtHi1EEAY ID

SKIse LAl BPE, RAZ DOV EHI—imARmMAESCN GPT tokenizer, HEIEXNTTINIEXIEE|=E4H75:
MARFCERETB, R TR G ENERIIRE, TS &I HEA BN R, REHEP—EAF,
ImtagE R ATRER A, RE decode JGB KA ZF —FA)IE,

AREX N minbpe 7> 58 25 UM EL, FA HFrBA#AE ©0 tiktoken 0.9.0 [ cl100k_base; 5%
HEFE GPT-4 tokenizer, XZWREAEEAINBIRYTLE, ABMERXNRFHET BIFEERTE
GPT-4 ZFRIIERIAT AP,

23.1 SHIENSR, BIERANEH

5e H ) BPE AJREGH —MAKE, AT —DRIFk, et 57 RHEE i, GPT R
T ENFOERIHE ARV A By, BPE HBE(ESD R BINER G . mREIEE R B token ID K57
PH%,

YIZRIHBIEFARFDAS . B R BENERGEHHAHARXT, FHETHBUNG,; AREJCHlATE A B 1 8 BT %
RS, G SFREEG SN, HEEN HARBENH S Y] 7y, HE merges XA,

AF5H) ByteBPE (pattern=GPT4 PATTERN) ffF[EE minbpe HE, 26 =77 regex BZFFHH
Unicode @, Hla0 \p{L} FXRFHE3H, Python FRifEFE re FREERIE T, BRESA/NG RBUK
FRIEAES . TR, 138 3 TR, R DA FEZS AR, eE B ER SR, ~MEE %
MR R LA RN S 78554558, minbpe regex.py

HSLINR AT hellol234 ! \nehsz #H23K :
[' hello', '123', '4', '\n', 'BiX']

By 1234 fEWYI 2B BLE 208 123 A1 4, BPE AAVHEEATERT & —> token; T sz N —1
FREFG T BOEANFT BPE, &IGA] MR Z A token, FilY) o iy RS2 &2 token, WMIE&ZE
IFo

ARBEIMGUEATA 7 BRI RG0S TR TR, BE OENE R S, findall A]REBRER I
‘©Al1, roundtrip BtC.&1E BPE ZHi%I,
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https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/exercise.md
https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/minbpe/regex.py

MITEEZR GPT %235 1EEM BPE Bi%, NTHAXRBRLER 1D

23.2 SAREEFTREER SR, tBRIGER CRA

hello 5 hello AIRESWASANE, KIONATSZAEAI A FR—HHEA— MR B, IgRa el geE T F—
token, JFEREZIEIE A REAE 5 HIHE AFTSOAR RN SRR B, Kt —RAEEIA N :

encode(a + b) = encode(a) + encode(b).

BIANSCAENT it — DR IR, HIHERMGHEIESR, ROFTRMEEESOR, b2t
AR EETER,, IR AT R SRS, AAERREE; SNIRIANIEE TR token P8I ATRE
AR RN B RIY) 73

GPT-2 #1 c1100k_base RJIENIS & HRAGFIEER. i notebook HZ NSRBI T R 4517 AL
o XHEFERR — A FEALEIE:  “GPT-2 NEFFE” W24 IR E | BARR T A AT R R 5]+,
ASRFTA A FE—ERIZRR BPE #i4e A rlaE 2 H = F R B, REE G IR 4, RN TR E) 5332 SRR S
BIHRUE, tiktoken 0.9.0 B 5 gmhd Al E

ANFESZM: inspect tokenizers.py fE tiktoken 0.9.0 AR PY N RTFZHEH) hello world! ! Fwfly
GPT-2 1) 6 i, cl100k_base K 4 i, *t cl100k_base, 52%#%ih% hello world 153 [15339,1917],
Sy HlgmA hello Flworld FEPHEHISEI [15339,220,14957], IXEHEIIE T g A4 T 47 R PHERT N,
FEANICSR1E qa/part3/tokenizer comparison.jsons

23.3 GPT-2 IF PG A EBIBFEIE N B EFEFHIL T b3

OpenAl 1Y GPT-2 encoder. py N NFEIGF 2B —ME T AT UL Unicode f$5, FEXLERFS
NH BPE, B2 — BN TFNEIRF SRS, @THIEZFR] JSON MIXAEIERY, NETHFF
UTF-8 M5 46 Unicode i mii)ll&h,

J& notebook R#if encoder. json f£17 token %, vocab.bpe fREHEFAFMM, LA GPT-2 i

H 50,257 T, @ ATEERY 256 MR, 50,000 IREFHS — MR, X ERECEEIZ LA 17

%, A2 BPE FIAZOR, WO FINICZALBESLE AT, A& &Y, ARt Eonm
R BRAEFEHA TR, OpenAl GPT-2 encoder.py

23.4 5% token EiMNHI—ERS , FRE RIFANAES

18 BPE token KRB 71 BIG I, Kok token W ARGIAMTEN, WIS, A0 el b
Gk, FATER <|endoftext |> BERTDAPEN AT AR — B iE >y, HRTDABERGI — MR 1D, FiA
REFREERANA, WA AR A DO E S E AR,

AREIRBE=FTT . BN allowed_special=None: fii NCLEEMICMIREA T M LR, 1EEA 1
RE, ARG SEMEECR TG, EAMESE a1l RIREFRIC SRk 1D, %554 ID
DGR, HAUME—; AHEEEAARNCZ K L/ePLi,
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https://github.com/openai/tiktoken/blob/0.9.0/tiktoken_ext/openai_public.py
https://github.com/openai/gpt-2/blob/9b63575ef42771a015060c964af2c3da4cf7c8ab/src/encoder.py

MITEEZR GPT %235 1EEM BPE Bi%, NTHAXRBRLER 1D

tok.register special({'<|end|>': 1000})
tok.encode('x<|end|>") # s
tok.encode('x<|end|>', allowed special=set()) # H{FZBXF
tok.encode('x<|end|>', allowed special='all') # &%% ID 1000

R AR A{ENERTEE AR allowed special='all' gmfd, AJREHEIEIE AN BT EHIARIC,
SRR T RIFUMAI AR Z 1D, AR MRICES S A& IEA R, (TR RER S N & R K
B, TRk Rt N R AN token, AP NEILEIE XA ; Rk token faf R4
TR T 1B R M RTEA. tiktoken encode HIALFEZ)E

23.5 cl100k_base B9 rank F1EGFT ID hEHELE

minbpe [ GPT4Tokenizer A tiktoken EL&AHY mergeable ranks K& &FF45M, MY key 27e%
FHE, value ZH rank/%i5. NEMEKRE, RVAHLEERRNEH, BEFE RN FRE, B
IEREHES K, XEWERAMNAIERE, ~2EHCER EEFIZ GPT Ak,

S FEBH2HT 256 MRS token Y ID /7 HF9E id == byte_value, FRATSEPRIZHE| &1 b
' [ ID 3 220, mWifsE ASCII{E 32, minbpe H byte_shuffle b EEH#; R EREIEHECCH
0-255 4w, 1FINERL ID 2. [EE minbpe gpt4.py

AP ALY RIS — R E ISR ALY AT BAOR N bytes, E#%#H
ranks[left+right], ®HREH /) rank FAHEST B, B&GIET ranks B ID, IXAEFTT ID B HIAR
BHERGERE, PRUEMEBMEHE, RE2BCEARESH, SREAMES, FTHTIERE
H&,

fi¢#i mergeable ranks fl pat str B TIERAEEME, KRATZ{k, RIHHARERE T tiktoken
0.9.0, EARNEEERKITIRE R A APL,

23.6 HIFARBINIE, ELE ID MAR IR F

examples/part3/check cl100k.py fi# 9 Z5[EE XA 100 5% seed=1729 AERIRAETZRFE, W+
B, emoji. ¥, HEE. TSHMRK token I IEFH R T, 109 552505 enc.encode_ordinary
1 1D #4501 —3, decode t2HRIE A,

BAMEERIH, <|endoftext|> FEARFRIFE T IE ID 100257; #4358 KA RSN 2
[27,91,8862,728,428,91,29], 2RI\ enc.encode {ELLARIRRVFHNIZIRIC, IAKEIX—1TH,

JAIRIAIL tiktoken BT ECE S c1100k base.tiktoken NEL, Z&AfF A/ 1,681,126 %17, SHA-256
H 223921b76€e99bde995b7fF738513eef100Fh51d18c93597a113bcffe865b2a7, ‘B 100,256 NAI & FH
2%, Rk token BUMETH, [RIIAZE. &K ID I—FMEEAE R ID BA—EHFE, RN qa/
part3/cl100k.json,
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https://github.com/openai/tiktoken/blob/0.9.0/tiktoken/core.py
https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/minbpe/gpt4.py

MITEEZR GPT %235 1EEM BPE Bi%, NTHAXRBRLER 1D

XL AR EAURSHEAS, TREGERE X BB AIEN, BOTRA HEIRERERBE, 2
HRREA token 25, FTA Unicode AR Z= = ellIR AP RUTHEERE, BIREEMA G, TRASERIL
FikgES —BIY, FREHEIE A tokenizer B—EUME SRR FEREIE KT 2R al | R SUTH—F

HIS5EF

LRRSE B EMDRE, N ARG R BN, A RERS PG AR AR ?

2. RSB =B R E K decode 5 tiktoken #RIR[FI[E—F)1%, GEUFEH encode —EX114?

3. EESEPURTBE . ReARRRICOR B P LA SR, RTINS Ao VR R AR R R 1D?

HR, B MR SR RN IZRE, EPORRERRILE NN E;, BRI
JEATFAERRVFBER R, B HAGE, F—F R HZM token AR, SAETEE: 1D, H

=G L BRI F B DM RIS A B4, A RE( AL 71 ER AR 4F VEECRE A i SAy
PRI LA 5 B S A 2 i BB P ff SR R 4

ARESRIR: EESLHSATEE AN NS H; Heasss L tiktoken BV RAMIAR, RiIZRK
N GPT BAIZEL,
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MITEEZR GPT 245 tokenizer BERR, 2—EHREEAE

#2445 tokenizer BEE, E—EHYEEE
RIE

FXH, RMNELRENLE—N7T BPE, REAIR, LEFYISMRHRIRIE, HAEGRMRE LS5 —
MNEARRAKEFA T, (B TR LRSS AEL R ARNIZZ K? #1K SentencePiece 2/ERE? AU
EEEL PEMAENES EREME, WS tokenizer 5, MREARRERIRE?

AREE S IRG LB SentencePiece, TAFRMBL, Hrid token, ZHISHEEF tokenization
quirks, JRIRASRZIFRIAH THERE S E N2 AP, AT UELS ISR eI 5T 7 Ut
B, B77E

24.1 SentencePiece 2T H, F2—MM—pE %

SentencePiece 3Zff BPE #l unigram &%, F&EU “M T SentencePiece, FrbA—iE/2 BPE” ,
WARER T AN SentencePiece AURIUEL R FH 7¢ 2 HREI VAL EE, PREZERAYZ SentencePiece
BPE fitH, H=IAH0E Llama 2 9% TN XA T 5 /MK toy text MAEE R Llama 2 AYiA#K,

B —FE W LIRS B Unicode 7%, WHHESHERNRARMS _, B i, HRiET
R SR RIFA byte_fallback 28, A~ WBOR W RATREE S <unk>, HATEEIR[E] UTF-8 F
o SR MG 2 AR ZERL bytes FUBEE AR, (HNE AR EEMRERE S50 E,
SentencePiece v0.2.0 B/715HH; SentencePiece JHi

J& notebook WECEIIRZ, AMAUMMER], FEIZENSEZRITAHS, ETIRMEXSINE R,

[iGy=t:| IRIZ I YR SERENTH

HkSRE model_type. vocab_size Al BPE 2 unigram; HRARES
ANE

H—1t normalization_rule_name, MABREHNE, ESEHEGRY

remove_extra_whitespaces

ESIEZES character_coverage. FWFRRY. 4 UNK B2
byte_fallback

S PR split_digits, split_by_number, B, CEERIS R AL
split_by_unicode_script.
split_by_whitespace

FBIER max_sentencepiece_length, REFB. ANLAZ, gz mm
add_dummy_prefix,
allow_whitespace_only_pieces
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https://www.youtube.com/watch?v=zduSFxRajkE
https://github.com/google/sentencepiece/blob/v0.2.0/README.md
https://aclanthology.org/D18-2012/

MITEEZR GPT 245 tokenizer BERR, 2—EHREEAE

[iGy—¢: | IRIZHILAYETR SERENTH
Fikgm = unk_id. bos_id. eos_id. pad_id KA FHA. SR, HFERPTHZAE
LN input_sentence_size, WL LR 2 51125

max_sentence_length,
shuffle_input_sentence

WEREIR seed_sentencepiece_size, BRI S BRI, RN A] 0
num_threads IR

Hr seed sentencepiece size BfRIEMEMEICILE, HEMVAT, character coverage f%iT 1 A
RECRUETE T KR T 745, add_dummy_prefix AJ ATEFFSLGI AR HRINEIRR, TREHE TRAY _ 3
B EEAEW RO E, N EBURAEIESS, MRS, SRR, TR LGS B A
roundtrip ik, v0.2.0 BE/7IETE X

24.2 BRHHBXILE byte_fallback

examples/part3/check sentencepiece.py ffif] SentencePiece 0.2.0, TE—#RGIF S/ MER EIIZR
P> BPE 8, “FHHMEH identity H—fk. REZRZTH. KAANLHIZ,. ZEHMATTEL, HLEIE;
—/AJF byte_fallback, —MFE. MERIERIZRER5109 44 #1300, FAFFE fallback #4452 E
TREAEEBAIE,

XfFE—H] hello @, HLLERWT,

& % byte_fallback A byte_fallback
PMUNEEETNIN 44 300

=& HE UNK ID P =

DL SR emoji BRI B PRI <0xE4> ST F B
decode BHHE TR D P

7t fallback #9 decode 5 hello 7 , EKRTEMKRHT; A fallback Y decode 7ZENKE R, 7
& piece FIFRES, RATEARREE RREREFARE, HEIEEABKZFR—1 UNKID, FilA
THEA “HTENH TH S RIUERRE BIEA £ 41 ID F pieces 1E qa/part3/sentencepiece. json.

XIS BB ARFNFAFAL I, REE#Z tokenizer SVAMILS, HAEIIE T notebook KA AL
B, Ei%A M Llama fUE tokenizer; “KUEELE" AREFUEMRIZRERFI E A AR,
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https://github.com/google/sentencepiece/blob/v0.2.0/src/sentencepiece_model.proto

MITEEZR GPT 245 tokenizer BERR, 2—EHREEAE

243 AREK, FIIEEHE, BEFARRBETFE

WA V. BUEEY C. A embedding FE VO MBI RIVEIRIIHAIET R AL
VO MR TN V MAE, AFRAK, JXFAER AR, SO A HIE, T, (8
R Y B BA FAR

S, HHKABEEI D token J&, [FA—SCRATREREE DI E, HEEE K BREMAR
N (B,H,T,T), KA EHED I RE R R IOX — M A RS A, SCRRE R BR TR,
ARE R, AAMSKEL, ARER T TS TR I,

privi £ I PNEL ] AREXEH RN

JE4G K N NN TFHRERLNE

BUNFIRR L3S BN i A TR 5 2 B

BRTIAR WEE LITN RZMA token YIZAE

FRR RIBF M5 RFFTE LM WAL AN IR R S IR
2

EIRERE 4096 /N token ) F Rz, R tokenizer. &S FISIARER RFRIAY ZEERE, AEHIET
MYy “—A token A2/ D7 MEA ., RAYEUTE tokenizer E T HE,  SERR RN I AR
Xt R RRAHY tokenizer &,

RN MIAE R RIS R ERIE, RFEEFANERLSCAR R token/F 1tk FiESEE, MG
FZEEHI. HHAANGE, ORISR, HOIZRBFRIEARN T, F tokenizer B “&F
token “F¥J loss” REEEMEAI LA, AT PMER] —BURLESOR RSO EUEIR, FHigr e St R s
H—fk, HIZEZPHN T,

24.4 (81EEIN—1 5 token, EBIFR R E tokenizer

ANEREAH TR 73 B — T token ID, tokenizer AJ DHERKFIFERARN —I, (HJFBEIATH A
embedding HRX 1T, HtiSkWEAER MEE, FEYRMAKER, NHfTontss, REMEE
BRIk, AR R I A&,

HIEHZ1H token HJ embedding SKVINENHIT, &2 AR, SEAERASH token
FIATAE TR A K HR, Transformer FIRZE, FERAFIARERIEN TE —F A%, THE—-BRE
AR BIEA N — RN R, 1 AR R,

[FIAE, #5HIHT tokenizer 8 REH S, ARFHHMLZNE, BAUBIRRSAZEHIMN, EE
. EE ID, R TR AT SEIER, NANR —REEE, {8 PR AR E SN
RXMFFAETTMTTE LT, JRFEEH,
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MITEEZR GPT 245 tokenizer BERR, 2—EHREEAE

24.5 5. H#H. EMSHR: tokenizer EHMTER

B ERIEIRZ token ID, NEAEWEI TR, H—PMKAIEZE 1 token, % “Hif LA
v, MBTENFBINFIRPIRE F RS PRI AR A B B R FE K, tokenization AJ
DAL S5 g 0E, I RESASRIERI SRR I SE R 0 TAE R, IIZREdE, HEEI AR A B R A
FMAZE R

Hrp 2B, 8 123456 VIR DN =R F B, FIVIBON Y, SUCEITERN TR IZRR, (B8
2 tokenizer MAZ HENZAEMNERTR,; ETREBRZEZUEHN, FHAERNLE LML, REIERE
R EE S, B TR A B R WML A AR, TN EAR A E A EC AR,

RASAERRH T o WY AR TR EAR 2 token, XEHEZ B RSCHNTMAPEE, HER—IT, KE
B, (HEALEMRRAEEEEH. KNS, BRI, emoji FRAIMA TR BARRIRES D] 2
e, PR NME “BEIRSOR” 5 908 ID FIR" FINIER,

FU, FH IR MY token JERTRERIRH A A RAT N, tokenizer BB Tlludtia R, Hik
Hleftihl, MERIRRIE S0 W HZR TS5, fodR, Feuli w1 Al Ron B m RASOR, A
IR AT B S .

24.6 ZiEAM token, F—E¥XH BPE

PR IE TEIR, SRR SRR, — D ILERZ gl as it AU Esim e,
i A R B A IR AR, SR EEID, JXAER ID rBUA AR, [HEIZREFR, K2
LSRRI E R 22 5 50K BPE AL,

HEEG ISR R token AT “— token 2 —P7EBEWIA” B RTREX )& HB PR E A > B AR5
R, MBS RGUCFTREM RS FRE, F R — kA& R R ESEITA RS
F—KW, ABIXEHEERIREN KIS, NMEEEREBITHZESE M, Neural Discrete
Representation Learning JFit

24.7 EEj% tokenizer, £BIEUWE MY

MFNREFH—PNEEIBS A, NEHEHEEN tokenizer FITHEM . & EMKIIZR— U
B ATDURHIHSCRIE S . RASEEHI. FERREZIR, BRSO IRIRE], APAERMIERL
#, tiktoken JEAMHHEZMAIgISEY; SentencePiece HRAE)IZ4S5H#EM T H,; minbpe FItHZCHY
R IS, AHE Python BRI T4, RMENRMR tokenizer JIZRHIIERER:
e,

—NE B/ N IER N ALE: H WSOA roundtrip. RAIFRE. ZHE. ZHA. HEFR. Rk
token “FHIER, PRIFME—BUWE. FEEMAR ID SFriE, DUSCHREBSBIRN tokenizer SCAEALFE, T
A9 H AASZUERA S ERATASVE I, RS AT E AR T o S o] SR AR A AT
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https://arxiv.org/abs/1711.00937
https://arxiv.org/abs/1711.00937

MITEEZR GPT 245 tokenizer BERR, 2—EHREEAE

R B AMER S TEE

WS AF B : 8% SentencePiece, TEARPMIARAH Hek—MEI, 140 add dummy prefix 8¢z HIH
—fk, AEHELID, piece B/ decode, $&7~: SEF hello. hello . PWNZSHE. HIRFFFIHAT
AE U ERIERNIZR,

BERMASIRE, WA BPE X2 unigram, FEEEMRA, REVIGEDTT, I 5156005 E S T
AN F, HHEFRIFER Llama 2, SHEUSH N tokenizer A 3112 1D AR, (R AMITIE
WOZIZ A, AP A TIX IR E SRR AL,

AT 1, PRI -E token loss 7051008 2 1 3, REIAARTHE — & B RERICR?

E#, *itokenizer FF, FHEEFZHH, — token A LA SCAK RIS IR, KNOWAHR GG
SORAE ] — B AL LB E R B S5 R, R IE % B RSO IR R

FhFERE 2, FE 1000 4 token, FEESH 512, A AYE A bias, Sz bS48

R, WA 1000 x 512, I MEAZAONE, 01000 4 bias, &3t 1,025,000, #5%H
HYE, BARMINESARE,

#h7eii 3, byte_fallback J@id 7H S roundtrip, 2GR SOERHIZRH G S B C &R
7

EH., THE, tokenizer WA FRIAAREI;MFR, S BEHEE LS X EFHIMEE 5E%5, 7l
FoRME, EERCERIESES), 2= AREER,

AEKR: SentencePiece FEMAITHEAVO0.2.0 KA G AFILFRIZINME; SHEESER A TONTEIFRIESL
FIMES MR, R R EIEE] Hugging Face [ tokenizer T.H, AE%A K HMRES A MM,
AR H LI & F25 R T SentencePiece,
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MITEEZR GPT #2558 M/VGPT B GPT-2: SCiBi&@iisd b, Bkl

258 M/IGPT 3 GPT-2: &IBERY
+, Biilgk

b EEAE TR K T Transformer, BIAERTRE BAR: GIFAINZGIR—1 GPT-2 KB
X, IRERIREFPRES A, FREFRFERTIN? X “MKEBERLT G2, BRAFR, B
BT, AR B, IS RBRIARES — 8 — MR DIAN21T, tha] DUER R, 2179
RARARAEE IR R,

AREFFIEM M Karpathy B9 GPT-2 (124M) SR, 5 25—28 ELLQ % build-nanogpt AYEE M A
6104abl NERIE, SEMMETT BT REALNNE, MR FFRAIT, B RERIREAE S,
RASF1 31 ME TR EEIN N R RYITEREBE SR, AHH CPU SRS THEMR, KA FEE
IB1T 124M FIZRALE,

25.1 “124M” RERERHtA

GPT-2 /MG 12 A Transformer B, S MHREIBREGEE R 768, 708K 12 MERSI3L, K&K E
N 64, ETRCEZE 1024 4> token, JERERFRFRAR/INN 50257, IXHE token 2 7 EEH L #
L, TRHRE tokenizer KB SR E; #t tokenizer, BIEIRZRA/IMEIGHIFE, YnS IR XL
Al RESE RN, FCEME: EEhR train_gpt2.pyo.

FLIER IR, B 2 —IRIEAMGHIFAIZE, TR2EBXFFIINKE, CERBEE, VZFAENN, H
ERIAE, D=C/H 2&3KBEE, A idx FZINE BXT, 81 Ics2E 0 2 V-1 fU8E, RIRAER
E BB VXC, EIRAT P IEIRN 1024 X C, 5 b 7505 t MIERIRA &N

(0)
CCb,t,: = Eidxb,h: + Pty:'

M ERGGREGEIREN C WaE, rTPAEREM, MERNE T2 B2 aE Ry, X8
RIS E R, DREN ISR B, a0,

Token + 12 pre-norm Final Shared E Logits
position blocks LayerNorm projection BxTxV
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https://www.youtube.com/watch?v=l8pRSuU81PU
https://github.com/karpathy/build-nanogpt/tree/6104ab1b53920f6e2159749676073ff7d815c1fa
https://github.com/karpathy/build-nanogpt/tree/6104ab1b53920f6e2159749676073ff7d815c1fa
https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/train_gpt2.py

MITEEZR GPT #2558 M/VGPT B GPT-2: SCiBi&@iisd b, Bkl

— AT :
u = x + Attention(LN;(z)), z = u + MLP(LNjy(u)).

LN J2 LayerNorm, fi/aH) C /MEEH—L, SMIEMZHE, H—0REETREZRT, XM
pre-norm, 12 MRZJFIEELN In_f, ARk, HEESR “FRZEHA—K , BRI
%, HEHEsL T,

AME—HNEXNF, EFEIERRER

i play.ipynb BYRET/S D RITH T — M EHIIRR . 5 A Hugging Face 5%, FilH state_dict i%4
FRAEAR, BEEMERAR/DEERE, FHERBNMIEEN., & TEEMER gk, DA —/ N
BOGUAEE LR, MEEMETE0E, Y28E; B [:,150] A ZEES 150 MEiEE A E e
k., MAREFE 150 /> token,

XA ERER BB/, BUETE R A] WEEH, HIARECUT R SR Zemth 5 — MEE R RAEME
Mo FERBGEAEER R R AL B A Z M A SRHERIMERE: i REESE, J5& EX Bk
AR QKT, ER softmax A58, AHEA NEEEMNE, Rt IEiX e Eei iE; iREfHR
B U BA, —E IR,

25.2 {BZLFERNEH—RIEMESNE

[HIRZCABTE LA T S E =AD& E, EER GPT-2 S ElT&8F: c_attn  BXTXC —
AR BX T X3C, REHRE 4K Q. K. V =4, XHKV 2 value 5K&; NRES5HEEAND
BVE, FHEE value 5% U,

AR BXTXHXD, FRHT, HFidk, 58] BXHXTXD, HAFREN, EEIENF L
SR TXCT MIRISERRE, DA H R AE KRR by kPR TSR

S QuataKihsd
VD

Stohts = ) Ap pt. = softmax(Spps: + My.),

Hrp s BHOZIAIAIE, M 1E s>t RN TESS, HRAE, BEEHE Y=AU, f&LEE0R5Hm

BXTXHXD, ESAFMHEEITF N BXTXC, FH c_proj IR&FFSLAIEE, PyTorch i transpose
RS ERS K #E WA contiguous F view, 24 TG HERINTEHFR & i,

KA T-: B=2, T=5. C=8. H=2, W D=4, c_attn B#HE 2X5X24; YIFGEEMHN
2X5X8; HRLIGHN 2X2X5X4; MR N 2X2X5X5, G —4EH) softmax T “YRiXMIE
MIFLEE G ERGER” , NEfEEE 2 R 2R,

K scaled_dot_product_attention, }{%A is_causal=True, % 26 EXETH5FERAN
RIAIRIEAE R AR, XS0 API &0 SDPA, AEWESRASIEM FlashAttention; SZhr/5
UIEEUR T &, BUEEAAE A%, PyTorch 2.6 SDPA (#4,
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https://docs.pytorch.org/docs/2.6/generated/torch.nn.functional.scaled_dot_product_attention.html
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25.3 MLP ELIBHSNIE, FMNAREE
MLP A8 MBS R C—=4C—C B2 H, X GPT-2 /MERIG 2 768—3072—768, HAM#HFH tanh i
I GELU:

GELU(a) ~ % [1 + tanh <\/2/77r(a + 0.044715(13))] .

ag— Mg, ARZBTREMTKE. EIEARRD NEFFSHEAREFERIRL A, 3525
TSR, IREMEZR AT A K —IR, e 4C R REMA R TIX—BIRERIERIERES ), ERJHEA
L ERERREE A E, MLP NAREC A (S B HOEIE AR, R#E AAEANE T,

SN TFEREIEMTTK, FE#f GELU 5 tanh InRURERE, Mg, Eryll “WIRERK—
FE” BSOR, WAET logits 7ERME L5g W&, KR GELU S0 E,

25.4 —ANEAFLSHIFAER

I, FRATM E H4% token J SHUH —17, HHI, X TEE#EIAE heRAC, TRERFHE j 1 logit

7o

DRIt Sk ] AR R — 5K E, A EEEFRSZA VX CAE, XM weight tying, AEI=E,
PyTorch HyKEIE A Z LM MESUER] R — Parameter:

self.head.weight = self.wte.weight

X GHBEEH] XA, copy_ 8t clone REEMRIER —ZIBUEME, N —KEHE, MOIZZE0
BT, R SHEIRE AU (RS R R SR . f A BRI AL 2L — AR R, Bt o2
ey —akor, RAIFEER B RS8R REEMS BTN —IR, &0 RERE S Ei,

RKE—TSHE, — M, RN M ST 4C+4C MSE; MLP &1 8C*+5C; M2
LayerNorm &1t 4C, FrbA—18h 12C*+13C, BALESR VC 4> token embedding %, 1024C
R EZEINRLZ LayerNorm HJ 2C M2, HE=HESLAHE S M VC, Kt

N = VC +1024C + 12(12C? + 13C) + 2C.

RN V=50257. C=768, 5% 124439808, #1.244 12, WMzt sk, S%2H 38597376 M5
o XMPEWERE 7T AT 2 REEBITENGE R A 5 1R ] state_dict 7] DA 46 A R — K EFE
HIZHR, gt ME— Parameter A2 SLfnal IS5 &,
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ARBRARIE V=17, C=16, T LR 12, 2R, SZPrME—SHON 7056, SLERAGE TR G OIFIF i
sk, WEARIAIS, FNAEEEUEHRIHNZSE, WIEHNEAR, B RIETE lab.py, SEhrk
H7E results.json,

25.5 SANER, EENRFIEREERT

J7 GPT-2 SR RELEAZ N ConvlD, (HIXBEIFRBIFIIMER, FEXAETNERE 71,
A X 8 BXC_in, JESSERSF W 2B C_inX C_out, 118 XW; PyTorch Linear ff77[)2
C_outXC_in, #& XW_linear™, KN 1%% W_linear=WT,

[ i S AR AT YR A4/ 5L B attn.c_attn.weight, attn.c_projweight, mlp.c_fc.weight,
mlp.c_projweight, Embedding. LayerNorm HfwE N IZ—HEE, X777 GEH R AL
buffer WAZRESISEL, I LS R I8,

SARERI D =R, CREWPSIRES, BRESNKENPIK, REEBEMA L logits,
U AR MADARIEE S AT RETAHFESE, REREE A BRI IR
EIN; 5 H ORI, TP B iR S, S EAESE AR,

TR, R EILHRER. CXCHERERMARZ CXC, BIRMSHALKIA T, MIZEE—"
AXNFREERE, 1EXW 5 XWIP=AERRSZER, APLRRIE XW 5 Flinear(X,W.T) MR KIRZEN 0; X
HESUEFETT MRABOCR, A PUTHESE Hugging Face FESF A,

25.6 #RHAEERB “HN—R"

BEHLOHA L OUE NIZRIT A IS SRR ER R, 858 %45 Linear #l Embedding AUREE bR HEZ
0.02 (IEASD N, &MEMEEE, NEMEEDRENIGY, FHOMEZERI 20)~-1/2, LE2Hk
o GPT-2 /MERUA 12 DR, HRIANIRZEDSZ, FTAREON 1/ 24,

AT DA — /ML 77 ZE AR X NSRRI SIMAIERZ., HEMNL, %R o WIbE, %
e b 2L NMyseG, WEFTELN 2Lo%, AR R ESR/NAFRI 1/ (2L), B ERASNA
Sy SEIEIMMZERZ K, 1 notebook tHHESHUENN 100 BN ERMEAREZ, AR FBAME T EE
Fi-FH floate4 CPU 5245 : 768 4E[AIEAHMGHIREAIREZ N 9.428062, BA34EFREA V100 f5H
0.942806, LLMiIF 10, $H2E AN ERVGERK B, FERBETET 1, BRI AN,
XTSI, BT ZUE AR EYIGEIL; ERRRIRIX N T 3L,

HERERHR— T apply @ BERGHALE, [F— DS EATRER MR LTS A
MR, WE2R S8, ERIESIHRNT 22, Fit, BEERMHERMY, ARSI tha]
REFEARIOIE, R 2B —aRy, AREFUEHEMATIOIA I
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25.7 FTib— 1 HtR#EE

FEESIERZ AT, RRSCHEFE — MR R ERARR, FHGEIX MILRER A K,  [AEHE A EEL
PRI, TEARSEXFF, BEEE, L aeei A SCEl, X MeEEREAE R AR, FIRE
B, HAZREA,

i token i 0. 1. 2. 3. 4B, AJRAEX x=[0,1,2,3]. y=[1,2,3,4]c MIZ&HHEMIEXN F—1
token 51, logits FIFZIR BX T XV #E ¥R BT XV, FRZEEFEN BT, X% BT /My &K
¥, RAEEFRE AR —IR, 3 MR 2 ) 2 1 TR L B Tl

WEIEFBEX DR IMES, device ITLAZ cuda:3, FREMKIESS; autocast [ device_type M2
cuda, FREHEMA, BEEMAMSE CUDA, HIX MPS, #J5 CPU; {HEIEIE CUDA Y device_type
4i—1% cpu, README *f MPS 2R BN, Kt AHAHEIRZIEATE Apple Silicon FE.£&5#k
BRI,

SRR BURfG — ML ER) logits, #HWMZRIEERE T —1 token, BINENHAFEIERN, top-k=50 2
BRI E: HREMERE N 50 Mek, REHENTRAENEZRMA, multinomial $#3Z4E.
SRR TEINE, FEREANECDZII—k, play.ipynb if#15 )2 text-generation pipeline 5
FTIERIEFILLE:, WERMT 420 485 FEKE R 30 55, MHER T LA TERENIEHE 2R IF .
KRS SSIEAAHF N A F B EIE S, FREFE L RIERFRRA pipeline 5F LA SCATE 22—
B, ERijE1EH Tiny Shakespeare (T 1000 DN4F, 4wid/aHL 25 4 token, HiE 4 X6 FEIASH
PR, IX R ARG T AR,

REZEEBATHIITE, PREBIISIERK; 5 28 EIMBNT 2 H I )72 n] FEfEhR.

HISER
AR AR 7825

L —/ MR R BE N 24, SkECH 6, QKT ZIKZIT 47 &HiA B=3. T=10,

2. HfH 248 head weight.copy_(wte.weight) ¥ ZIR(EE, W—SEEESEWL?

3 AFAE—N CXCHSFANE, BIRKERE T, ALK & W e

4. JHIBR In_f GRS TRE, BARENRN GPT-2 A EFRARBIY?
B W UESKIEE N 4, FHSCHEREN 3X6X10X10, 2 2 MEHIE M Parameter, HEMREIL
PN — 028, 56 3 A RBERHER R A, HRTERRE N XW 5 HiR

Flinear(X,W.T), JftAseBiiiEEm A logits, 5 4 ARE; RAIIZRS 24, ERAZ K

NEREIXN R, REMARDIBITER A, JoUEEX, BER, X PFREEERZ
AR X HIMERETEIA,
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FERFESEILAR
- GPT-2 SHIE: BHEN I,
- [E7E train_gpt2.py: 28, SEFA. VA, HEEREL
- PyTorch 2.6 SDPA: JEE1# M,
- A4 CPU 250 =%, HERECCRSEIIgGRE,

ARERAMBESE GPT-2 fEH, RAHITEE checkpoint MFFRIIE,

129
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https://docs.pytorch.org/docs/2.6/generated/torch.nn.functional.scaled_dot_product_attention.html
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F2605 ILF—MiTFBRIFER: KE. &
EMEED

BRIRIEN 2 )5, SN R REERZ, MIANZHEMRE, AERFRE, A2 Python &
REZ/NEE, HEFTE RIEERIASE N “GPU AEP” | RARMERTE R — 2 %

GPT-2 SR 3 MIX1$1e TF32, BF16. torch.compile, FlashAttention FliAEIZR#NT, AEfR
B0 T AR, DARERRG & e AR, AR AR rh i 2R 5 T I
B, RO ABCE; ABIRATE GPU LERIR, WA XS UESRIERERTE, BT
R,

26.1 FEXRIREITERTA

—RINZRER O IEEESE, FiF. kA, BBECBMSHE, GPU HHER 2541 CPU ks
JERLREARSAE NAE, FrLAHMAS CPU I AR RAE — B, ATRER INFIHRZAE S5 AN TR, 252 BRI

A, WEAGENAMERY, SEMER GPU FEff, AHHAE CPU _EMEUENIK, M CPU R HERT

GPU #it,

F XA RER S gWIE. NFDBCHEIROIaG I, AE AR, RJCHi, mZ0iig; Mikss
BEIRINI,  RIAa S R RER B SARZIRA, WMTEIRE &3, FREIEEM RN — T

[ SRR R AL AL B token BUH BX T XK XR, Hrb K 2868 28 xE, R 2R, FHE
SO R PR OSAERS . EIRRE T MBI 4G, FLEP RISt & 50IE, HellaSwag FIZE A%,
R IX LR R BRI tok/sec TRESAEIIZRP BREREILEL, B HIER JeAERFERPPAG A, A
M2 S EANR I, RGN B,

26.2 LEA—LEHEH, WRMHtA

FRBAAE = 75, EERMER. FEIVERRRZ R, 2/ REPVEAR A R A
(IREIRE, E—RsFRy “l6 AL” , FHFAREWBIEIE SMERIIZR,

I EEN EisE 4 BN (FERSEN)  BSEXFHERSES

FP32 8 23 JUHEFIRSEETE, WHT
SRS HE

FP16 5 10 fEfifs, BUETERIRA
/INBEJE RTRE R it
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https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/train_gpt2.py
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it E S ekl RB#M (FEREEM) FEXEFNEASRE

BF16 8 7 JEMEEER FP32, (HEHR
L, AERIEERIIZGRERE

TF32 Rkt Himia 8 10 3¢H§HY NVIDIA BEfERT7E
FP32 M MM R ai%
AR AITRIRIL Y e K
w170 dtype

ERFE MRS TR SRR RATEON NVIDIA TR &R,

U FP32 A E B EH R BF16, 5713 autocast &R —#F%H, autocast MRIEE TIELEHEIAY;
EEAN AR FP32 24, FFILA 0 FERESRRTAR F AR [, FEEKM, 5 —Leldi kR it R AR
HisbE, AR BF16 autocast HUEIAFIRS, AJSTESMNEEA backward, PyTorch 2.6 H#/iE
EREEE R,

FP16 H#HCLH loss scaling: SERRIRLABCRHIER S, RAESE| Sg, FHESHAIFRIA So IXFFRELLIE
AL NIREAE R EI RN AR ZIAE, BAERAREBENEEL, AR EEEE GRS
Bo FHEBOTERE, DAVCMIRGG SNEIME 1 83702 Sg, SEFRAVFHIFIGHEETEES M 1/S,

BF16 MfEEGERERK, WA N EM A GradScaler; XAET BF16 FIEUEIRZE AT LA,

& RS set_float32_matmul_precision(‘high') 2RI EREE RS, FoUTE KRSUK
TF32, BRGNS, EINICRER, HIdS “dtype=float32” H5¢%, HX API AJ

DAEAR B E @I HIE help(torch.set_float32_matmul_precision), BRIEARRAIRINMER S
2024 FiffE,

26.3 #wiFELRZEEHRIEFHE

—{k LayerNorm #¢{ GELU H#K R A —17 Python, HEHAIREREZZ RIS, B2 GPU
kernel, kernel BfEIE& LHITH—BITRERERF, HHAR/D, BEEhFIEERA R GEITHE ARSI T

—i

o

torch.compile A DAiER— 8P L5, A SAILIERIHITT R, FHAERMFRVFNRG R, tins
AR ERHKE a. b, ¢, WEZREEEAF; MG TREE L IETHEREETRER, &
A= BRI E XN, BASRIMERR AB A E R, ZARAR, BdEMir Python 24
TR SRRV EAR AT RERZ N 1 RCR o

TREE PR DT SRR R G 1 IR IR, (HEE 2 2% use_compile ¥4 False, FERUIS
HellaSwag PPASFIAERA L LR, FHEE. MREXTTIRINRRERIIN G RSP EZIZT” M “BR
INERI G RITERE” o IXMIIRR B RIRS. [ RRA G 1T 2%

TRE EROZSEREE AR ER AL, FXTEE O T ARS, RREAIZRRER, ik /a N
REFA—ER bug, BESFRMRE dtype FUEFRE, MARE DI SCALE B2,
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https://docs.nvidia.com/deeplearning/performance/mixed-precision-training/index.html
https://docs.pytorch.org/docs/2.6/notes/amp_examples.html
https://docs.pytorch.org/docs/2.6/notes/amp_examples.html
https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/train_gpt2.py

MitEEZ GPT $268 ILE—MITEREBER: BE. HENEED

26.4 FlashAttention ;&HGiB;F=H A s

AL E IO TXT EENEES R 2E, T8I, XN EEEE R IYA%, FlashAttention
RSk B OSBRI E, WMEEEES A EEEZ REIERZ, BN AmmERE
IEUERAFE S, FlashAttention JFi832,

M2, softmax FTLAZTER? X —1T5r 8L s,  WAEUERE S POEBURAE m, FHitHE
Z=Yexp(s_j-m), HitlZ Sexp(sj-m)u_j/Z, T =AM EfE, HFEREYHT m. Z FIH, &
Wi KN m_block, B#HZME A m'=max(m,m_block), {EIH5 759 B LA exp(m-m'),
BN ERTEE m' @S TR, (REDIES WIS R KME, A RRARSHR RAEEO AR L, XA HAALR
FRATIER, AT DUS BIF — MR R,

HANGINKIBIF, THERECRIEON 2, B IER ML 5. A REEORGTHHIZE Sexp(s_j-2), #ElH
(ISR G R exp(2-5)=exp(-3). 7 FMFERAER, 777 B RISIERR 8 RERA DIE
BE R R, HROMTREECE DR GE, AR GPU kernel IS H 24 5NFELHE, ABAEIX
—BRfRRE E s e B,

PyTorch HJ SDPA 2 (A sitReEH NIE£E AT S, CPU LA R —ME O WEEIS 2 EMTE & 45
{HIXAHgRk FlashAttention GPU HERESRIE, 2R dropout_p: XEEHRIEE AMERHAT
dropout, VAT MAETEERME 0, TIAREIURIIIMNE model.eval(), AR X6 H
dropout_p=0, SDPA X#iH1fJ5%i5 dropout B,

26.5 HArIRAMRE—EIGIEER

ARBAIETERN 2X2X5X4 8 Q. K. U, PLfloated /Al EFEWRRIER NS SDPA, MERA
MEE, JEEEAERE, gHEY 1/V 4, HI%H dropout, MEHARA), EXARESK L=EY?, RIE5 RN
Q\ K\ U *TJE"O

KPREERUTT, X2 CPU UEME, A2,

& BABIIZE
PR TR 444%10-16
Q. K. U MR 4881015
Bk token J5, BIBIRIEAIER logits 0

N 2ETES =T B D SEELRRERIRIR 7[R — B R R  ARNZ A R R MEAS & 238 NS S5 1Y
TR 4 MHZJER) token, ZRTAR 0—3 AUt e 2, BRIEREBRIN RN, mA2m
BRECR SR — B, FERHUTE L. BRI S1E lab.py, Z8RIRELE results.json,
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https://arxiv.org/abs/2205.14135
https://docs.pytorch.org/docs/2.6/generated/torch.nn.functional.scaled_dot_product_attention.html
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RRMAM AL JleE—4HR, TeEmibhEsdA. BERE, KPFIREEm, T8
GPU Ja, ZEIEHIRACE, floate4 CPU RIARAREFEFEMH T BF16,

26.6 7{t430 50257 2k 50304

BE I8 = WO 57 BAFIIRERE R~ IR EREN LI B iR R 4E /2 50257 #h3) 50304, (i /5H0%E
Mok B E A YN TN S, ZEZ 47, FiEHEEIRASEN 47 X768=36096, XNKREARS HBNS
tokenizer @I 47 ™M B XHIHT token,

XEAWNESRRAE R B, FRIZEETN R 50257 BRI, FREEZHTRIELE A
PEE S AL, ZETEARAIER, %=, MHHEmH softmax ©E&1X 47 MIMLE, & SRR
&; BENLRIGA N SRR EE L thERAE 1A RNV, RV 2 B MRV RS, AR ENTK
AR,

(KIitE, ARSI AR SO R RR AT SR A S 5 3] tokenizer FIESHFAYTE, HIANTE softmax RiE
logits[...,50257:] &NATCTT . [EEREIAAFIRAE A BAMOX R, AHEE SR EEOR%
PIASR, FREMEERINZRG BN SHENITCRR S, NEHE “HEAEEAT” M “P 5 tokenizer 1A
R GIE— DA

HIGSER
DA A A A 78565

1. T M 1024 9% 2048, EH@TE ) 0 BHEMERNFERZ L Z/D? BEHEESEER G2 L?
2. FP16 fEH4H S=1024, BERNERUGHIMERITEREE 1, MHE TR EAEE IR 2B (H?
3. I A% —R torch.compile V& I ARG & BREAENFRENZREH?

4. % CPU L SDPA 5FFEE 7L, nI&#EtiRS FlashAttention HEEEL?

ER: pHUEMITRZONNUE, QKV BEESEOF A T 2L, JFIARERIEA M 1/1024; 5 —XJAM A

REEEgmIFEMIRIAGIE, NMIXREE SRV TERE; BIEFMAIEME GPU MEREIESE, FREMR S I
.
FERFESEIEDR

- GPT-2 EHIRNEFETR: JISLERIIUT,

- build-nanogpt EERH: Fx, dtype. THFRMFSIHINAE,
+ PyTorch 2.6 AMP 5 SDPA: #[M1E S,

- FlashAttention 1£32: FE#hERE A 10 L EAE,

ABRIUET CPU FEENBUESHRMER, RERIE GPU kernel 1E4%, ZnidhiE, T E BF16 IX
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https://www.youtube.com/watch?v=l8pRSuU81PU
https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/train_gpt2.py
https://docs.pytorch.org/docs/2.6/notes/amp_examples.html
https://docs.pytorch.org/docs/2.6/generated/torch.nn.functional.scaled_dot_product_attention.html
https://arxiv.org/abs/2205.14135
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E—PMLIREE 2 GPU L, HAZBEIMSEIR — Mg, HHRFTRET, #IRET,
BH B DA B R A it token, fRUEL{R]REIZTT, HCLWEIEKK, EEMIILE, DR
Bl “BXEIREZDBAE" 1 “BRSHEREZ/VEIE” .

AEERRERESE, RN DDP &7, Jo@r— i e SOCER R/MEFE—4 token
AR SO B R . i AR IRIBE AR S8 A EARR T, AR B IIZRSEE

27.1 AdamW BYIRELESE#HE G52

Bt REFTRTRISECN 6, MR1EEE g to Adam NENSELEF WA FAREIRES: BEN—N#
P m_t, DARCV I R EERIRS ST v_t:

my = Bimi—1 + (1 — B1)gt, v = Bovi1 + (1 — Ba)g?.

FITRISRPRERZIZTTR IR, BOIAIRE N Z, FHIESM/D, T2MH m_t=m_t/(1-p19). J_t=v_t/
(1-B2) BIE, RHSHABSZIGNT, AdamW HYEHTH] PLS N

~

my

’lA)t+€

0; = (1 - nt)\)ot—l — Nt

n_t 2¥ %, A BNERBRY, ¢ ZORTR/NESR, WEZRAMEHRTSH, NaRENEES
BEENGEN, XE AdamW i W TSR, R TR — M AMSGrad WTE0L; B
1RIE17 AEERRA PyTorch i) AdamW SEEI A,

R B1=0.9. B2=0.95, £=107%, weight_decay=0.1, & 2 “MIAIIEE—FE" MIBHREETT S, X4
VAVINGE, e REFRMOEE, BREIBIENBRIENBOCRE; CHARESEETRN R/ MEE, EHl5
WER, FRERERIY %, BRXEE, Adam HFMRSHERE T84 “S8AELE MB” &
FETYERRFTILE MB: BEE. USRS, B0 RGN ok ST E 23 .,

SEOAFMNEE, EERENEERDT 2 WaTIASEMBERR, NS85 KM
fl embedding 255, {WES LayerNorm IR, FHESEASE, XR2ZERNAE, FEikK
B o E N 7 et e i, $=28081T named_parameters KEEG54H, AREEF—G
embedding g5 —4H,

fused AdamW #20# THEFHRES T, FZERBDVEAESHRIEG A, EERERE APL 2 & 30H
fused, [FINEZR device_type v cuda; A4 CPU MIAARE A fused, #iAE BHI® GPU, ARERIE
S EFEAE, FREFREI T fused ik asMERE,
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A DA KPR GO BRI e MRV B 0, — RN p BT S TR IIE
BEEE —logap tuiF, HERM 1/16 123 1/4, PRARRD KM 4 FERFRES] 2 PRy, IR O Bk,
A AR N LR A IX MR N S A 2 2. X R R R R B B A X, R TINIZRE
J B AR P LR, T T PR 4

ARSYHFEAFZRAZ AL EIOR, KB AT REFRIREZ MR, trTaE LB E s R
Beo (UE “HEfE” XAEem, FREMEFIBAZILIZ, ARMEE, WAREIEE &K FIHIAT SR,
DR, AR AR RS A S T RS R, AF T ECEAmSNT R SSRIE R,

AFHIFEIR token LI A —MERILF: EFFIRZ—MIE AN “In—BE” o Bk R
RIREHFE SRR LLEZIN, AR T FUNRS0E R REE e, MR R e TR RIS, 1
ANEAHT RS B I LB I M,

29.3 SFT: #@ilI& {5 FHREHRERI3Z B

B, supervised fine-tuning, f&FK SFT, BB NTEERURIEMEE, JKETAI#H
token X, (HEHRIERIANZ A ERAAE R B A [EE, TR e AT I ZR
ffi, MA—EFREEFILIT Transformer,

VTR p, RSN viy M. HEEBZA B BB, FiR

M=

1
Lgpr = v log Py(y: | p, y<t)-

t

Il
—

&R token 2 5HIAHE, FERTLGERSIEN]; HE2HenfEMENARREET M Hir, 2%
XSG R AL assistant B&Z 5 IZR, P EBv&AT padding 4]k, — mask $E6zst AT RELE
BRI B R A 0 R, 55 28 E W completion mask S, fEXHAIEEE M.
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MitEEZ GPT £298 —NEETHEE, EEEMBF

R AAP BHEIRG 7. e XA ML, BIRSEM AR, HiRE—MRE"
[ER DR o WARREEAREERGIRE, ARRRERRE, GrRKATIS, RAERSEIKRE
MEMRIIER. FORSEEIRE, EXEARMRN “SIooR” | MRnuEa i, E5e 2R

—E. FEEESEE.

SFT L2 BFREM, AIDAEIEMERTER SESET . AT T EREREHFEGEMEHEE; D&
ARG ATREL BRI A E B 6, B BaRIEEL eSS A A, 2Rk E S
A BHEFPERAESHI D MIMES, #FEHSINL, R SFT SiRir Imas SR hEgLk, aTAZ I
InstructGPT i3,

29.4 fR¥FRIGEIZERR “W—1 B

H B RRAE, MDA ERANE S %, BR—ITR p, WEEERLY y miky", #E
PR mar s, Mar R EIIEAbNE: W, S, Bk, DR, LB ATRENER, F
PRIEE L ATRERN A,

— R IE RN r_(p,y), fEITERMEEBRG 2] — MR, ¢ BRIMERZE, A
IR 4 AR -

Pyt =y |p) =o(re(p,y") —re(p,y7)), Lgm = —log P(y" =y~ | p).

o /& sigmoid, & XN o(d)=1/(1+exp(-d)), fLERESLEMHEI05 1 2R, HMDEEIEHF, W
GFRERN 1/2; RIEPOERIEE AT REME, LRGN 28R, XA “AKME" MRERAIE,
MR EAL SR RS ERELEREE R, Rt 04, TCHATREE R, B R =
LR,

THAH— MR EES, 2 d=rt-rT, #1550 log(1+ter(=d)). A d KFEFE] o(d)-1, £ d=0 I#E
JER 172, BEE TSGR d; 4 d EIRKN, BEREIE 0, IXMRE TR NS ERAT, th
WA E RO BEE T ANE 7 A HEL

29.5 RLHF AtAZEFTEHR

SRS Y RIS FEIXHELR A RSB 0, ESRAEEE, RIS, AR,
FOBKR IR 8y, BRI A RE A 2 BRI 2, AR EF A HIEGRNER, FILaig
LR FOT RIS A Zd i 2 5 R,

— AT H AR

J(0) = Eyry(p[ro(p, v)] = BDxw (mo(- | p) || et (- | )
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MitEEZ GPT £298 —NEETHEE, EEEMBF

B HEhlmE A, n_ref RSEHHMG, MNEHM P, Q, KL A& D_KL(P/ Q)=X_y P(y)log(P(y)/
Q). P(y)=0 BIIHZKERIZN 0; # P(y)>0 i Q(yv)=0, HUZENTLTF, KIEHRXPFREXFTETEL
Fitk, BEEDMER, EXEMFEDY 7 RpmENLZEET N, AXNERIEMZER, ~2TE
PSP EENRARIE R —1TSE I, SERREIREZEA IR, (RBGTE, MMERE. FHIKEMEER

o

2023 FEiHPHER P& RLHF #5465 PPO %, PPO HEBIEHLHIRE — RIS B, B5
R bR KL A8 A& EME S EAR 2 2R A, PPO R, RAPBARLEH7EE PPO, HAHX—
77 SR B IR R T 5 SR Bh T ME— 6 B 77 1

=MYIZRRAER—5KERE, ZHRERRE,

FirER FEHUERE EFRLHNES BEEENEMA FREBULRIEH2
LR HELSA T token K B SORTINGE S BN ATEE BT
SFT TOREREEE REEEH token 1 BTESKEXSTR BTE TR ER
ES
R FfERTHRELE  fmiFHEE ik SRERRN—BRE 8T HSS
J&
ImargRBN A LA SRR RS 5t KN SLIHRIGRI R SAFRAT TS RIS’

29.6 EEEFFTFT=miRiE

— MR G, R E R TR, (R B RS RRERR AR H. IZRA] DA
sl “ERMAIE AU, RGURHEERE “ELPREEMT 47 o BRGH — MK IS RIER
PUTHK, MBesee N, EXmERRAE B EEEENR,

AREERANTH 2023 FHYFEATREH I GPU &, IIZR KGR AES RV, TR KRB
ROBE. BRI, AR IRA G A TGRSR, BATREMSIRIERTZ : IXLEIIZRRT
BERARRBYE S, R plE SR, S b,

HIS5ER
DU Ry A F54h 75455

L. SFT Ffnfi BN, [EIEZSTRERHTREE?
2. RIEFILE I 3 BN B0, (s SR ?
3. AT 2 S AR 7 B — R TR B 4 ?

4. R AR RS, T 2 R PP AR AR
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https://arxiv.org/abs/1707.06347

MitEEZ GPT £298 —NEETHEE, EEEMBF

EHE: e, TORERE LS, A%, BOVEZEARLE,; KRR VR AIRZRE, SR RTEER
MERER; g% ERRSIERATRERUZILIZ, B A R IR 3 A\ A = H 18 Do

FERFESEIEAR
- State of GPT BE77#lH: Bby. JisEEHM L-TEH,
- GPT-3 13 ARESHMNES E P XEIH R,

- InstructGPT €3 /RVE, W45 B il 2R 7 sS4,
- PPO 183 SREGHLILTTIERI R AA R IR,

KRERABIFS5HAES R OIERE, AT SFT. RpEsl RLHF JIZR, thikH &P R
FHINEIZRE R,
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https://www.youtube.com/watch?v=bZQun8Y4L2A
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https://arxiv.org/abs/1707.06347

MitEEZ GPT $£30E BREEHETERE: B 0FR. HANIA

F30F PEBEHATIERRE: &5, &
. FUAMIA

BRI IRE LR — N ek S5 I_EAREE 722K IhRE, BURE/RE X FEANE, HIERRBUZ: A S M E2
I, KOS E 2T, IREMENGERRNTE 2T, BRSO AR UZ A R VFRIT? I L4 A) 8 75 22 A I
BRI INEIRE

State of GPT HYE 77 fiIMEIR KM, A5 TRSINVEE T, AEADHIA]RER T iE
B, TR e TRE - DN HAR TR E e RS T AR, AT s 2 dTRE . BUR
R BRI 2 FRABRROINE, TREIETNE. BT,

30.1 RAIELETX, WMiRZESH

TERIALR RN 6 token, ERCESRBRIEFERMFLR) LR, H—BARERXOOE R HITRIAE
RECEHBSE, B MR, TR FERS AR, BT NS, RO
BAEMILILER BB R, BRE G, BMEEHET ORI 2 HORA, BT N R RERE L,

X—ZRPUE T IRATIER 5. HIEFSMNNEAER, Jefefer BHMRNIAEZIEN 5 R ZREHE
RS AT, HAREHNEREEAS S, SOEA A RIERNER, A6/ N rHT
PR, REMIEEE AR R ERIRTRERR, e rHe RS L N EA 5B,

Bi& BEMHt2 REREEMT2 RIS FERKAR

TR DHEATR B E LI HREMES, RPl 4 POELEEMNATS S SEREC, TRBl
* %, ETE R

KRG AT ERCPRBR AR, BIRS MAREEEETIA R SR
KA H LSEILIES

EE RAIZHY B, JIgRSIY. RERESATNEN IS, B R
PRA 1% FEATHR

TAEM AT HATHIINRIRAE ®O, sk, & 0 &R R ZEd) SRR Bl =

W5 HE

(3

SREIEH

XAEIIE—, IR ] DRSS i, AR R, DENEARRAEER, &
HREFREEREE; BEMIE, ERIXER BT RIMEIREHENE,
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https://www.youtube.com/watch?v=bZQun8Y4L2A

MitEEZ GPT $£30E BREEHETERE: B 0FR. HANIA

30.2 —PMRTEIZABHA R EE
FERAS A ROSRES R, FRIETET AL AR

155 B—%BRSBIRE DS network. permission. input. unknown Z—,
fig: RERRMHIIRESEIRGIRE, ToEFIRTBTERE unknown,

HH: —JSON X%, 8% label #evidence HWIPFER.

FRH: evidence MN5|AMNTRBMEXRERE, THENAFSHHKRREHRNASFRS.
IREES A BEFERRNEBIEFEPEN.

EIE TS, ATHIEE, AERREm . BIE RAR, ICEMRAT S EIR A JSON, 7Bk
T label BAEARFES T, 1 “HEH JSON” SR NERMARS, WARRIEFREETE,

Rer, ATk

DRI S SR 5 IRERIA S, RIREE =B 5 WA ML, XL R EE
DEETR H

Wi permission 5 input K35, EAEMERE: F—HRXALZZ LR, 6D
SHE IS RN SRR T IS, PARCRATE IR,

RBHEATRETCRIER A R, A M AK BZoRBIR M, AN AETaAES &, X EdE
N EEE R, R RRAEES IR, MARZEYIFR21TS, % 28 ERSORKIRRE, il
I RAF S

30.3 SRBEZHESRE, ABRKEES

D3 SE AR R A (A5 ORI E R T 55, chain-of-thought prompting & HH—ff7
o FRIB, XREERZEAIME, £5. ROFITHN 7, REHEL “Im—aB P 83, EMlin
A B o

X TRERGTEREZ AL, BT IR PR, BIAnSC B iR, FHE ORI 2K
A, FAER—AERE, SRR : HRIGE S B HIERMAT, MGG EE, W2
A5 TIEFIESRE, X B AT S SR EHIHES, A DAESR A IER A ] 21T
BAR,

MNTRA, NRSESRGEELER, EXRERRAWHENE TREE EASWIE, RSN R
BTH, BHESPOMRRAER, TR EISITE XIiaE, & TRIRMIR, BAIAGE
HEIRIH RS RURIEE R, —RIARRNARE “THRSE. SUTIRES, SEPRREE" IX =& HIR %

Ao

ZUCRH AR R BT S CRIE, ARTURIE RS EASS, HRFERRRETRRER. JA
MNP A RIS, HESZAIMNERNIA, A HHERA, IFERAN 2D TR, Aoz

BRI — 2R A
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MitEEZ GPT $£30E BREEHETERE: B 0FR. HANIA

30.4 1EFREEHFEN, FEEBRRIAZERIE

2R 0 9 2E OB H JCARIE RS I B, FHE R B R AR, BRI A R AR DA
B, BEAYLRTERRIE, SRR REKIE MRS, MR AR 1E S,

—UHERKRMEDH =M FEE N, FRERRARHESR, WRHFEERRIIKE]; RS 7 E#
AR RN, HERKERE T, TEAEIZARI 2, BREEIR, FHitHENMRERR®
FRESCRRRA, B SHIBIRIEE], 5 B RIS HI R,

ALY BN, KR RTRERZRATTE, RKATREST 5 B T SOHRATRNE., AIEMTHTA BRI
BRI, AT, S80E 5 RGN R R IRE R FERRATEE, N TBERSOR,
BIINFRRARES TR A o ARG, NEFMCE NI BRI & 5K

No

R IERE RGO/ —5 AP ABERR], AET RGBS NECSS AR R R 1k, RIS
ERAHERET I MY, RERPUIHEEIE ANER BN RS t AT REM AANE L R RIS, 1EAR
REFGHFRIRILNE, HHFERETEUERRINEE “ICER” EEk,

30.5 I HRFAAEEERYHAITEH

TAARGAILAE K —MEFh: SRR TR S S, Bpfs, TR, 4iRME LT Bl
PRE N — P A%, ReAct FHIFIRR T S1TE2E 7 ReAct JRIE™, ENMAE, X1
TEIREROITEANER, PRI ZALHIZTH

BlaneAR A H K, 2/ DR i A Ve
GH, AR HREREAE, EORRER IS
IR, =P RRRE,

7o
7o

HaE. WHZSET LA, &RARESBES
H1% JSON MLEFEIT, WHEATA. WSHBAAE

PHEZ - PNRABZERITER, ERIAEFE, NERELIRSS:

def handle tool call(call, user, registry):

spec = registry.lookup(call.name) # AAFEMEMNTA
args = spec.validate schema(call.args) # MEFE. F£E, EE
spec.authorize(user, args) # 1B LPRZFENR
if spec.requires confirmation(args):

return {"status": "pending confirmation"}
return spec.execute(args) # PITERDBICRIRE

XA RR] EERRY e e IR EENT, I, WA, PRAL. iR, SURTBUCEERIRE R
732K, BB RELR SRR RRARRREAM, JUERES TR ZIZRET .
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MitEEZ GPT $£30E BREEHETERE: B 0FR. HANIA

HIALHAZEREN R, REiEn g EREE 5 e T REn G =LA RE, EHE A,
HEWNER, MEERCEATERIPRSSRERRSERN, mMARE IR “Hil—Rk" . 2285
EEEBRRPRG AR, Phk—BETBIEHA+IsT,

30.6 SMEBXAFAREEL B CIRFINR

RIS R DT, BRPFRI SR RTRE R S 1e 27007, BN HEE I RIS IEK, IR EH R
e, ERRREITHEEE, AN AZRRRGHTH HbR. EREAREEE B8R S a0 LB RIES Y
A BT, BT REFE IR AT SN A S B S BURATER,

ERGHEREE “REEEREIES” TR, TR bR D BRI IR E 55 A%
H; MRRNEREKIE, RAaE SR SROURIED T, MNAEIERREh OISR, 22l
W SR, BIAISORE SRR URL SRR _EE B, w2 JmiUR iR 2 2 ai

A
El/7'\ o

ARATX— TR A TR TAERIZ 2 5E, AMEEAEA T iR eI RE. TR S AL,
T EAE ISR B SO R 57 Mg, BIERAELS 7 — 3G B0OR, AREHERT ety T iTh

2K,

30.7 A—MNHERRET—H

PR R, M- PEEEL, DU, BHSEESIHXARNEHES, SRIDRA HIEmRE
BANERES, 7CRARERE, unknown FERER. JSON AIER, IHEREHISk B
A LR 2 iEIR

HRELH IERE JSON 5, (UcbHE it SMIRE ; HIERHIASBEIR, RERR, HE
EFANEBERTE, WEROISEX, G2MEHEIORICIREERIESS, H35EMAsSE R, X
PR —IRAEE BRI R, TSR RO SRR ke sk s Stk i hn k.,

RATHGEN LR B AT, BSER, BRRABCSERG], #ATRESE KM, FINHRES —%

ARELRE DR ARBERIUN A, JEIEFERE K unknown AIEEREZ —IRATEHR;

TEAURIERAY AT AT, AT REIE AR PR I

HI5ER
DU A AT 725

1. RGANAERER, fHaXEe, fEm, RBEFRIED BT 4 E&81E?
2. BRLR A T B 28081 JSON schema, 27 & PAPIT?

3. TR EINRRIEREER, NPT RERHIR?

4. SORHHBL ORI RIERIRIRAE" |, RGO AT REE RN
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MITEEZR GPT $£30%E IMEREHTERME 27, KR HANIA

ER PUNE RS SN, RREEHATN WE U EAIHEIIT T K SIS RGEE N 5 E
schema RUGELG, IETRHIFEANR, WFLRFBZEFIN; RIEERATRES AR, SN EHI
¥, SOMRANEEE, AREBTTHE T AR,

FERFSIIEDTR
- State of GPT E/7Ml#: s FETERE
- Chain-of-Thought Prompting: RS BIERIIFZRE 5,
- Retrieval-Augmented Generation: %54 LSRG TIE,
- ReAct: ZRZEERHMERSTHNHIFF?E 5o

ARRA VAR APT, &AM, fMRIRISEEL T ARRIT, RIS 502 5 I DAL
L, TR OETEMALS LR,
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%318 BB —RIREERRIILE

HEBUIE—RIREERFIERYEIE

MItEEZE GPT

B3E

BEXE, RAMENSERAHNZE “Wid Transformer” ., IRV IZRERZR— NIRRT, HEEHE.
W, Bk, RREMIEREE: I, B NEEM D RO AFE; SHURRER, ERER—1)
SR AN,

X FEAUATIE A A OR — AR S, BB EEIE CPU _RBAEE B, Ti2sel—HIfiskaE
BT, REEE. REREINRILI, FrAEFEASIINARHTE, REAR S SARHLRAFLARA

o

15t

31.1 S1KMEHET—IAEENER

b E ZeR SLEVREADERSE MIEE A, 11454 bigram LEURFIETE S B8 2 S B RERIBRL, fhas i gg
bigram 1 MLP {EZRE LR ATIZREEL, #1aaf. BatchNorm FIF5 RIAILEVRE BIEBUE R E K 1%

EREZIMIIZR, N AT Transformer 2028 75 B a0 WAL E1E K, tokenizer NHE “—
token” RE B2, &G, GPT-2 EIHUXLERFGHOH TG, RIS H TAETEER.

IXFRELR] DU — g i Mg, A FEICE— 24,

FirER FLZRERRRERIER — T ERNEE

PR H RS EZ N e HE ST SHMRE B H RS

S ML bigram FAFRR R B R ITHERFIN 1, IERbRESARR
NLL

MLP ETRSCPHRIETARIN AR ] LR RE AU

MG SI1—1k

PG, BB T AT R EIEAK

FERZ BRI GE LA ISR/ Al A =X

FEHRA RS IRLIERRAE FHRK B IZ — O B

B 305 Transformer UIE A= GRS 2 I EEel L] 1BEARK token AR 2 logits

tokenizer LASES S rp e puil encode/decode [AIFR, RFATFSiL 57
GPT-2 T2 —IREHE T2/ DA token KA IEBAIR RN — 2

BT AR MRS ERT R BEATTR B A TRE SRS, KR, RS THAS

IXEAE AN REE A,

ES

UK PR N IERIFR SRS AL, RAEGFENERZA, B —E e

GRS TREI AR, BKREE — D EAKRE, e AR TRY 5K,
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MitEEZ GPT %318 BB —RIREERRIILE

31.2 &iBE{TiX4H CPU L8

BiEHS examples/part4/lab.py 52 X T Config, Attention. Block, TinyGPT, ffftas, Ik
HIREINA, ERVIRIMLE, N NERE, WAXERIMNBERIRS, [EEME Python 3.12.14,
PyTorch 2.6.0+cpu, CPU £&A2%4 1, BEHLFF 1337, BUESFMMIAEH floated, F/arImEIZRE
FHERIA float32,

M4 HRisf7:

source ga/environment/env.sh
python examples/part4/lab.py

WHRZES N HREPRIERERL, o400 E README ZZEMFRRAR IS B B, NEIEIRRH
K ENFERANN LA S EHH, MRS ICRIZRARRERRZITING, NMRIEATE -5 &8A R
wheel ﬁ@{q:??ygo

PP B EARZIE RN FNREEEL token, SE&TAIS A E embedding; W™ pre-norm block fi
FHEEIR SDPA; £ LayerNorm JG AL EACE R logits, RALEHERERES —4E2 80004, RA
AdamW; FHERME, RV, kA, 2FE7EEEET, B, ii/lECEBBRmRIXLE)
1E, SEBESCARLERE A N B RS IS s IR S AFIRI4A L.

SClr R S BEEE RN T -

wE FRER HESZFRRY4EIE

Me— 240 7056 ENEEH 5 S G AT
N/ A R — 1 True FOE AR S I EE
HEINBOCRIRZE 0 A Linear 170677 15 E i
SDPA i)/l g KR 7 4.44x107%6 / 4.88 10718 float64 CPU /NRSHEUEARTT
IERRIA R 22 5.55x107"7 LFERFHIN 2/5. 3/5 MAUET
FIRERIR 22 0.052799 ST S RE 5% 85 0 BERE 1R

DDP P4 IR 72 5.55X10717 TR 17y S5 RS 8 P R R AT
CPU checkpoint £2)JI[1%% 0 KRERAFRES R UK E S —2

FEECHAETE results.json, FEFIEMEREN, HIEZAR, FREBAMELE mask; FERM LREGH
BT, 2RI AFIWS
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MitEEZ GPT %318 BB —RIREERRIILE

31.3 — 1 iSEERREEIIZ

ZRMESS A 17 1 token, #iA token 9 j I, #7%4 (j+1) mod 17, HildN 15 JE N %2 16, 16 5
HR %S 0, [EIEHIRE 8 /K EN 6 HFHI, Eik 48 MEIRMIE,

N2 XL SRR ORGSR R EA S, i EHEAERHE S R, EARE
FUMR, i SR B RES A BT AEREAREIF IR,

EXEA] ERRAITEIgE HEAIBETEH
0 2.840298 0.995749
9 2.502091 1.005588
49 1.502869 0.771117
99 0.549010 0.508345

5 99 RSN MV FT e MG, KN 0.535705, RENBIEREFFRIERN, FHRE—1T5RE
ZERANSE M, X NNE RX A checkpoint B step & L TESABFRN ZEWE T AR H=HHT
R EHE,

17 BB 5 AR IR N In(17) = 2.833213, HIASEPRIAILL) 2.840298, FOLEAR2FTE, Kk
UG IER) logits FAREERMER, JIZRE L TR, UAHIERMGRRIBER B R &, BERAIEEAILE
MARWEHBERES EARG XL EEREMMAR A, ARPUEH THEY ST,

314 EFB—XRNEREEERIEE

IR E R BB ABERR, RIS T, SeRERNECE SR, B MIRIAL. (R8I
A —HMGEH, 1 floated i LB ST IR IS BBUR AL, HBIEELZERI, Seka loss
5}, zero_grad HIGLEL AR RN step, EHIEHREZSHENTRE, BRERLERSTES
#,

B RR S TCIE RIS IS . FetZA logits i/G—4ES tokenizer ARSI, JUHZHNST
RGP 5, NN TR, BEEMPRRAISG S EHERIR SO S RIE R SR, IR i 5
AR BLIA— BT A,

B E checkpoint JEHHZRBEE, JefE—PNEE CPU /NI HIEE optimizer, RNG, HEi#FRAI
next_step, T AR EREM, #ARENH F—IEIE R G eME, MARIEER2WMARTFIERmE
7 GPU &1,

FORAIRAR AT AR 2] — DB, — MR, —MER. fEfE Nl AP EE MBIRYEETR, AR
JEB IR — 5 Hh &R 5 ke
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31.5 TF—iASCIERZREIN—1ES
TEAHIIRANES TR, TITRESTIR, MATEABRRT,

FFRWIR LN, BESHMERINNZ token #iH, K2 EFXKE, &it—PHEZAEEARER
EMRERIE UL, HEIEAS AT ERT— token, B N ORAWGFFAFTE, THERXT “HB
RIRARENBEK E RS M “ESRAEERERE .

55 55T tokenizer, W[E— 0/ NEATFCR,  HASFRFA byte-BPE FIFFFIE, RFRAD, IR
B SIS, NEEZ A tokenizer HUEFE token WRIERE, T RN IC R E4ERA
R, AT B A IR 2 AR ST K

B, EEVIEAE S BOCE R token 85, HWRERMSZM RN, HBEEER token
BUE I BRI, ARSI dropout, WAESBAL N A HARRAL, SEINA, FR7EREN
M5 MERE,

FPUEFRBI TR, eI, RPETHTILHMES. wuS ke, A AMmA. BiFH

bRy BEMRALE RIS WObRE, AEINEE H OIS —BWTEE R, MINIZGE NS BahoESE
MHEE, BN, 55 R, DRI AN, B ICRAE IR _ RN SS .

FFARIRERANOZ LT MEAF, Bl "SR =R RERF IR SIIES ER” , 8F& “RE
HEE PR IRRMA R G” , AEIE "SRR EGFE” ME—ER, BRI

BRIIZES

31.6 BLIEERBLKRENES

—NAEENKRHREDNRGFEE, A, 5, BiakESAr A, siram<, HiaH
B WHEE RE5Ien 5. B ERAAARIRTY, EN AR FANE BRI, R RENE, TiER
BENAGEIX SR,

ARG R T EERA RIEIRIG A2 RO SEEL, B SE CPU fatt,  EFRA AT 378
R, SR MIT VAl A EShE SR, KT R 0Bk, ARBIAERATT RIS BRI &R E R
SRR, BRI AGRIR S A AN FE AL 73 AR,

SFEHIESSEER
DA A FELR S o

1. 7F lab.py HHGEE A BTN 3 BR A 20 WM S AR RIR? AT 20X MR EE “52% loss
R BEEMNME?

2. 4 checkpoint 1 optimizer IRE&ZEH, REBEAS RNG, Bit—RIMEIEA T —2 A —
£SO
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3. it! causal attention KRFIERAN, REIIGIFE. Nt ANGRITTRAL, £RAENHITAE
R R
b H— KK — BN 150 FAOSRIN, ARSI, HE, CRIFLRE AR,

SHEFE: 18 weighted_accumulation_error NI AR, KIKERZETEM HRSERNRE; 52
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https://github.com/karpathy/nn-zero-to-hero
https://github.com/karpathy/build-nanogpt/tree/6104ab1b53920f6e2159749676073ff7d815c1fa
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- https://github.com/karpathy/nn-zero-to-hero/blob/
73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/
micrograd_lecture_first_half_roughly.ipynb

- https://colab.research.google.com/drive/1FPTx1RXtBfc4MaTkf7viZZD4U2F9gtKN?
usp=sharing

- https://github.com/karpathy/nn-zero-to-hero/blob/
73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/

micrograd_lecture_second_half_roughly.ipynb
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- https://github.com/karpathy/nn-zero-to-hero/blob/
73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/

micrograd_lecture_second_half_roughly.ipynb

- https://github.com/karpathy/micrograd/blob/
7bc720e951fe422h8f8814aa5aalb64121d26b4c/micrograd/engine.py

- https://github.com/pytorch/pytorch/blob/v2.6.0/aten/src/ATen/native/cpu/
BinaryOpsKernel.cpp

- https://github.com/karpathy/nn-zero-to-hero/blob/
73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/
micrograd_lecture_first_half_roughly.ipynb

- https://colab.research.google.com/drive/1FPTx1RXtBfc4MaTkf7viZZD4U2F9gtKN?
usp=sharing
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- https://github.com/karpathy/nn-zero-to-hero/blob/
73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/
micrograd_lecture_first_half_roughly.ipynb
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https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_first_half_roughly.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_first_half_roughly.ipynb
https://colab.research.google.com/drive/1FPTx1RXtBfc4MaTkf7viZZD4U2F9gtKN?usp=sharing
https://colab.research.google.com/drive/1FPTx1RXtBfc4MaTkf7viZZD4U2F9gtKN?usp=sharing
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_second_half_roughly.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_second_half_roughly.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_second_half_roughly.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_second_half_roughly.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_second_half_roughly.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_second_half_roughly.ipynb
https://github.com/karpathy/micrograd/blob/7bc720e951fe422b8f8814aa5aa1b64121d26b4c/micrograd/engine.py
https://github.com/karpathy/micrograd/blob/7bc720e951fe422b8f8814aa5aa1b64121d26b4c/micrograd/engine.py
https://github.com/pytorch/pytorch/blob/v2.6.0/aten/src/ATen/native/cpu/BinaryOpsKernel.cpp
https://github.com/pytorch/pytorch/blob/v2.6.0/aten/src/ATen/native/cpu/BinaryOpsKernel.cpp
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_first_half_roughly.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_first_half_roughly.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_first_half_roughly.ipynb
https://colab.research.google.com/drive/1FPTx1RXtBfc4MaTkf7viZZD4U2F9gtKN?usp=sharing
https://colab.research.google.com/drive/1FPTx1RXtBfc4MaTkf7viZZD4U2F9gtKN?usp=sharing
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_first_half_roughly.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_first_half_roughly.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_first_half_roughly.ipynb
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- https://github.com/karpathy/micrograd/blob/
7bc720e951fe422h8f8814aa5aalb64121d26b4c/micrograd/nn.py

- https://github.com/karpathy/micrograd/blob/
7bc720e951fe422h8f8814aa5aalb64121d26b4c/demo.ipynb

- https://github.com/karpathy/nn-zero-to-hero/blob/
73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/

micrograd_lecture_second_half_roughly.ipynb
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- https://github.com/karpathy/nn-zero-to-hero/blob/
73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/

makemore_partl_bigrams.ipynb

- https://github.com/karpathy/makemore/blob/
988aa59e4d8fefa526d06f3b453ad116258398d4/names.txt

FB5F MIHHEFIEE. REMHX

- https://docs.pytorch.org/docs/2.6/notes/broadcasting.html
- https://github.com/pytorch/pytorch/blob/v2.6.0/torch/_torch_docs.py

- https://github.com/karpathy/nn-zero-to-hero/blob/
73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/

makemore_partl_bigrams.ipynb
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- https://github.com/karpathy/nn-zero-to-hero/blob/
73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/

makemore_partl_bigrams.ipynb

- https://github.com/pytorch/pytorch/blob/v2.6.0/torch/nn/functional.py
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- https://www.jmlr.org/papers/volume3/bengio03a/bengio03a.pdf

- https://github.com/karpathy/nn-zero-to-hero/blob/
73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/

makemore_part2_mlp.ipynb
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https://github.com/karpathy/micrograd/blob/7bc720e951fe422b8f8814aa5aa1b64121d26b4c/micrograd/nn.py
https://github.com/karpathy/micrograd/blob/7bc720e951fe422b8f8814aa5aa1b64121d26b4c/micrograd/nn.py
https://github.com/karpathy/micrograd/blob/7bc720e951fe422b8f8814aa5aa1b64121d26b4c/demo.ipynb
https://github.com/karpathy/micrograd/blob/7bc720e951fe422b8f8814aa5aa1b64121d26b4c/demo.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_second_half_roughly.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_second_half_roughly.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/micrograd/micrograd_lecture_second_half_roughly.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part1_bigrams.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part1_bigrams.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part1_bigrams.ipynb
https://github.com/karpathy/makemore/blob/988aa59e4d8fefa526d06f3b453ad116258398d4/names.txt
https://github.com/karpathy/makemore/blob/988aa59e4d8fefa526d06f3b453ad116258398d4/names.txt
https://docs.pytorch.org/docs/2.6/notes/broadcasting.html
https://github.com/pytorch/pytorch/blob/v2.6.0/torch/_torch_docs.py
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part1_bigrams.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part1_bigrams.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part1_bigrams.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part1_bigrams.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part1_bigrams.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part1_bigrams.ipynb
https://github.com/pytorch/pytorch/blob/v2.6.0/torch/nn/functional.py
https://www.jmlr.org/papers/volume3/bengio03a/bengio03a.pdf
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part2_mlp.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part2_mlp.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part2_mlp.ipynb
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- https://github.com/pytorch/pytorch/blob/v2.6.0/torch/_tensor_docs.py
- https://colab.research.google.com/drive/1YIfmkftLrz6 MPTOO9Vwqrop2Q5II1HIGK?

usp=sharing
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- https://github.com/karpathy/nn-zero-to-hero/blob/
73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/

makemore_part2_mlp.ipynb
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- https://www.youtube.com/watch?v=PaCmpygFfXo
- https://www.jmlr.org/papers/volume3/bengio03a/bengio03a.pdf
- https://colab.research.google.com/drive/1FPTx1RXtBfc4MaTk{7viZZD4U2F9gtKN?
usp=sharing

- https://www.youtube.com/watch?v=TCH_1BHY581
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- https://github.com/karpathy/nn-zero-to-hero/blob/
73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/

makemore_part3_bn.ipynb
- https://docs.pytorch.org/docs/2.6/nn.init.html
- https://arxiv.org/abs/1502.01852

- https://www.youtube.com/watch?v=P6sfmUTpUmc
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- https://arxiv.org/abs/1502.03167
- https://github.com/pytorch/pytorch/blob/v2.6.0/torch/nn/modules/batchnorm.py
- https://www.youtube.com/watch?v=P6sfmUTpUmc

- https://github.com/karpathy/nn-zero-to-hero/blob/
73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/

makemore_part3_bn.ipynb
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https://github.com/pytorch/pytorch/blob/v2.6.0/torch/_tensor_docs.py
https://colab.research.google.com/drive/1YIfmkftLrz6MPTOO9Vwqrop2Q5llHIGK?usp=sharing
https://colab.research.google.com/drive/1YIfmkftLrz6MPTOO9Vwqrop2Q5llHIGK?usp=sharing
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part2_mlp.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part2_mlp.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part2_mlp.ipynb
https://www.youtube.com/watch?v=PaCmpygFfXo
https://www.jmlr.org/papers/volume3/bengio03a/bengio03a.pdf
https://colab.research.google.com/drive/1FPTx1RXtBfc4MaTkf7viZZD4U2F9gtKN?usp=sharing
https://colab.research.google.com/drive/1FPTx1RXtBfc4MaTkf7viZZD4U2F9gtKN?usp=sharing
https://www.youtube.com/watch?v=TCH_1BHY58I
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part3_bn.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part3_bn.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part3_bn.ipynb
https://docs.pytorch.org/docs/2.6/nn.init.html
https://arxiv.org/abs/1502.01852
https://www.youtube.com/watch?v=P6sfmUTpUmc
https://arxiv.org/abs/1502.03167
https://github.com/pytorch/pytorch/blob/v2.6.0/torch/nn/modules/batchnorm.py
https://www.youtube.com/watch?v=P6sfmUTpUmc
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part3_bn.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part3_bn.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part3_bn.ipynb

MitEEZ GPT SE RS

W

F12F %z FERITE— loss

- https://github.com/karpathy/nn-zero-to-hero/blob/
73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/

makemore_part3_bn.ipynb
- https://github.com/pytorch/pytorch/blob/v2.6.0/torch/_tensor_docs.py
- https://github.com/pytorch/vision/blob/v0.21.0/torchvision/models/resnet.py
- https://www.youtube.com/watch?v=P6sfmUTpUmc
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- https://colab.research.google.com/drive/1WV20i2fh9XXyldh02wupFQX0wh5ZC-z-?
usp=sharing
- https://www.youtube.com/watch?v=q8SA3rM6ckI

- https://github.com/karpathy/nn-zero-to-hero/blob/
73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/
makemore_part4_backprop.ipynb
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- https://github.com/karpathy/nn-zero-to-hero/blob/
73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/
makemore_part4_backprop.ipynb

- https://www.youtube.com/watch?v=q8SA3rM6ckI
- https://colab.research.google.com/drive/1WV20i2fth9XXyldh02wupFQX0wh5ZC-z-?

usp=sharing
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- https://www.youtube.com/watch?v=t3YJ5hKiMQO
- https://github.com/pytorch/pytorch/blob/v2.6.0/torch/nn/modules/module.py
- https://github.com/pytorch/pytorch/blob/v2.6.0/torch/nn/modules/batchnorm.py

- https://github.com/karpathy/nn-zero-to-hero/blob/
73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/

makemore_part5_cnnl.ipynb

- https://colab.research.google.com/drive/ICXVEmMCO_7r7WYZGb5qnjfyxTvQal3g5X?

usp=sharing
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https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part3_bn.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part3_bn.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part3_bn.ipynb
https://github.com/pytorch/pytorch/blob/v2.6.0/torch/_tensor_docs.py
https://github.com/pytorch/vision/blob/v0.21.0/torchvision/models/resnet.py
https://www.youtube.com/watch?v=P6sfmUTpUmc
https://colab.research.google.com/drive/1WV2oi2fh9XXyldh02wupFQX0wh5ZC-z-?usp=sharing
https://colab.research.google.com/drive/1WV2oi2fh9XXyldh02wupFQX0wh5ZC-z-?usp=sharing
https://www.youtube.com/watch?v=q8SA3rM6ckI
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part4_backprop.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part4_backprop.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part4_backprop.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part4_backprop.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part4_backprop.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part4_backprop.ipynb
https://www.youtube.com/watch?v=q8SA3rM6ckI
https://colab.research.google.com/drive/1WV2oi2fh9XXyldh02wupFQX0wh5ZC-z-?usp=sharing
https://colab.research.google.com/drive/1WV2oi2fh9XXyldh02wupFQX0wh5ZC-z-?usp=sharing
https://www.youtube.com/watch?v=t3YJ5hKiMQ0
https://github.com/pytorch/pytorch/blob/v2.6.0/torch/nn/modules/module.py
https://github.com/pytorch/pytorch/blob/v2.6.0/torch/nn/modules/batchnorm.py
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part5_cnn1.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part5_cnn1.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part5_cnn1.ipynb
https://colab.research.google.com/drive/1CXVEmCO_7r7WYZGb5qnjfyxTvQa13g5X?usp=sharing
https://colab.research.google.com/drive/1CXVEmCO_7r7WYZGb5qnjfyxTvQa13g5X?usp=sharing
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- https://github.com/pytorch/pytorch/blob/v2.6.0/torch/nn/modules/conv.py
- https://arxiv.org/abs/1609.03499
- https://www.youtube.com/watch?v=t3YJ5hKiMQO

- https://github.com/karpathy/nn-zero-to-hero/blob/
73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/

makemore_part5_cnnl.ipynb
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- https://www.youtube.com/watch?v=kCc8FmEb1nY

- https://github.com/karpathy/ng-video-lecture/blob/
52201428ed7b46804849dea0b3ccfOode9dfla5c3/gpt.py

- https://docs.pytorch.org/docs/2.6/generated/torch.nn.Embedding.html
- https://docs.pytorch.org/docs/2.6/generated/torch.nn.CrossEntropyLoss.html

F18F itHEUEILEFRANIE

- https://colab.research.google.com/drive/1JMLa53HDuA-i7ZBmqV7ZnA3c_fvtXnx-

- https://github.com/karpathy/ng-video-lecture/blob/
52201428ed7b46804849dea0b3ccf0de9dflasc3/gpt.py

- https://www.youtube.com/watch?v=kCc8FmEb1nY
- https://arxiv.org/abs/1706.03762

- https://docs.pytorch.org/docs/2.6/generated/

torch.nn.functional.scaled_dot_product_attention.html

F19E HEEHEAEREHESAIR
- https://github.com/karpathy/ng-video-lecture/blob/

52201428ed7b46804849dea0b3ccfOode9df1a5c3/gpt.py

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
model.py

- https://arxiv.org/abs/1512.03385

- https://docs.pytorch.org/docs/2.6/generated/torch.nn.LayerNorm.html
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https://github.com/pytorch/pytorch/blob/v2.6.0/torch/nn/modules/conv.py
https://arxiv.org/abs/1609.03499
https://www.youtube.com/watch?v=t3YJ5hKiMQ0
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part5_cnn1.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part5_cnn1.ipynb
https://github.com/karpathy/nn-zero-to-hero/blob/73c3fcc741f0ec104ca850b1fb0df90e7e8d4cde/lectures/makemore/makemore_part5_cnn1.ipynb
https://www.youtube.com/watch?v=kCc8FmEb1nY
https://github.com/karpathy/ng-video-lecture/blob/52201428ed7b46804849dea0b3ccf0de9df1a5c3/gpt.py
https://github.com/karpathy/ng-video-lecture/blob/52201428ed7b46804849dea0b3ccf0de9df1a5c3/gpt.py
https://docs.pytorch.org/docs/2.6/generated/torch.nn.Embedding.html
https://docs.pytorch.org/docs/2.6/generated/torch.nn.CrossEntropyLoss.html
https://colab.research.google.com/drive/1JMLa53HDuA-i7ZBmqV7ZnA3c_fvtXnx-
https://github.com/karpathy/ng-video-lecture/blob/52201428ed7b46804849dea0b3ccf0de9df1a5c3/gpt.py
https://github.com/karpathy/ng-video-lecture/blob/52201428ed7b46804849dea0b3ccf0de9df1a5c3/gpt.py
https://www.youtube.com/watch?v=kCc8FmEb1nY
https://arxiv.org/abs/1706.03762
https://docs.pytorch.org/docs/2.6/generated/torch.nn.functional.scaled_dot_product_attention.html
https://docs.pytorch.org/docs/2.6/generated/torch.nn.functional.scaled_dot_product_attention.html
https://github.com/karpathy/ng-video-lecture/blob/52201428ed7b46804849dea0b3ccf0de9df1a5c3/gpt.py
https://github.com/karpathy/ng-video-lecture/blob/52201428ed7b46804849dea0b3ccf0de9df1a5c3/gpt.py
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py
https://arxiv.org/abs/1512.03385
https://docs.pytorch.org/docs/2.6/generated/torch.nn.LayerNorm.html
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- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
model.py

- https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/
train.py

- https://arxiv.org/abs/1711.05101
- https://docs.pytorch.org/docs/2.6/generated/torch.optim.AdamW.html
- https://arxiv.org/abs/2005.14165
- https://arxiv.org/abs/2203.02155

F£215 BRERINFRERFELHIXF

- https://www.youtube.com/watch?v=zduSFxRajkE
- https://github.com/karpathy/minbpe/tree/lacefe89412b20245db5a22d2a02001e547dc602
- https://www.unicode.org/versions/Unicodel7.0.0/core-spec/chapter-3/

- https://github.com/karpathy/minbpe/blob/1acefe89412h20245db5a22d2a02001e547dc602/
minbpe/basic.py

$£225 BPEFMR—KBERINFNEGHR

- https://github.com/karpathy/minbpe/blob/lacefe89412b20245db5a22d2a02001e547dc602/

exercise.md
- https://arxiv.org/abs/1508.07909

- https://github.com/karpathy/minbpe/blob/lacefe89412h20245db5a22d2a02001e547dc602/
minbpe/base.py

- https://github.com/karpathy/minbpe/blob/lacefe89412h20245db5a22d2202001e547dc602/
minbpe/basic.py

$£235 MEFEBPERFZE, AtAEEGFLIEFRE ID

- https://github.com/karpathy/minbpe/blob/lacefe89412h20245db5a22d2202001e547dc602/

exercise.md

- https://github.com/karpathy/minbpe/blob/lacefe89412b20245db5a22d2a02001e547dc602/
minbpe/regex.py
- https://github.com/openai/tiktoken/blob/0.9.0/tiktoken_ext/openai_public.py
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https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/model.py
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/train.py
https://github.com/karpathy/nanoGPT/blob/3adf61e154c3fe3fca428ad6bc3818b27a3b8291/train.py
https://arxiv.org/abs/1711.05101
https://docs.pytorch.org/docs/2.6/generated/torch.optim.AdamW.html
https://arxiv.org/abs/2005.14165
https://arxiv.org/abs/2203.02155
https://www.youtube.com/watch?v=zduSFxRajkE
https://github.com/karpathy/minbpe/tree/1acefe89412b20245db5a22d2a02001e547dc602
https://www.unicode.org/versions/Unicode17.0.0/core-spec/chapter-3/
https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/minbpe/basic.py
https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/minbpe/basic.py
https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/exercise.md
https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/exercise.md
https://arxiv.org/abs/1508.07909
https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/minbpe/base.py
https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/minbpe/base.py
https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/minbpe/basic.py
https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/minbpe/basic.py
https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/exercise.md
https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/exercise.md
https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/minbpe/regex.py
https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/minbpe/regex.py
https://github.com/openai/tiktoken/blob/0.9.0/tiktoken_ext/openai_public.py
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- https://github.com/openai/gpt-2/blob/9b63575ef42771a015060c964af2c3dadcf7c8ab/src/

encoder.py

- https://github.com/openai/tiktoken/blob/0.9.0/tiktoken/core.py

- https://github.com/karpathy/minbpe/blob/lacefe89412b20245db5a22d2a02001e547dc602/
minbpe/gpt4.py

$£245 tokenizer BNiERE, S—HEEREE

- https://www.youtube.com/watch?v=zduSFxRajkE

- https://github.com/google/sentencepiece/blob/v0.2.0/README.md

- https://aclanthology.org/D18-2012/

- https://github.com/google/sentencepiece/blob/v0.2.0/src/sentencepiece_model.proto
- https://arxiv.org/abs/1711.00937

258 M/GPT I GPT-2: FiBEEN L, Bikillgk

- https://www.youtube.com/watch?v=18pRSuU81PU

- https://github.com/karpathy/build-nanogpt/tree/
6104ab1b53920f6e2159749676073ff7d815c1fa

- https://github.com/karpathy/build-nanogpt/blob/
6104ab1b53920f6€2159749676073ff7d815c1fa/train_gpt2.py

- https://github.com/karpathy/build-nanogpt/blob/
6104ab1b53920f6€2159749676073ff7d815c1fa/play.ipynb

- https://docs.pytorch.org/docs/2.6/generated/

torch.nn.functional.scaled_dot_product_attention.html

$£268 iLE—MTREEER: BE. HFNER
- https://www.youtube.com/watch?v=18pRSuU81PU

- https://github.com/karpathy/build-nanogpt/blob/
6104ab1b53920f6e2159749676073ff7d815¢1fa/train_gpt2.py

- https://docs.nvidia.com/deeplearning/performance/mixed-precision-training/index.html
- https://docs.pytorch.org/docs/2.6/notes/amp_examples.html
- https://arxiv.org/abs/2205.14135

- https://docs.pytorch.org/docs/2.6/generated/

torch.nn.functional.scaled_dot_product_attention.html
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https://github.com/openai/gpt-2/blob/9b63575ef42771a015060c964af2c3da4cf7c8ab/src/encoder.py
https://github.com/openai/gpt-2/blob/9b63575ef42771a015060c964af2c3da4cf7c8ab/src/encoder.py
https://github.com/openai/tiktoken/blob/0.9.0/tiktoken/core.py
https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/minbpe/gpt4.py
https://github.com/karpathy/minbpe/blob/1acefe89412b20245db5a22d2a02001e547dc602/minbpe/gpt4.py
https://www.youtube.com/watch?v=zduSFxRajkE
https://github.com/google/sentencepiece/blob/v0.2.0/README.md
https://aclanthology.org/D18-2012/
https://github.com/google/sentencepiece/blob/v0.2.0/src/sentencepiece_model.proto
https://arxiv.org/abs/1711.00937
https://www.youtube.com/watch?v=l8pRSuU81PU
https://github.com/karpathy/build-nanogpt/tree/6104ab1b53920f6e2159749676073ff7d815c1fa
https://github.com/karpathy/build-nanogpt/tree/6104ab1b53920f6e2159749676073ff7d815c1fa
https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/train_gpt2.py
https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/train_gpt2.py
https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/play.ipynb
https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/play.ipynb
https://docs.pytorch.org/docs/2.6/generated/torch.nn.functional.scaled_dot_product_attention.html
https://docs.pytorch.org/docs/2.6/generated/torch.nn.functional.scaled_dot_product_attention.html
https://www.youtube.com/watch?v=l8pRSuU81PU
https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/train_gpt2.py
https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/train_gpt2.py
https://docs.nvidia.com/deeplearning/performance/mixed-precision-training/index.html
https://docs.pytorch.org/docs/2.6/notes/amp_examples.html
https://arxiv.org/abs/2205.14135
https://docs.pytorch.org/docs/2.6/generated/torch.nn.functional.scaled_dot_product_attention.html
https://docs.pytorch.org/docs/2.6/generated/torch.nn.functional.scaled_dot_product_attention.html
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- https://github.com/karpathy/build-nanogpt/blob/
6104ab1b53920f6e€2159749676073ff7d815c1fa/train_gpt2.py

- https://arxiv.org/abs/2005.14165

- https://github.com/karpathy/build-nanogpt/blob/
6104ab1b53920f6e2159749676073ff7d815c1fa/README.md

- https://github.com/pytorch/pytorch/blob/v2.6.0/torch/optim/adamw.py
- https://github.com/pytorch/pytorch/blob/v2.6.0/torch/nn/parallel/distributed.py

F28F WE. HMEMRE: FAaABENT—RIIZ

- https://github.com/karpathy/build-nanogpt/blob/
6104ab1b53920f6€2159749676073ff7d815c1fa/fineweb.py

- https://github.com/karpathy/build-nanogpt/blob/
6104ab1b53920f6e2159749676073{f7d815c1fa/train_gpt2.py

- https://github.com/karpathy/build-nanogpt/blob/
6104ab1b53920f6e2159749676073ff7d815c1fa/hellaswag.py

- https://cdn.openai.com/better-language-models/

language_models_are_unsupervised_multitask_learners.pdf
- https://arxiv.org/abs/2005.14165
- https://huggingface.co/datasets/HuggingFaceFW/fineweb-edu
- https://arxiv.org/abs/1905.07830

F29F —I=2EEMNIEE, EEEREF

- https://www.youtube.com/watch?v=bZQun8Y41.2A
- https://arxiv.org/abs/2005.14165
- https://arxiv.org/abs/2203.02155
- https://arxiv.org/abs/1707.06347

F330F ERBUzHTIETE: B, BF. fUFNIA

- https://www.youtube.com/watch?v=bZQun8Y4L2A
- https://arxiv.org/abs/2201.11903
- https://arxiv.org/abs/2005.11401
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https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/train_gpt2.py
https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/train_gpt2.py
https://arxiv.org/abs/2005.14165
https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/README.md
https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/README.md
https://github.com/pytorch/pytorch/blob/v2.6.0/torch/optim/adamw.py
https://github.com/pytorch/pytorch/blob/v2.6.0/torch/nn/parallel/distributed.py
https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/fineweb.py
https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/fineweb.py
https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/train_gpt2.py
https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/train_gpt2.py
https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/hellaswag.py
https://github.com/karpathy/build-nanogpt/blob/6104ab1b53920f6e2159749676073ff7d815c1fa/hellaswag.py
https://cdn.openai.com/better-language-models/language_models_are_unsupervised_multitask_learners.pdf
https://cdn.openai.com/better-language-models/language_models_are_unsupervised_multitask_learners.pdf
https://arxiv.org/abs/2005.14165
https://huggingface.co/datasets/HuggingFaceFW/fineweb-edu
https://arxiv.org/abs/1905.07830
https://www.youtube.com/watch?v=bZQun8Y4L2A
https://arxiv.org/abs/2005.14165
https://arxiv.org/abs/2203.02155
https://arxiv.org/abs/1707.06347
https://www.youtube.com/watch?v=bZQun8Y4L2A
https://arxiv.org/abs/2201.11903
https://arxiv.org/abs/2005.11401
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- https://arxiv.org/abs/2210.03629

F31F B2PBU—RIREEMRREIYLIE

- https://github.com/karpathy/nn-zero-to-hero

- https://github.com/karpathy/build-nanogpt/tree/
6104ab1b53920f6e2159749676073ff7d815c1fa
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https://arxiv.org/abs/2210.03629
https://github.com/karpathy/nn-zero-to-hero
https://github.com/karpathy/build-nanogpt/tree/6104ab1b53920f6e2159749676073ff7d815c1fa
https://github.com/karpathy/build-nanogpt/tree/6104ab1b53920f6e2159749676073ff7d815c1fa
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ARSI ISR R WORA TR, SREEFRIFEAFZR T 8 BRI,
R, BEERE BT, B, FREF ST AR ERIT; HRIE, RBUT RS
B0 E WA,

examples/partl/exercises.py

"""Executable answers: bigram official E@1-EG6; MLP E02-EO3 demonstration.

MLP EO1's full-name validation target is not claimed by this tiny-fixture run.
import json

import math

import random

import torch

import torch.nn.functional as F

from language lab import WORDS,V,dataset,ContextMLP

def table fit(words,k,alpha):
x,y=dataset(words, k)
code=(x*torch.tensor([V**j for j in reversed(range(k))])).sum(1)
n=torch.zeros((V**k,V))
for i,j in zip(code,y):n[i,j]+=1
p=(n+alpha)/(n+alpha).sum(1, keepdim=True)
return p

def table eval(p,words,k):
x,y=dataset (words, k)
code=(x*torch.tensor([V**j for j in reversed(range(k))])).sum(1)
return -p[code,y].log().mean().item()

def main():
words=WORDS. copy () ; random.Random(42) .shuffle(words)
tr,dv,te=words[:32],words[32:36],words[36:]
rows=[1
for k in [1,2]:
for a in [.01,.1,1.,10.]:
p=table fit(tr,k,a)

rows.append({'k':k, 'alpha':a, 'train':table eval(p,tr,k), 'dev':table eval(p,dv,k)})
best=min((r for r in rows if r['k']==2),key=lambda r:r['dev'])
p=table fit(tr,2,best['alpha'l)
# Commit config before one final test measurement for this independent exercise.
trigram test=table eval(p,te,2)
x,y=dataset(tr,3)
small=ContextMLP(2,8)
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init=small.evaluate(x,y)
with torch.no _grad():small.w2.zero ();small.b2.zero ()
uniform=small.evaluate(x,y)
assert abs(uniform-math.log(V))<le-12
# First-step zero W2 prevents hidden/input gradients; after an update W2 is
# nonzero and they generally resume. Verify, don't describe zero as magic.
loss=F.cross_entropy(small(x),y);loss.backward()
first hidden=small.wl.grad.norm().item()
with torch.no grad():small.w2-=.1*small.w2.grad
for p in small.parameters:p.grad=None
F.cross_entropy(small(x),y).backward()
second hidden=small.wl.grad.norm().item()
assert first hidden==0 and second hidden>0
# Paper-inspired direct context-to-output route; original small comparison.
comparison=[]
for direct in [False,True]:
model=ContextMLP(2,8)
g=torch.Generator().manual seed(72)
skip=torch.zeros((3*2,V),requires grad=True)
params=model.parameters+([skip] if direct else [])
def logits(z):
base=model(z)
return base+model.c[z].reshape(len(z),-1)@skip if direct else base
for step in range(300):
ix=torch.randint(len(y), (16,),generator=qg)
loss=F.cross_entropy(logits(x[ix]),y[ix])
for p in params:p.grad=None
loss.backward()
with torch.no grad():
for p in params:p-=.1*p.grad
with torch.no grad():
xd,yd=dataset(dv,3)

comparison.append({'direct':direct, 'train':F.cross entropy(logits(x),y).item(),
'dev':F.cross entropy(logits(xd),yd).item()})
# EO6 author's choice: temperature changes entropy but not argmax.
z=torch.tensor([2.,1.,0.]);entropies=[]
for t in [.5,1.,2.]:
p=(z/t).softmax(0);entropies.append([t,-(p*p.log()).sum().item()])
assert entropies[0][1l]<entropies[1l][1l]<entropies[2][1]
result={"'table grid':rows, 'trigram best':best, 'trigram test':trigram test,
"initial nll':init, 'uniform n1l':uniform, 'log v':math.log(V),
'zero w2 hidden grad first second':[first hidden,second hidden],
'paper _direct connection':comparison, 'temperature entropy':entropies}
print(json.dumps(result,indent=2));print('PASS exercise tests')

if name_==' main_ ':main()

examples/partl/full_names_mlp.py

"""Full names.txt CPU experiment for official MLP exercise EO1.

This is a new experiment, not an exact replay of the lecture trajectory.
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The line-level 80/10/10 split permits duplicate names to cross partitions.
import argparse

import hashlib

import json

import math

from pathlib import Path

import random

import time

import torch
import torch.nn.functional as F

def main():
parser = argparse.ArgumentParser()
parser.add argument('--names', required=True)
parser.add argument('--steps', type=int, default=50000)
parser.add argument('--output', default='qga/partl/full names.json')
parser.add argument('--embedding', type=int, default=20)
parser.add argument('--hidden', type=int, default=300)
args = parser.parse_args()
if args.steps <= 0 or args.embedding <= 0 or args.hidden <= 0:
parser.error('steps, embedding and hidden must be positive')

torch.set num threads(1)
torch.use deterministic algorithms(True)
torch.set default dtype(torch.float32)

# Split complete words before expanding their overlapping character windows.
names path = Path(args.names)

words = names path.read text().splitlines()

vocabulary = ['.'] + sorted(set(''.join(words)))

stoi = {char: index for index, char in enumerate(vocabulary)}

vocabulary size = len(vocabulary)

random.Random(42) .shuffle(words)

nl = int(0.8 * len(words))

n2 = int(0.9 * len(words))

def dataset(word list):
inputs, labels = [], T[]
for word in word list:
context = [0] * 3
for char in word + '.':
index = stoi[char]
inputs.append(context)
labels.append(index)
context = context[1l:] + [index]
return torch.tensor(inputs), torch.tensor(labels)

train, dev, test = [dataset(part) for part in
[words[:nl], words[nl:n2], words[n2:]1]]

# Keep initialization and batch generators independent and explicit.

generator = torch.Generator().manual seed(2147483647)
dimension, hidden = args.embedding, args.hidden
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c = (torch.randn(vocabulary size, dimension, generator=generator) *

0.2).requires grad ()

wl = (torch.randn(3 * dimension, hidden, generator=generator)

/ math.sqrt(3 * dimension)).requires grad ()
torch.zeros(hidden, requires grad=True)

(torch.randn(hidden, vocabulary size, generator=generator) *

bl
w2

0.01).requires grad ()

b2 = torch.zeros(vocabulary size, requires grad=True)
parameters = [c, wl, bl, w2, b2]

def forward(inputs):
embedded = c[inputs].reshape(len(inputs), 3 * dimension)
activations = torch.tanh(embedded @ wl + bl)
return activations @ w2 + b2

@torch.no grad()
def evaluate(data):
inputs, labels = data
total = 0.0
# Use loss sums so the short final batch gets its correct weight.
for start in range(0, len(labels), 2048):
logits = forward(inputs[start:start + 2048])
total += F.cross entropy(logits, labels[start:start + 2048],
reduction="'sum').item()
return total / len(labels)

batch generator = torch.Generator().manual seed(456)
trace = []
best dev = math.inf
best state = None
best step = 0
started = time.perf counter()
initial train = evaluate(train)
for step in range(args.steps):
indices = torch.randint(len(train[1]), (64,), generator=batch generator)
loss = F.cross entropy(forward(train[0][indices]), train[1][indices])
for parameter in parameters:
parameter.grad = None
loss.backward()
learning rate = 0.15 if step < int(args.steps * 0.7) else 0.03
with torch.no grad():
for parameter in parameters:
parameter -= learning rate * parameter.grad
if (step + 1) % 5000 == 0 or step == args.steps - 1:
train loss, dev loss = evaluate(train), evaluate(dev)
trace.append([step + 1, train loss, dev loss])
print(step + 1, round(train loss, 6), round(dev loss, 6), flush=True)
if dev _loss < best dev:
best dev = dev loss
best state = [parameter.detach().clone() for parameter in parameters]
best step = step + 1

with torch.no grad():

for parameter, saved in zip(parameters, best state):
parameter.copy (saved)
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# The test is read only after the checkpoint choice has been fixed by dev.
result = {
‘torch': torch. version , ‘'dtype': 'float32', 'threads': 1,
‘context': 3, 'embedding': dimension, 'hidden': hidden, 'batch': 64,
‘steps': args.steps, 'seed model': 2147483647, 'seed batches': 456,
‘seed split': 42, 'split': 'line-level, duplicates may cross',
'parameters': sum(parameter.numel() for parameter in parameters),
'initial train': initial train, 'best step': best step,
'train': evaluate(train), 'dev': best dev, 'test': evaluate(test),
'trace': trace, 'elapsed seconds': time.perf counter() - started,
'names_sha256': hashlib.sha256(names path.read bytes()).hexdigest(),
}
sample generator = torch.Generator().manual seed(888)
samples = []
with torch.no grad():
for _in range(8):
context, output = [0] * 3, "'
for in range(40):
probabilities = forward(torch.tensor([context])).softmax(1)
index = torch.multinomial(probabilities, 1,
generator=sample generator).item()
if index ==
break
output += vocabulary[index]
context = context[1l:] + [index]
else:
output += '[truncated]’
samples.append(output)
result['samples'] = samples
assert math.isfinite(result['test']) and result['dev'] < initial train

output path = Path(args.output)

output path.parent.mkdir(parents=True, exist ok=True)

checkpoint = {
'parameters': [parameter.detach() for parameter in parameters],
'vocab': vocabulary, 'config': result,

}

torch.save(checkpoint, output path.with suffix('.pt'))

output path.write text(json.dumps(result, indent=2) + '\n')

print(json.dumps(result, indent=2))

if name == "' main_ ':
main()

examples/partl/language_lab.py

"""Reproducible, small CPU experiments for chapters 4-9. See NOTICE.txt.
Run: python examples/partl/language lab.py --output ga/partl/language.json
The invented names below are a software fixture, not population data.
import argparse

import json
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import math

import platform

import random

from pathlib import Path

import torch

import torch.nn.functional as F
from scalar _engine import Value

torch.set num threads(1)
torch.use deterministic algorithms(True)
torch.set default dtype(torch.float64)
WORDS = ['aba', 'ada','ana', 'ava', 'baba', 'bada', 'bana', 'bava’,
'daba', 'dada', 'dana', 'dava’', 'naba', 'nada', 'nana', 'nava’',
'vaba', 'vada', 'vana', 'vava', 'abana', 'adana', 'anana', 'avana',
'babana', 'badana’', 'banaba', 'bavada', 'dabana', 'dadana', 'danaba', 'davada’,
'nabana', 'nadana’', 'nanaba', 'navada', 'vabana', 'vadana', 'vanaba', 'vavada']
CHARS = ['.'] + sorted(set(''.join(WORDS)))
STOI = {c:i for i,c in enumerate(CHARS)}
V = Tlen(CHARS)

def dataset(words, context=1l):
x,y=[1,11
for word in words:
history=[0]*context
for ¢ in word+'."':
ix=STO0I[c]; x.append(history); y.append(ix)
history=history[1l:]+[ix]
return torch.tensor(x,dtype=torch.long),torch.tensor(y,dtype=torch.long)

def count model(words, alpha=1.0):
n=torch.zeros((V,V),dtype=torch.long)
x,y=dataset (words)
for i,j in zip(x[:,0],y): n[i,j]l+=1
g=n.to(torch.float64)+alpha
return n, q/q.sum(1l,keepdim=True)

def invariants():
a=Value(.4); b=Value(-.7)
z=((a*b).exp() + (a*a+l)).log(); z.backward()
at=torch.tensor(.4,requires grad=True); bt=torch.tensor(-.7,requires grad=True)
zt=((at*bt).exp()+at*at+1l).log(); zt.backward()
assert abs(z.data-zt.item())<le-12
assert max(abs(a.grad-at.grad.item()),abs(b.grad-bt.grad.item()))<le-12
n,p=count model(['aba', 'ada'l])
assert int(n.sum())==8 and torch.allclose(p.sum(1l),torch.ones(V))
wrong=(n+1)/(n+1).sum(1)
assert not torch.allclose(wrong.sum(1l),torch.ones(V))
generator=torch.Generator().manual seed(19)
w=torch.randn((V,V),generator=generator)
ids=torch.tensor([0,1,1,4])
assert torch.equal(F.one hot(ids,V).to(w.dtype)@w,w[ids])
logits=torch.tensor([[1000.,1001.,999.1,[3.,-2.,0.]],requires grad=True)
labels=torch.tensor([1,0])
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ce=F.cross_entropy(logits, labels)
manual=(torch.logsumexp(logits,dim=1)-logits[torch.arange(2),labels]).mean()
assert torch.allclose(ce,manual)

assert torch.isinf(logits.exp()).any()

ce.backward()

expected=(logits.detach().softmax(1l)-F.one hot(labels,3))/2

assert torch.allclose(logits.grad,expected)

assert torch.autograd.gradcheck(lambda z:F.cross entropy(z,labels),

(logits.detach().requires grad (),))

def

# Expanded one-hot lookup and direct gather accumulate repeated index gradients.
c=torch.randn((V,3),generator=generator, requires grad=True)
direct=c[ids].sum();direct.backward(); gd=c.grad.clone();c.grad=None
(F.one hot(ids,V).to(c.dtype)@c).sum().backward()
assert torch.equal(c.grad,gd) and torch.equal(gd[1],torch.full((3,),2.))
return {'scalar vs autograd':True, 'broadcast bug caught':True,
'onehot lookup equal':True, 'stable cross entropy':float(ce.detach()),
'gradcheck cross entropy':True, 'repeated embedding grad':gd[1].tolist()}

bigram():
x,y=dataset (WORDS); x=x[:,0]
n,p=count model (WORDS)
g=torch.Generator().manual seed(42)
w=torch.randn((V,V),generator=g,requires grad=True)
# Smoothed counts also define a differentiable weighted objective. Its optimum
# is finite and can be represented exactly by W = log(N+alpha).
target=(n+1).to(torch.float64)
exact=(target.log()).softmax(1)
assert torch.allclose(exact,p)
initial=F.cross entropy(w[x],y).item()
hist=[]
for step in range(400):
loss=F.cross_entropy(w[x],y)
w.grad=None; loss.backward()
with torch.no grad(): w-=1.0*w.grad
if step%50==0:hist.append([step,float(loss.detach())])
final=F.cross entropy(w[x],y).item()
assert final<initial
raw=n.to(torch.float64)/n.sum(1l,keepdim=True)
empirical=-raw[x,y].log().mean().item()
return {'characters':CHARS, 'pairs':len(y), 'initial':initial, 'final':final,
‘empirical mle nll':empirical, 'add one nll':-p[x,y].log().mean().item(),
"history':hist}

class ContextMLP:

def init (self,d=4,h=24,seed=123):
g=torch.Generator().manual seed(seed)
self.k=3
self.c=torch.randn((V,d),generator=g)*.2
self.wl=torch.randn((3*d,h),generator=g)/math.sqrt(3*d)
self.bl=torch.zeros(h)
self.w2=torch.randn((h,V),generator=g)*.1
self.b2=torch.zeros(V)
self.parameters=[self.c,self.wl,self.bl,self.w2,self.b2]
for p in self.parameters:p.requires grad ()
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def call (self,x):
e=self.c[x]

return torch.tanh(e.reshape(len(x),-1)@self.wl+self.bl)@self.w2+self.b2

@torch.no grad()
def evaluate(self,x,y):return F.cross entropy(self(x),y).item()
@torch.no grad()
def samples(self,seed=888,n=8,max len=30):
g=torch.Generator().manual seed(seed);out=[]
for _in range(n):
ctx=[0]*3;s=""
for j in range(max len):
p=self(torch.tensor([ctx])).softmax(1l)
ix=torch.multinomial(p,1,generator=g).item()
if ix==0:break
s+=CHARS[ix];ctx=ctx[1:]+[ix]
else:s+='[truncated]'
out.append(s)
return out

fit(train,dev,d,h,lr=.15,steps=700):
model=ContextMLP(d,h);rng=torch.Generator().manual seed(456)
x,y=train;trace=[]; best=float('inf');state=None; best step=0
for step in range(steps):
ids=torch.randint(len(y), (16,),generator=rng)
loss=F.cross_entropy(model(x[ids]),y[ids])
for p in model.parameters:p.grad=None
loss.backward()
rate=lr if step<steps*0.7 else 1r/5
with torch.no grad():
for p in model.parameters:p-=rate*p.grad
if step%50==0 or step==steps-1:
tl=model.evaluate(*train);vl=model.evaluate(*dev)
trace.append([step+1,tl,vl])
if vl<best:
best=vl;best step=step+l;state=[p.detach().clone() for p in

model.parameters]

with torch.no grad():
for p,q in zip(model.parameters,state):p.copy (q)

B
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return model,{'d':d,'h':h, 'parameters':sum(p.numel() for p in model.parameters),

'best step':best step,'train':model.evaluate(*train),
'dev':model.evaluate(*dev), 'trace':trace}

def mlp():

words=WORDS. copy () ; random.Random(42) .shuffle(words)

train=dataset(words[:32],3);dev=dataset(words[32:36],3);test=dataset(words[36:],3)

assert set(words[:32]).isdisjoint(words[32:36]) and

set(words[:36]).isdisjoint(words[36:])

trials=[]; models=[]
for d,h in [(2,8),(4,24),(8,64)]:

model, result=fit(train,dev,d,h);trials.append(result);models.append(model)

idx=min(range(len(trials)),key=lambda i:trials[i]['dev'])
model=models[idx]

# Test evaluated only after selecting configuration by development loss.
return {'word split':[32,4,4], 'example split':
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[len(train[1]),len(dev[1]),len(test[1])],
"trials':trials, 'selected':idx, 'test' :model.evaluate(*test),
'samples' :model.samples(),
‘split words':{'train':words[:32], 'dev':words[32:36], 'test':words[36:]}},
model

def main():

parser=argparse.ArgumentParser();parser.add argument('--output',default="'qa/partl/
language.json')

args=parser.parse args()

result={"'python':platform.python version(),'torch':torch. version ,

'dtype':str(torch.get default dtype()), 'threads':torch.get num threads()}

result['checks']l=invariants();result['bigram']=bigram();result['mlp'],model=mlp()

path=Path(args.output);path.parent.mkdir(parents=True,exist ok=True)

path.write text(json.dumps(result,ensure ascii=False,indent=2)+'\n")

compact={k:v for k,v in result.items() if k not in ['bigram', 'mlp']}

compact['bigram']={k:v for k,v in result['bigram'].items() if k!='history'}

compact['mlp']={k:v for k,v in result['mlp'].items() if k not in
['trials', 'split words'l}

compact['mlp']['trials']=[{k:v for k,v in t.items() if k!='trace'} for t in
result['mlp']['trials']]

print(json.dumps(compact,ensure ascii=False,indent=2));print('PASS language tests')

# Save exact learned coordinates for reproducible figure generation.

path.with name('embedding.json').write text(json.dumps({'chars':CHARS, 'points':model.c.d
etach().tolist()}))

if name ==' main_ ':main()

examples/partl/make_figures.py

"""Create book figures from actual experiment records and labeled diagrams."""
from pathlib import Path

import json

import matplotlib

matplotlib.use('Agg"')

import matplotlib.pyplot as plt

from language lab import count model, CHARS
OUT=Path('figures/partl');0UT.mkdir(parents=True,exist ok=True)

def diagram(name,boxes,edges,width=900,height=260):
parts=[f'<svg xmlns="http://www.w3.0rg/2000/svg" width="{width}" height="{height}"
viewBox="0 0 {width} {height}">",
'<defs><marker id="arrow" markerWidth="8" markerHeight="8" refX="7" refy="3"
orient="auto"><path d="M0,0 LO,6 L8,3 z" fill="#44566c"/></marker></defs>",
'<rect width="100%" height="100%" fill="white"/>"]
for a,b in edges:
xa,ya,wa,ha, =boxes[a];xb,yb,wb,hb, =boxes[b]
parts.append(f'<path d="M{xa+wa}, {ya+ha/2} L{xb}, {yb+hb/2}" stroke="#44566c"
stroke-width="2" marker-end="url(#arrow)"/>")
for x,y,w,h,label in boxes:
parts.append(f'<rect x="{x}" y="{y}" width="{w}" height="{h}" rx="9"
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fill="#eaf2fa" stroke="#567c9e"/>")
for j,line in enumerate(label.split('|")):
parts.append(f'<text x="{x+w/2}" y="{y+23+j*21}" text-anchor="middle" font-
family="sans-serif" font-size="16" fill="#172e46">{line}</text>")
parts.append('</svg>"'); (0UT/name).write text('\n'.join(parts))

diagram('scalar graph.svg',[(15,15,125,62,'a = 2|grad = 6'),(15,100,125,62,'b = -3|grad
= -4'),

(195,55,130,62,'e = a x b|value = -6'),(195,160,130,62,'c = 10|grad -2'),
(390,100,130,62,'d = e + c|value = 4'),(390,190,130,62,"'f = -2|grad = 4'),
(600,140,150,62,'L = d x f|value = -8')1,[(0,2),(1,2),(2,4),(3,4),(4,6),(5,6)],780,280)
diagram('mlp scalar.svg',[(15,80,150,64, 'Input|3 scalars'),(230,80,150,64, 'Layer 1|4
tanh neurons'), (445,80,150,64, 'Layer 2|4 tanh neurons'), (660,80,150,64, 'Output|l tanh
neuron')],[(0,1),(1,2),(2,3)],850,230)

diagram('context mlp.svg',[(15,40,120,65, 'Token IDs|B x K'), (175,40,145,65, 'Lookup C[X]|
B xKxD'),(360,40,145,65, 'Flatten|B x (KD)'), (545,40,145,65, 'Affine + tanh|B x H'),
(730,40,145,65, 'Output logits|B x V')1,[(0,1),(1,2),(2,3),(3,4)]1,900,145)

n,p=count model(['aba','ada'l)

fig,axs=plt.subplots(1l,2,figsize=(8.2,3.6))

for ax,data,title,fmt in [(axs[0@],n, 'Observed transition counts','d'), (axs[1],p, 'Add-one
transition probabilities','.2f')]:

ax.imshow(data.numpy(),cmap='Blues');ax.set xticks(range(len(CHARS)),bCHARS);ax.set ytick
s(range(len(CHARS) ), CHARS)
ax.set xlabel('next');ax.set ylabel('current');ax.set title(title,fontsize=10)
for i in range(len(CHARS)):
for j in
range(len(CHARS)) :ax.text(j,1i,format(datal[i,j].item(),fmt),ha="'center',va='center', fonts
ize=8,color=('white' if data[i,j].item()>0.6*data.max().item() else 'black'))
fig.tight layout();fig.savefig(OUT/'counts probability.png',dpi=180);plt.close(fig)
record=json.loads (Path('qa/partl/language.json').read text())
fig,axs=plt.subplots(1l,2,figsize=(8.5,3.5))
for i,r in enumerate(record['mlp']['trials']):
steps,train,dev=zip(*r['trace']);label=f"D={r['d'1}, H={r['h"']}"
axs[0].plot(steps,train, label=1label);axs[1].plot(steps,dev, label=1label)
for ax,title in zip(axs,['Train NLL (tiny fixture)', 'Dev NLL (4 held-out words)']):
ax.set title(title);ax.set xlabel('updates');ax.set ylabel('nats / next-
token');ax.legend(fontsize=8);ax.grid(alpha=.2)
fig.tight layout();fig.savefig(OUT/'training curves.png',dpi=180);plt.close(fig)
e=json.loads(Path('qga/partl/embedding.json').read text())
fig,ax=plt.subplots(figsize=(5,4))
for c,point in zip(e['chars'],e['points']):ax.scatter(point[0],point[1]);ax.annotate(c,
(point[0],point[1]),xytext=(5,4),textcoords="'offset points')
ax.set xlabel('embedding coordinate 0');ax.set ylabel('embedding coordinate
1');ax.set title('Learned 2D embeddings: selected tiny model');ax.grid(alpha=.2)
fig.tight layout();fig.savefig(OUT/'embedding.png',dpi=180);plt.close(fig)
print('wrote',len(list(0OUT.glob('*"'))), " 'figures"')

examples/partl/micrograd_exercises.py

"""Original solutions to the official micrograd exercise's two sections.
Exercise attribution: Andrej Karpathy, linked by official lecture description.

177



MItEEZE GPT 5

B

ESRISEY

dt
[

import math
import torch
from scalar _engine import Value,central difference

torch.set num threads(1)
torch.set default dtype(torch.float64)

def f(a,b,c):return -a**3+math.sin(3*b)-1/c+b**2.5-a**.5

def gradf(a,b,c):return [-3*a*a-.5/a**.5,3*math.cos(3*b)+2.5*b**1.5,1/c**2]

def main():
vals=[2.,3.,4.];h=1e-5;analytic=gradf(*vals)
forward=[]

for i in range(3):
v=vals.copy();v[i]l+=h;forward.append((f(*v)-f(*vals))/h)

symmetric=[central difference(f,vals,i,h) for i in range(3)]

ef=max(abs(a-b) for a,b in zip(analytic,forward))

es=max(abs(a-b) for a,b in zip(analytic,symmetric))

assert es<ef and es<le-8

print('analytic',analytic)

print('forward max error',f'{ef:.6e}")

print('central max error',f'{es:.6e}")

inputs=[0.,3.,-2.,1.];logits=1list(map(Value,inputs))

counts=[z.exp() for z in logits];den=sum(counts)

probs=[c/den for c in counts];loss=-probs[3].log();loss.backward()

z=torch.tensor(inputs, requires grad=True)

ref=torch.nn.functional.cross entropy(z[None,:],torch.tensor([3]));ref.backward()

error=max(abs(a.grad-b) for a,b in zip(logits,z.grad.tolist()))

assert abs(loss.data-ref.item())<le-12 and error<le-12

print('softmax nll',f'{loss.data:.12f}")

print('softmax gradients', [round(a.grad,12) for a in logits])

print('pytorch gradient max error',f'{error:.3e}")

print('PASS official micrograd exercise solutions')

if name ==' main_ ':main()

examples/partl/scalar_engine.py

"""Small scalar autodiff teaching implementation; see NOTICE.txt for MIT sources.
This version supports first derivatives, rebuilding graphs each training step.
import math

import random

class Value:
def init (self, data, children=(), op=""'):
self.data = float(data)
self.grad = 0.0
self.parents = tuple(children)
self.op = op
self. backward = lambda: None
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@staticmethod
def wrap(x):

def

return x if isinstance(x, Value) else Value(x)

__add_ (self, other):
other = self.wrap(other)
out = Value(self.data + other.data, (self, other), '+')
def backward():

self.grad += out.grad

other.grad += out.grad
out. backward = backward

return out

~radd = add

def

__mul_ (self, other):
other = self.wrap(other)
# Freeze forward-time operands so later mutation cannot change local rule.
a, b = self.data, other.data
out = Value(a*b, (self, other), '*')
def backward():
self.grad += b*out.grad
other.grad += a*out.grad
out. backward = backward
return out

~rmul =  mul

def

def
def
def
def
def

def

__pow_ (self, power):
if not isinstance(power, (int, float)):

raise TypeError('Only constant real powers are supported')
x = self.data

if power ==
out = Value(l.0, (self,), '"**0')
return out

if x == 0 and power < 1:

raise ValueError('Derivative undefined at zero for this power')
if x < 0 and not float(power).is integer():

raise ValueError('Noninteger power needs nonnegative input')
out = Value(x**power, (self,), f'**{power}"')
def backward():

self.grad += power*x**(power-1)*out.grad
out. backward = backward
return out

__neg_ (self): return self * -1

__sub__ (self, other): return self + -self.wrap(other)
__rsub__ (self, other): return self.wrap(other) + -self
__truediv__ (self, other): return self * self.wrap(other)**-1
__rtruediv__ (self, other): return self.wrap(other) * self**-1

tanh(self):

t = math.tanh(self.data)

out = Value(t, (self,), 'tanh')

def backward(): self.grad += (1-t*t)*out.grad
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def

def

def

def

out. backward = backward
return out

exp(self):

t = math.exp(self.data)

out = Value(t, (self,), 'exp')

def backward(): self.grad += t*out.grad
out. backward = backward

return out

log(self):

x = self.data

out = Value(math.log(x), (self,), 'log')
def backward(): self.grad += out.grad/x
out. backward = backward

return out

relu(self):

x = self.data

out = Value(max(0.0, x), (self,), 'relu')

def backward(): self.grad += (x > 0)*out.grad
out. backward = backward

return out

backward(self):
order, seen = [], set()
def visit(v):
if v in seen: return
seen.add(v)
for parent in v.parents: visit(parent)
order.append(v)
visit(self)

# Explicitly reset every reachable node: safe repeated backward, unlike
# the lecture API that accumulates unless caller zeroes the graph.

for v in order: v.grad = 0.0
self.grad = 1.0
for v in reversed(order): v. backward()

class Neuron:

def init (self, nin, rng):
self.w = [Value(rng.uniform(-1, 1)) for _ in range(nin)]
self.b = Value(0)
def call (self, x):
if len(x) != len(self.w): raise ValueError('Input width mismatch')
return (sum((w*v for w,v in zip(self.w,x)), self.b)).tanh()
def parameters(self): return self.w + [self.b]
class MLP:
def init (self, widths, seed=42):
rng = random.Random(seed)
self.layers = [[Neuron(a,rng) for in range(b)]
for a,b in zip(widths,widths[1:])]
def call (self, x):
for layer in self.layers: x = [n(x) for n in layer]
return x
def parameters(self):
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return [p for layer in self.layers for n in layer for p in n.parameters()]

central difference(fn, values, i, eps=le-6):
plus, minus = list(values), list(values)
plus[i] += eps; minus[i] -= eps

return (fn(*plus)-fn(*minus))/(2*eps)

main():
import platform
print('python', platform.python version())
fn = lambda a,b,c,f: (a*b+c)*f
vals = [2., -3., 10., -2.]
vs = list(map(Value, vals)); out = fn(*vs); out.backward()
grads = [v.grad for v in vs]
error = max(abs(grads[i]-central difference(fn,vals,i)) for i in range(4))
assert error < le-8
print('graph value', out.data, 'gradients', grads)
print('central difference max error', f'{error:.3e}')
x = Value(3); y = x+x+x*x; y.backward()
assert x.grad ==
y.backward(); assert x.grad ==
print('shared graph and repeat backward', x.grad)
a,b = Value(-2),Value(3); z=(a*b)*(a+b); z.backward()
assert [a.grad,b.grad] == [-3.,-8.]
print('branched gradients', [a.grad,b.grad])
x=Value(0.37); direct=x.tanh(); direct.backward(); g= x.grad
x2=Value(.37); e=(2*x2).exp(); composite=(e-1)/(e+1l); composite.backward()
assert abs(direct.data-composite.data)<le-12 and abs(g-x2.grad)<le-12
print('tanh _composition matches', True)
zero=Value(0);constant=zero**0;constant.backward()
assert constant.data==1 and zero.grad==0
print('zero power constant',constant.data,zero.grad)
# Prove a tempting replacement loses an incoming contribution.
wrong = 1.0; wrong = 1.0
assert wrong !'= 2.0
print('assignment instead of accumulation counterexample', wrong, 'expected', 2.0)
model=MLP([3,4,4,1],seed=42)
xs=[[2.,3.,-1.1,[3.,-1.,.51,[.5,1.,1.1,[1.,1.,-1.1]
ys=[1.,-1.,-1.,1.]
def objective(): return sum((model(x)[0]-y)**2 for x,y in zip(xs,ys))
initial=objective().data
for _in range(100):

loss=objective(); loss.backward()

for p in model.parameters(): p.data -= .05*p.grad
final=objective() .data
assert final < .03 and final < initial
print('mlp_parameters',len(model.parameters()))
print('mlp _sse initial final',f'{initial:.6f}',f'{final:.6f}")
print('mlp predictions', [round(model(x)[0].data,4) for x in xs])
print('PASS scalar tests')

main()
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examples/partl/training_diagnostics.py

"""Fixed-batch debugging, view failure and a learning-rate range probe."""

import json

from pathlib import Path

import torch

import torch.nn.functional as F
from language lab import ContextMLP,WORDS,dataset

def main():

inputs, labels = dataset(WORDS[:8], 3)
fixed x, fixed y = inputs[:16], labels[:16]
model = ContextMLP(4, 24)

initial = model.evaluate(fixed x, fixed y)
for _in range(500):

loss =

F.cross entropy(model(fixed x), fixed y)

for parameter in model.parameters:
parameter.grad = None
loss.backward()
with torch.no grad():
for parameter in model.parameters:

parameter -= 0.2 * parameter.grad

final = model.evaluate(fixed x, fixed y)
assert final < initial / 2

# Right element count alone does not ensure a legal view.
transposed =

torch.arange(12) .reshape(3, 4).T

caught = False

try:

transposed.view(12)
except RuntimeError:

caught

True

assert caught
reshaped = transposed.reshape(12)

assert torch.equal(reshaped, torch.tensor([0,4,8,1,5,9,2,6,10,3,7,11]1))

# This is a diagnostic trajectory, not controlled comparison of optimal rates.

probe = ContextMLP(4, 24)

generator =

torch.Generator().manual seed(94)

rates = 10 ** torch.linspace(-3, 0, 200)

trace

[]

for step, rate in enumerate(rates):

ids = torch.randint(len(labels),
F.cross entropy(probe(inputs[ids]), labels[ids])

loss =

for parameter in probe.parameters:
parameter.grad = None

loss.backward()

with torch.no grad():

for

trace.append([step,

parameter in probe.parameters:
parameter -= rate * parameter.grad

'view failure detected':caught,
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rate.item(), loss.item()])
result = {'fixed batch initial':initial, 'fixed batch final':final,
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'probe first last':[trace[0],trace[-1]], " 'trace':trace}
Path('qa/partl/
training diagnostics.json').write text(json.dumps(result,indent=2)+'\n")
print(json.dumps({k:v for k,v in result.items() if k!='trace'},indent=2))
print('PASS training diagnostics')

if npame == ' main_ ':
main()

examples/part2/draw_diagrams.py

"""Original static SVG diagrams, no external graphics or fonts required."""
from pathlib import Path
from html import escape
ROOT=Path( file ).resolve().parents[2]
0UT=RO0T/'figures/part2';0UT.mkdir(parents=True,exist ok=True)
def svg(w,h):
return [f'<svg xmlns="http://www.w3.0rg/2000/svg" width="{w}" height="{h}"
viewBox="0 0 {w} {h}">',
'<rect width="100%" height="100%" fill="#ffffff"/>",
'<defs><marker id="arrow" markerWidth="8" markerHeight="8" refX="7" refY="4"
orient="auto"><path d="MO0 0 L8 4 LO 8" fill="#64748b"/></marker></defs>"]
def txt(s,x,y,t,size=15):s.append(f'<text x="{x}" y="{y}" text-anchor="middle" font-
family="sans-serif" font-size="{size}" fill="#172554">{escape(t)}</text>")
def box(s,x,y,w,h,t):
s.append(f'<rect x="{x}" y="{y}" width="{w}" height="{h}" rx="7" fill="#eff6ff"
stroke="#2563eb"/>"); txt(s,x+w/2,y+h/2+5,1t)
def line(s,x1,yl,x2,y2):s.append(f'<line x1="{x1}" yl="{y1l}" x2="{x2}" y2="{y2}"
stroke="#64748b" stroke-width="1.8" marker-end="url(#arrow)"/>")
s=svg(760,330);txt(s,380,25, 'Two shared-node patterns in the backward pass',19)
box(s,25,76,85,42,'Q = exp(N)"');box(s,165,45,85,42,'s = sum Q') ;box(s,300,45,85,42,'r =
1/ s');box(s,440,76,105,42,'P = Q * r');box(s,625,76,90,42, 'loss"')
line(s,110,86,165,66);line(s,250,66,300,66);1line(s,385,66,440,86);line(s,110,107,440,107
);line(s,545,97,625,97)
txt(s,380,146, 'dQ receives a direct path and a normalization path',14)
box(s,25,218,85,42,'A");box(s,165,185,85,42, 'mu = mean');box(s,305,218,90,42,'D = A -
mu');box(s,450,185,150,42,'v = sum D*2 / (B-c)');box(s,625,218,100,42,'Q =D / sd')
line(s,110,229,165,206);line(s,250,206,305,229);line(s,110,249,305,249);line(s,395,230,4
50,207);line(s,600,207,625,230);1line(s,395,251,625,251)
txt(s,380,302, 'dA collects the residual, variance, and mean routes',614)
txt(s,380,323,'sd = sqrt(v + eps); c is the variance correction',13)
(OUT/ 'backprop graph.svg').write text('\n'.join(s+['</svg>']))
s=svg(800,390);txt(s,400,26, 'Eight-character tree: shared weights within each level',19)
xs=[65+95*1 for i in range(8)]
for i,x in enumerate(xs):box(s,x-31,55,62,36, 'x'+str(i))
levels=[[sum(xs[i:i+2])/2 for i in range(0,8,2)]1,[207.5,587.5],[397.5]]
prev=xs;py=91
for level,ys in enumerate(levels):
y=135+1evel*85
for i,x in enumerate(ys):
line(s,prev[2*i],py,x-12,y);line(s,prev[2*i+1],py,x+12,y)
box(s,x-55,y,110,38,f'group {2**(level+l)}: h')
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txt(s,80,y+62,['B x 4 x H','B x 2 x H','B x H'][levell], 14)
prev=ys;py=y+38
(OUT/'context tree.svg').write text('\n'.join(s+['</svg>']))
s=svg(800,360);txt(s,400,25, " 'Causal dilations 1, 2, 4: eight input positions for one
output',18)
# Only ancestors of the final output are shown; arrows advance vertically.
coords=lambda t:(70+t*90)
sets=[list(range(8)),[1,3,5,71,[3,71,[711
for lev,ts in enumerate(sets):

y=75+1ev*80

for t in ts:

x=coords(t);s.append(f'<circle cx="{x}" cy="{y}" r="17" fill="#dbeafe"
stroke="#2563eb"/>");txt(s,x,y+5,str(t),14)

if lev:

d=[1,2,4][lev-1]

for t in ts:

for src in [t-d,t]:line(s,coords(src),y-63,coords(t),y-18)

txt(s,100,y-28, 'dilation = '+str(d),14)

(OUT/'causal receptive field.svg').write text('\n'.join(s+['</svg>'1))

examples/part2/experiments.py

"""Reproducible CPU experiments for chapters 10--16.

Run from book root: .venv/bin/python examples/part2/experiments.py

All inputs are synthetic or the tiny word list below, NOT the course dataset.
import json

import os

os.environ.setdefault('MPLCONFIGDIR', '/tmp/nn-book-matplotlib')
os.environ.setdefault('XDG CACHE HOME', '/tmp/nn-book-cache')

from pathlib import Path

import torch

import torch.nn.functional as F

import matplotlib

matplotlib.use('Agg"')

import matplotlib.pyplot as plt

from layers import Linear, BatchNorm, Tanh, Embedding, FlattenConsecutive, Sequential,
fold

ROOT=Path(_file ).resolve().parents[2]

FIG=ROOT/'figures/part2'; FIG.mkdir(parents=True,exist ok=True)

def setup(seed=2026):
torch.set default dtype(torch.float64)
torch.set num threads(1)
torch.use deterministic algorithms(True)
torch.manual seed(seed)

def scaling():
setup()
x=torch.randn(2048,64); base=torch.randn(64,64)
out={}; fig,axs=plt.subplots(1l,2,figsize=(9,3.2))
for label,scale in [('unscaled',1.0),('fan in',1/8),('tanh _gain', (5/3)/8)1:
z=X@(base*scale); h=z.tanh()
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out[label]={"'pre std':z.std().item(), 'activation std':h.std().item(),
'saturated pct':(h.abs()>0.97).double().mean().item()*100,
'mean_local derivative':(1-h*h).mean().item()}

axs[0].hist(h.flatten().numpy(),bins=40,density=True,histtype="'step', label=1label)
axs[0].set(xlabel="tanh output',ylabel="'density');axs[0].legend()
z=torch.linspace(-5,5,300);axs[1].plot(z,1-z.tanh()**2)
axs[1l].set(xlabel='pre-activation',ylabel='tanh derivative',ylim=(-0.03,1.03))
fig.tight layout();fig.savefig(FIG/'initialization.png',dpi=160);plt.close(fig)
out['uniform loss 27']=float(torch.log(torch.tensor(27.)))
target=torch.tensor([1]);

out['confident wrong loss']=F.cross entropy(torch.tensor([[10.,-10.,0.]]),target).item()
return out

def numerical ce tests():

setup()

z=torch.tensor([[1000.,1001.,999.]1], requires grad=True)

target=torch.tensor([1])

naive=z.exp()/z.exp().sum(1l, keepdim=True)

stable=(z-z.max(1,keepdim=True) .values).softmax(1)

assert not torch.isfinite(naive).all() and torch.isfinite(stable).all()

fused=F.cross entropy(z,target);fused.backward()

expected=stable.detach().clone();expected[0,1]-=

assert torch.allclose(z.grad,expected)

extreme=torch.tensor([[0.,-1000.]11])

separated=-extreme.softmax(1)[0,1].1log()

safe=F.cross _entropy(extreme,torch.tensor([1]))

assert torch.isinf(separated) and torch.isfinite(safe)

bias=torch.zeros(2,requires grad=True)

(bias.expand(2,2)*torch.tensor([[1.,2.]1,[3.,4.]1])).sum().backward()

assert torch.equal(bias.grad,torch.tensor([4.,6.]))

return {'naive exp nonfinite':True, 'stable probabilities':stable.detach().tolist(),
‘fused loss large logits':fused.item(),'gradient':z.grad.tolist(),
'gradient row sum':z.grad.sum().item(), 'separate softmax log is inf':True,

'fused extreme loss':safe.item(),'broadcast bias gradient':bias.grad.tolist()}

def zero init():
setup(); x=torch.tensor([[1.,2.],[-1.,1.1,[2.,-1.1,[3.,2.11)

y=torch.tensor([0,0,0,1]);p=[torch.zeros(2,3,requires grad=True),torch.zeros(3,requires
grad=True),

torch.zeros (3,2, requires grad=True),torch.zeros(2,requires grad=True) ]
first=None;loss0=None
for i in range(101):
wl,bl,w2,b2=p;loss=F.cross_entropy((x@wl+bl).tanh()@w2+b2,y)
if i==0:1loss0=1oss.item()
for t in p:t.grad=None
loss.backward()
if i==0:first=[t.grad.abs().max().item() for t in p]
with torch.no grad():
for t in p:t-=0.2*t.grad
return
{'initial loss':loss0O,'final loss':loss.item(), 'first max grads W1 bl W2 b2':first,
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'learned probs':b2.softmax(0).tolist(), 'hidden weights still zero':bool((wl==0).all()
and (w2==0).all())}

def batchnorm tests():
setup();x=torch.tensor([[1.,10.]1,[3.,14.1,[5.,18.11)
mu=x.mean(0) ;varO=x.var(0,correction=0);varl=x.var(0,correction=1)
# An explicit rank-3 axis example, B=2,T=2,C=1.
t=torch.tensor([[[0.],[10.1],[[2.1,[14.]111)
wrong mu=t.mean(0,keepdim=True);right mu=t.mean((0,1),keepdim=True)
bn=BatchNorm(2);bn.gamma=torch.tensor([1.5,0.7]);bn.beta=torch.tensor([0.2,-0.3])
alone=x[[0]];bn(x)
try:bn(alone);single failed=False
except ValueError:single failed=True
bn.training=False
single=bn(alone).clone();batch=bn(x)[[0]]
assert torch.allclose(single,batch)
# Validate torch's actual correction convention using the installed version.
native=torch.nn.BatchNormld(2,momentum=1.,affine=False).double()
native out=native(x)
assert torch.allclose(native out, (x-mu)/(var@+native.eps).sqrt())
assert torch.allclose(native.running var,varl)
# Official EO2: train a three-Linear-layer network, then fuse two BNs.
model=Sequential([Linear(2,6,bias=False),BatchNorm(6),Tanh(),
Linear(6,5,bias=False),BatchNorm(5),Tanh(),Linear(5,2)1])

for p in model.parameters():p.requires grad ()
tx=torch.randn(24,2);ty=(tx[:,0]>0).long()
for i in range(100):

loss=F.cross_entropy(model(tx),ty)

for p in model.parameters():p.grad=None

loss.backward()

with torch.no grad():

for p in model.parameters():p-=0.05*p.grad

model.eval(); fused=Sequential([fold(model.layers[0],model.layers[1]),Tanh(),

fold(model.layers[3],model.layers[4]),Tanh(),model.layers[6]])
probe=torch.randn(9,2);err=(model(probe)-fused(probe)).abs().max().item()
assert err<le-12
return
{'mean':mu.tolist(), 'variance n':var0.tolist(),'variance n minus 1':varl.tolist(),
'axis wrong mean':wrong mu.tolist(),'axis right mean':right mu.tolist(),
'single training rejected':single failed, 'eval batch invariant':True,

'native training var correction':0, 'native running var correction':1, 'fold 3layer max er
ror':err}

def diagnostics():
setup(); results={};fig,ax=plt.subplots(1,3,figsize=(11,3))
base x=torch.randn(128,32);base weights=[torch.randn(32,32) for _ in range(5)]
for gain in [0.5,1.,5/3]:
x=base x.clone();ps=[];hs=[]
for i in range(5):
w=(base weights[i]*gain/32**0.5).requires grad ();ps.append(w)
x=(x@w) .tanh();x.retain grad();hs.append(x)
loss=x.square() .mean();loss.backward()
ast=[h.std().item() for h in hs];gs=[h.grad.std().item() for h in hs]
ratios=[(0.1*p.grad.std()/p.std()).item() for p in ps]
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results[str(gain)]={'activation std':ast, 'output gradient std':gs, 'update weight ratio':
ratios}
ax[0].plot(range(1,6),ast,'o-"',label=('5/3" if gain==5/3 else
str(gain)));ax[1l].semilogy(range(1,6),gs,'o-"');ax[2].semilogy(range(1,6),ratios,'o-")
for a,title in zip(ax,['activation std', 'output gradient std', 'update / weight
std']):a.set(xlabel="'layer', title=title)

ax[0].legend(title="gain');fig.tight layout();fig.savefig(FIG/'diagnostics.png',dpi=160)
;plt.close(fig)
return results

WORDS=[ 'anna', 'anne', 'anita', 'nina', 'nana', 'tina', 'tania', 'rita', 'rani', 'maria', 'mira’',"'
mina']
def dataset(words,stoi,t=8):
xs=[1;ys=[1]
for word in words:
context=[0]*t
for ch in word+'."':
ix=stoi[ch];xs.append(context);ys.append(ix);context=context[1l:]+[ix]
return torch.tensor(xs),torch.tensor(ys)

def make tree(v):
return
Sequential([Embedding(v,4),FlattenConsecutive(2),Linear(8,12,False),BatchNorm(12),Tanh()
FlattenConsecutive(2),Linear(24,12,False),BatchNorm(12),Tanh(),
FlattenConsecutive(2),Linear(24,12,False),BatchNorm(12),Tanh(),Linear(12,v)])

def train tree():
setup();stoi={s:i+1 for i,s in enumerate(sorted(set(''.join(WORDS))))};stoi["'."']=0
itos={i:s for s,i in stoi.items()};v=len(stoi)

train=dataset (WORDS[:8],stoi);dev=dataset (WORDS[8:10],stoi);test=dataset(WORDS[10:],stoi
)
model=make tree(v);ps=model.parameters()
with torch.no grad():model.layers[-1].weight*=0.1
for p in ps:p.requires grad ()
model(train[0][:4]);shapes=[list(layer.out.shape) for layer in model.layers]
losses=[]
for step in range(401):
ix=torch.randint(len(train[0]), (16,));logits=model(train[0]
[ix]);loss=F.cross _entropy(logits,train[1][ix])
if step%s100==0:1losses.append([step,loss.item()])
if step==400:break
for p in ps:p.grad=None
loss.backward()
with torch.no grad():
for p in ps:p-= (0.1 if step<300 else 0.03)*p.grad
model.eval();splits={}
with torch.no grad():
for label, (x,y) in [('train',6train), ('dev',6dev),
('test',test)]:splits[label]=F.cross entropy(model(x),y).item()
samples=[];torch.manual seed(2036)
for _in range(5):
ctx=[0]*8;out=[]
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for _in range(20):
k=torch.multinomial(model(torch.tensor([ctx])).softmax(1l),1).item()
out.append(itos[k]);ctx=ctx[1l:]+[k]
if k==0:break
samples.append(''.join(out))
# Non-contiguous reshape works. An illegal group size must fail.
noncontiguous=torch.randn(2,4,6)[:,:,::2]
assert not noncontiguous.is contiguous()
grouped=FlattenConsecutive(2) (noncontiguous)
expected=torch.stack([torch.cat([noncontiguous[:,i],noncontiguous[:,i+1]],dim=-1)
for i in (0,2)],dim=1)
assert grouped.shape==(2,2,6) and torch.equal(grouped,expected)
try:FlattenConsecutive(2) (torch.randn(2,3,4));bad group rejected=False
except ValueError:bad group rejected=True
assert bad group rejected
counts={name:len(x) for name, (x,y) in [('train',train),('dev',dev),('test', test)]}
return {'words':WORDS, 'split words':
[8,2,2], " 'vocab':stoi, 'examples':counts, 'shapes':shapes,
'parameters':sum(p.numel() for p in ps),'training checkpoints':losses,

'eval losses':splits, 'samples':samples, 'bad group rejected':bad group rejected}

# Supplement: this is NOT code developed in the course lecture.
def causal conv(x,w,dilation):
# x B,T,Cin, w K,Cin,Cout. Most recent coefficient is w[-1].
k=w.shape[0]
padded=F.pad(x.transpose(1,2), (dilation*(k-1),0))
return F.convld(padded,w.permute(2,1,0),dilation=dilation).transpose(1,2)

def conv tests():
setup();x=torch.randn(2,8,3);w=torch.randn(6,4)
grouped=x.reshape(2,4,6)@w

conv=F.convld(x.transpose(1l,2),w.reshape(2,3,4).permute(2,1,0),stride=2).transpose(1,2)
err=(grouped-conv).abs().max().item();assert err<le-12
a=torch.randn(1,12,1,requires grad=True);ws=[torch.ones(2,1,1) for  in range(3)]
h=a
for d,w in zip([1,2,4],ws):h=causal conv(h,w,d)
h[0,9,0].backward();support=torch.nonzero(a.grad[0,:,0]).reshape(-1).tolist()
assert support==list(range(2,10))
changed=a.detach().clone();changed[:,10:]+=100
hc=changed
for d,w in zip([1,2,4],ws):hc=causal conv(hc,w,d)
future error=(hc[:,:10]-h[:,:10]).abs().max().item();assert future error==
# Negative control: symmetric padding leaks the future.
def bad(v):return
F.convld(v.transpose(1l,2),torch.ones(1,1,3),padding=1).transpose(1l,2)
leaked=(bad(changed)[:,9]-bad(a)[:,9]).abs().max().item();assert leaked>0
# Sliding-window tree equals full dilated stack at rightmost position (no BN).
weights=[torch.randn(2,3,4),torch.randn(2,4,4),torch.randn(2,4,2)]
seq=torch.randn(1,11,3);z=seq
for d,ww in zip([1,2,4],weights):z=causal conv(z,ww,d).tanh()
windows=[]
for end in range(7,11):
g=seq[:,end-7:end+1]
for ww in weights:
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g=(qg.reshape(l,q.shape[l1l]//2,-1)@ww.reshape(-1,ww.shape[-1])).tanh()
windows.append(q[:,01])
tree=torch.stack(windows,dim=1) ;slideerr=(tree-z[:,7:]).abs().max().item();assert
slideerr<le-12
return {'grouped linear conv_max error':err,'dilations':[1,2,4], 'output index':9,
‘gradient support':support, 'future perturbation error':future error,
‘symmetric padding leak':leaked, 'sliding tree dilated stack max error':slideerr}
if name ==' main "':
data={'torch':torch. version ,'dtype':'float64', ' 'threads':1, ' 'seed':2026,

'scaling':scaling(), 'numerical _ce':numerical ce tests(),'zero init':zero init(), 'batchno
rm' :batchnorm tests(),
‘diagnostics':diagnostics(), 'tree':train tree(), 'convolution':conv_tests()}
print(json.dumps(data,ensure ascii=False,indent=2))

examples/part2/layers.py

"""Small channels-last teaching layers. MIT-adapted; see NOTICE.txt.
Unlike torch.nn, these classes do not implement device transfer/state dict/hooks.

import torch

class Linear:

def init (self, fan_in, fan out, bias=True):
self.weight = torch.randn(fan _in, fan out) / fan in**0.5
self.bias = torch.zeros(fan out) if bias else None

def call (self, x):
self.out = x @ self.weight
if self.bias is not None:

self.out = self.out + self.bias

return self.out

def parameters(self):
return [self.weight] + ([] if self.bias is None else [self.bias])

class BatchNorm:
"""Last dimension is channels; normalize all other axes.
correction=1 matches course notebooks, NOT torch.nn.BatchNormld training.
Running variances use the SAME correction as the forward in this class.
def init (self, channels, eps=1le-5, momentum=0.1, correction=1):
self.gamma = torch.ones(channels)
self.beta = torch.zeros(channels)
self.running mean = torch.zeros(channels)
self.running var = torch.ones(channels)
self.eps, self.momentum, self.correction = eps, momentum, correction
self.training = True
def call (self, x):
assert x.ndim in (2, 3)
axes = tuple(range(x.ndim - 1))
if self.training:
count = x.numel() // x.shape[-1]
if count <= self.correction:
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raise ValueError('BatchNorm needs more observations than correction')

mean = x.mean(axes, keepdim=True)

var = x.var(axes, keepdim=True, correction=self.correction)

with torch.no grad():
self.running mean.lerp (mean.reshape(-1), self.momentum)
self.running var.lerp (var.reshape(-1), self.momentum)

else:
mean, var = self.running mean, self.running var

self.out = self.gamma * (x - mean) * (var + self.eps).rsqrt() + self.beta
return self.out

def parameters(self):
return [self.gamma, self.betal

class Tanh:
def call (self, x):
self.out = x.tanh()
return self.out
def parameters(self):
return []

class Embedding:
def init (self, vocab, width):
self.weight = torch.randn(vocab, width)
def call (self, ix):
self.out = self.weight[ix]
return self.out
def parameters(self):
return [self.weight]

class FlattenConsecutive:

def init (self, n):
self.n =n

def call (self, x):
b, t, ¢ = x.shape
if t % self.n:

raise ValueError('time dimension must be divisible by group size')

x = x.reshape(b, t // self.n, ¢ * self.n)
self.out = x.squeeze(l) if x.shape[l] == 1 else x
return self.out

def parameters(self):
return []

class Sequential:
def init (self, layers):
self.layers = layers
def call (self, x):
for layer in self.layers:
x = layer(x)
self.out = x
return x
def parameters(self):
# Deduplicate shared parameter tensors, as an optimizer must update once.
result, seen = [], set()
for layer in self.layers:
for p in layer.parameters():
if id(p) not in seen:
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seen.add(id(p))
result.append(p)
return result
def train(self, mode=True):
for layer in self.layers:
if isinstance(layer, Sequential):
layer.train(mode)
elif hasattr(layer, 'training'):
layer.training = mode
return self
def eval(self):
return self.train(False)

@torch.no grad()

def

fold(linear, bn):
"""Fuse a frozen BatchNorm into a preceding Linear, out = x @ W + b."""
if bn.training:
raise ValueError('fold only frozen evaluation BatchNorm')
fused = Linear(linear.weight.shape[0], linear.weight.shape[l], bias=True)
scale = bn.gamma / (bn.running var + bn.eps).sqrt()
old bias = torch.zeros like(bn.beta) if linear.bias is None else linear.bias
fused.weight = linear.weight * scale
fused.bias = (old bias - bn.running mean) * scale + bn.beta
return fused

examples/part2/manual_backprop.py

"""All intermediate gradients and manual-only training. MIT adapted, NOTICE.txt."""
import json

import torch

import torch.nn.functional as F

def

def

init(seed=2026, v=5, t=3, d=2, h=4):

torch.manual seed(seed)

params = {
'C': torch.randn(v, d),
'W1l': torch.randn(t*d, h) * (5/3)/(t*d)**0.5,
'bl': torch.randn(h)*0.1,
'W2': torch.randn(h, v)*0.1,
'b2': torch.randn(v)*0.1,
‘gamma‘': l+torch.randn(1l,h)*0.1,
'beta': torch.randn(1l,h)*0.1,

}

return {k: x.requires grad () for k,x in params.items()}

forward(p, ix, targets, correction=1):
n = ix.shape[0]

CRER)

cl['emb'] = p['C'][ix]

c['flat'] = c['emb'].reshape(n,-1)
c['a'] = c['flat'] @ p['W1'] + p['b1l']
c['mu'] = c['a']l.sum(0,keepdim=True)/n
c['diff'] = c['a']l-c['mu']
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c['square'] = c['diff']**2

c['var'] = c['square'].sum(0,keepdim=True)/(n-correction)
c['inv'] = (c['var']+le-5)**-0.5

cl'raw'] = c['diff']*c['inv']

c['pre'] = p['gamma']*c['raw']+p['beta’']

c['h'] = c['pre'].tanh()

c['logits'] = c['h'] @ p['W2"']+p['b2"]

c['max'] = c['logits'].max(1,keepdim=True).values
c['norm'] = c['logits']-c['max"]

c['counts'] = c['norm'].exp()

c['sum'] = c['counts'].sum(1,keepdim=True)
c['recip'] = c['sum']**-1

c['probs'] = c['counts']*c['recip'l]

c['logprobs'] = c['probs'].log()

loss = -c['logprobs'][torch.arange(n),targets].mean()
return loss,c

@torch.no _grad()

def backward(p,c,ix,targets,correction=1, compact=False):
n ix.shape[0]
g ={}
g['logprobs'] = torch.zeros like(c['logprobs'])
gl 'logprobs'][torch.arange(n),targets] = -1/n
gl['probs'] = g['logprobs']/c['probs']
gl'recip'] = (c['counts']*g['probs']).sum(1l,keepdim=True)
gl'counts'] = c['recip'l*g['probs']
gl'sum'] = -c['sum']**-2*g['recip']
g['counts'] += g['sum'].expand as(c['counts'])

gl'norm'] = c['counts']*g['counts']
gl'max'] = -g['norm'].sum(1, keepdim=True)
gl'logits'] = g['norm'].clone()
g['logits'].scatter add (1,c['logits'].argmax(1l,keepdim=True),g['max"'])
if compact:
g['logits'] = c['logits'].softmax(1)
g['logits'][torch.arange(n),targets] -=1
g['logits'] /=n
gl'h'] = g['logits'] @ p['W2'].T

gl'W2'] = c['h'].T @ g['logits']
g['b2'] = g['logits'].sum(0)
gl'pre'l] (L-c['h"']**2)*g['h"]

gl'gamma'] = (c['raw']*g['pre']).sum(0, keepdim=True)
g['beta']l = g['pre'].sum(0,keepdim=True)
gl'raw'] = p['gamma']*g['pre'l
gl'diff'] = c['inv']*g['raw']
gl'inv'] = (c['diff']*g['raw']).sum(0, keepdim=True)
gl'var'] = -0.5%(c['var']+le-5)**-1.5*%g["'inv']
g['square'] = g['var'].expand as(c['square'])/(n-correction)
gl'diff'] += 2*c['diff']*g['square']
gl'mu'] = -g['diff'].sum(0,keepdim=True)
gl'a']l] = g['diff'] + g['mu']l/n
if compact:
u=g['raw']
gl'a']l] = c['inv']*(u-u.mean(0, keepdim=True)
-c['raw']*(u*c['raw']).sum(0, keepdim=True)/(n-correction))
gl'flat'] = gl'a']l @ p['W1'].T
gl'wl'] = c['flat'].T @ g['a"']
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gl'bl'] = g['a'].sum(0)

g['emb'] = g['flat'].reshape as(c['emb'])

g['C'] = torch.zeros like(p['C'])

g['C'].index _add (0,ix.reshape(-1),g['emb'].reshape(-1,p['C"'].shape[1l]))
return g

verify():
torch.set default dtype(torch.float64)
torch.set num threads(1)
torch.use deterministic algorithms(True)
ix = torch.tensor([[0,1,1],[2,1,3],[1,0,4],[4,2,1]1)
y = torch.tensor([2,3,0,1])
p = init()
loss,c = forward(p,ix,y)
for t in c.values(): t.retain grad()
loss.backward()
g = backward(p,c,ix,y)
errors = {}
for name,t in {**p,**c}.items():
assert g[name].shape == t.shape, name
errors[name] = (g[name]-t.grad).abs().max().item()
assert torch.allclose(g[name],t.grad,atol=1le-11,rtol=1e-9), name
compact = backward(p,c,ix,y,compact=True)
assert torch.allclose(compact['a'],g['a'],atol=1le-11)
assert torch.allclose(compact['logits'],g['logits'],atol=1le-11)
bad = c['inv']*(g['raw']-g['raw'].mean(0, keepdim=True)
-c['raw']*(g['raw']*c['raw']).sum(0,keepdim=True)/ix.shape[0])
assert not torch.allclose(bad,g['a'],atol=1le-5)
bad ¢ = torch.zeros like(p['C'])
for i in range(ix.shape[0]):
for j in range(ix.shape[l]): bad c[ix[1i,j]] = g['emb'][1i,]]
assert not torch.allclose(bad c,g['C'])
keys=1list(p)
def fn(*args): return forward(dict(zip(keys,args)),ix,y)[0]
gc = torch.autograd.gradcheck(fn,tuple(p.values()),eps=1le-6,atol=1le-5,rtol=1e-3)
# Central difference for one embedding coordinate with repeated occurrences.
with torch.no grad():
e=le-6; p['C']1[1,0]+=e; plus=fn(*p.values()).item()
p['C'1[1,0]-=2*%e; minus=fn(*p.values()).item();p['C']1[1,0]+=e
fd=(plus-minus)/(2*e)
assert abs(fd-g['C'][1,0].item()) < le-7
# Genuine manual-only training. No backward is called in this loop.
p2={k:v.detach().clone() for k,v in p.items()}
losses=[]
with torch.no grad():
for step in range(201):
loss2,c2=forward(p2,ix,y)
if step in (0,50,100,200): losses.append([step,loss2.item()])
if step == 200: break
g2=backward(p2,c2,ix,y,compact=True)
for k in p2: p2[k] -= 0.1*g2[k]
assert losses[-1]1[1] < losses[0][1]
return {'version':torch. version ,‘'dtype':'float64', 'seed':2026,
‘loss':loss.item(), 'errors':errors, ‘'max_error':max(errors.values()),
‘gradcheck':gc, 'finite difference':fd, 'analytic C 1 0':g['C"'][1,0].item(),
'wrong bessel max error':(bad-g['a']).abs().max().item(),
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‘overwrite embedding max error':(bad c-g['C']).abs().max().item(),
‘manual_training':losses}

@torch.no _grad()

def names demo():
"""Manual-only small-data training, train-only BN calibration, eval, sampling.
torch.set default dtype(torch.float64);torch.set num threads(1)
torch.use deterministic algorithms(True)

words=['anna', 'anne', 'anita', 'nina', 'nana', 'tina‘', 'tania', 'rita', 'rani', 'maria’', 'mira’',"’
mina']
stoi={s:i+1 for i,s in enumerate(sorted(set(''.join(words))))};stoi['."']=0
itos={i:s for s,i in stoi.items()}
def data(ws):

xx=[1;yy=[1]
for w in ws:
ctx=[0]*3

for ch in w+'.":
k=stoi[ch];xx.append(ctx);yy.append(k);ctx=ctx[1l:]+[k]
return torch.tensor(xx),torch.tensor(yy)
tr,dev, te=data(words[:8]),data(words[8:10]),data(words[10:1])
p={k:v.detach() for k,v in init(v=len(stoi),t=3,d=4,h=16).items()}
checkpoints=[]
for step in range(500):
ii=torch.randint(len(tr[0]),(16,));ix,y=tr[O][ii],tr[1][ii]
loss,c=forward(p,ix,y);grads=backward(p,c,ix,y,compact=True)
if step in (0,100,300,499):checkpoints.append([step,loss.item()])
for k in p:p[k]-=(0.1 if step<400 else 0.03)*grads[k]
a=p['C']1[tr[0]].reshape(len(tr[0]),-1)@p['W1l']+p['bl"]
mu=a.mean (0, keepdim=True);var=a.var(0,keepdim=True,correction=1)
def predict(ix):
a=p['C']1[ix].reshape(len(ix),-1)@p['W1l']1+p['b1l"]
h=(p['gamma']*(a-mu)*(var+le-5).rsqrt()+p['beta']).tanh()
return h@p['W2']+p['b2"']
scores={name:F.cross entropy(predict(x),y).item() for name, (x,y) in [('train', tr),
('dev',dev), ('test',te)]}
assert torch.allclose(predict(tr[0]1[:1]),predict(tr[0])[:1])
torch.manual seed(2036);samples=[]
for in range(5):
ctx=[0]*3;0ut=[]
for in range(20):
k=torch.multinomial(predict(torch.tensor([ctx])).softmax(1l),1).item()
out.append(itos[k]);ctx=ctx[1l:]+[k]
if k==0:break
samples.append(''.join(out))
return {'seed':2026, 'updates':500, 'calibration':'training split only",

'checkpoints before update':checkpoints, 'eval losses':scores, 'samples':samples,

'eval batch invariant':True, 'any parameter requires grad':any(v.requires grad for v in
p.values())}

if npame ==' main_ "':
result=verify();result['manual names demo']=names demo()
print(json.dumps(result,indent=2))
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examples/part3/byte_bpe.py

"""Pedagogical byte BPE, explicit format and special-token policy.

Core pair merge algorithm follows Karpathy minbpe (MIT); see NOTICE.txt.
Regex mode needs the PyPI package regex, not Python's built-in re.

from collections import Counter

import json

from pathlib import Path

import re

GPT4 PATTERN = r"""'(?i:[sdmt]|Lll]|ve|re) | ["\r\n\p{L}I\p{N}1?2+\p{L}+|\p{N}{1,3}| ?
[\NS\P{LI\p{N}I++[\r\nT*|\s*[\r\n] [\s+(?!\S) [\s+"""

def merge(ids,pair,new id):
out=[];1=0
while i<len(ids):
if i+l<len(ids) and (ids[i],ids[i+1])==pair:out.append(new id);i+=2
else:out.append(ids[i]);i+=1
return out

class ByteBPE:
def init (self,pattern=None):
self.pattern=pattern;self.merges={};self.special={}
self.vocab={i:bytes([i]) for i in range(256)}
def chunks(self,text):
if self.pattern is None:return [text]
import regex
chunks=regex.findall(self.pattern, text)
if ''.join(chunks)!=text:raise ValueError('pattern must cover text without
loss')
return chunks
def train(self,text,vocab size=280):
if vocab size<256:raise ValueError('byte vocabulary needs at least 256 entries')
if self.special:raise ValueError('train before registering special tokens')
self.merges={};self.vocab={i:bytes([i]) for i in range(256)}
chunks=[list(c.encode('utf-8')) for c in self.chunks(text)]
for idx in range(256,vocab size):
counts=Counter(pair for ids in chunks for pair in zip(ids,ids[1:]))
if not counts:break
# Explicit tie policy: lexicographically smallest pair.
pair=min(counts, key=lambda p:(-counts[p],p))
chunks=[merge(ids,pair,idx) for ids in chunks]
self.merges[pair]=idx;self.vocab[idx]=self.vocab[pair[0]]
+self.vocab[pair[1l]]
return self
def encode bytes(self,data):
ids=list(data)
while len(ids)>1:
candidates=[p for p in zip(ids,ids[1:]) if p in self.merges]
if not candidates:break
pair=min(candidates, key=self.merges. getitem )
ids=merge(ids,pair,self.merges[pair])
return ids
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def encode ordinary(self,text):
return [1i for c in self.chunks(text) for i in
self.encode bytes(c.encode('utf-8'))]
def register special(self,mapping):
if any(not k for k in mapping):raise ValueError('empty special text')
ids=list(mapping.values())
if any(type(i)!=int or i<@ or i in self.vocab for i in ids) or len(ids)!
=len(set(ids)):
raise ValueError('special ids must be unique, nonnegative and disjoint')
self.special=dict(mapping)
def encode(self,text,allowed special=None):
# None: reject every reserved literal; set(): encode all as ordinary text.
if allowed special is None:
if any(s in text for s in self.special):raise ValueError('reserved special
literal in ordinary input')
return self.encode ordinary(text)
allowed=set(self.special) if allowed special=='all' else set(allowed special)
if not allowed<=set(self.special):raise ValueError('unknown special token')
if not allowed:return self.encode ordinary(text)
pattern='('+"'|"'.join(re.escape(s) for s in sorted(allowed, key=lambda s: (-
len(s),s)))+")"'
return [i for p in re.split(pattern,text) for i in ([self.special[p]] if p in
allowed else self.encode ordinary(p))]
def decode bytes(self,ids):
inv={i:s.encode('utf-8') for s,i in self.special.items()}
return b''.join(self.vocab[i] if i in self.vocab else inv[i] for i in ids)
def decode(self,ids,errors='strict'):
return self.decode bytes(ids).decode('utf-8',errors=errors)
def save(self,path):
Path(path).write text(json.dumps({'format': 'book-byte-bpe-
vl', 'pattern':self.pattern, 'merges':[[a,b,i] for (a,b),i in
sorted(self.merges.items(),key=1lambda
kv:kv[1])], 'special':self.special},ensure ascii=False,indent=2),encoding="'utf-8")
@classmethod
def load(cls,path):
obj=json.loads(Path(path).read text(encoding='utf-8"'))
if obj['format']!="'book-byte-bpe-vl':raise ValueError('unknown format')
out=cls(obj['pattern'])
for a,b,i in obj['merges']:
if i'=len(out.vocab) or a not in out.vocab or b not in out.vocab or (a,b) in
out.merges:raise ValueError('invalid merge graph')
out.merges[(a,b)]=i;out.vocab[i]=out.vocab[a]+out.vocab[b]
out.register special(obj['special']);return out

examples/part3/check_attention.py

"""Positive/negative checks: aggregation, float64 gradients, causality, head
parallelism."""

import json,math,torch

from torch.nn import functional as F

from tiny gpt import TinyGPT

def attention(q,k,v,masked=True):
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s=q@k.transpose(-2,-1)/math.sqrt(q.shape[-1])
if masked:

s=s.masked fill(~torch.ones(s.shape[-2:],dtype=torch.bool).tril(),float('-inf"))
return s.softmax(-1)@v

def main():

torch.manual seed(1729);torch.set num threads(1);torch.use deterministic algorithms(True
)
x=torch.randn(2,4,3,dtype=torch.float64)
loop=torch.stack([x[:,:t+1].mean(1l) for t in range(4)],dim=1)
a=torch.ones(4,4,dtype=torch.float64).tril();a=a/a.sum(-1,keepdim=True)
average error=(loop-a@x).abs().max().item();assert average error<le-14
q,k,v=[torch.randn(1,2,3,2,dtype=torch.float64,requires grad=True) for _ in
range(3)]
gradcheck=torch.autograd.gradcheck(attention,
(q,k,v),eps=1le-6,atol=1e-5, rtol=1le-3);assert gradcheck
y=attention(q,k,Vv);
ref=F.scaled dot product attention(q,k,v,is causal=True,dropout p=0.)
fused error=(y-ref).abs().max().item();assert fused error<le-12
loop heads=torch.stack([attention(q[:,h],k[:,h],v[:,h]) for h in range(2)],dim=1)
head error=(y-loop heads).abs().max().item();assert head error<le-12
v2=v.detach().clone();v2[:,:,2]+=10

causal error=(y[:,:,:2]-attention(q,k,v2)[:,:,:2]).abs().max().item();assert
causal _error==

unmasked change=(attention(q,k,v,False)[:,:,:2]-attention(q,k,v2,False)
[:,:,:2]).abs().max().item();assert unmasked change>0

m=TinyGPT(10) .double().eval();ids=torch.tensor([[1,2,3,4,5]1])

alt=ids.clone();alt[:,3:]=torch.tensor([8,9])

whole model error=(m(ids)[0@][:,:3]-m(alt)[0][:,:3]).abs().max().item();assert
whole model error==0

print(json.dumps(dict(average max error=average error,float64 gradcheck=gradcheck,sdpa m
ax_error=fused error,parallel heads max error=head error,causal prefix error=causal erro
r,unmasked prefix change=unmasked change,whole model prefix error=whole model error),ind
ent=2))

if name ==' main_ ':main()

examples/part3/check_baseline.py

"""Chapter 17 baseline and notebook toy checks, original small corpus."""
import json,torch

from torch import nn

from torch.nn import functional as F

def main():

torch.manual seed(1729);torch.set num threads(1l);torch.use deterministic algorithms(True
)

data=torch.tensor([0,1,2,0,1,2]1*40);T=8;B=4

starts=torch.randint(len(data)-T, (B,));x=torch.stack([data[i:i+T] for i in
starts]);y=torch.stack([data[i+1:i+T+1] for i in starts]);assert
torch.equal(x[:,1:]1,y[:,:-11)
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model=nn.Embedding(3,3);opt=torch.optim.AdamW(model.parameters(),lr=.1)

def loss():return F.cross entropy(model(x).reshape(-1,3),y.reshape(-1))

initial=loss().item()

for _in range(100):opt.zero grad(set to none=True);z=loss();z.backward();opt.step()

final=loss().item();assert final<initial

torch.manual seed(1730);ids=torch.tensor([[0]])

for in range(12):ids=torch.cat([ids,torch.multinomial(model(ids)
[:,-1].softmax(-1),1)]1,1)

scores=torch.tensor([.1,-.2,.3,-.2,.5]);p=scores.softmax(0);p8=(8*scores).softmax(0)

assert p8.max()>p.max()

a=torch.randn(2,3,5,dtype=torch.float64); ln=nn.LayerNorm(5).double();manual=(a-
a.mean(-1,keepdim=True))/torch.sqrt(a.var(-1,keepdim=True,correction=0)+1ln.eps)

err=(ln(a)-manual).abs().max().item();assert err<le-12

print(json.dumps({'input shape':1list(x.shape), 'target shift check':True, 'logits shape':1l
ist(model(x).shape), 'initial bigram loss':initial,'final bigram loss':final, 'sample ids'
:ids.tolist(), 'softmax max':p.max().item(), " 'softmax scaled8 max':p8.max().item(), 'layern
orm_manual error':err},indent=2))

if name ==' main_':main()

examples/part3/check_bpe.py

import json,tempfile,unicodedata
from pathlib import Path
from byte bpe import ByteBPE,merge,GPT4 PATTERN

def main():

corpus='low low lower lowest. FEIH, FIK, \n'*20

tok=ByteBPE().train(corpus,b285)

texts=['",'a', 'hello world', '#3JFX =", 'e\ud301"','é"," \n\t', '<|end|>"]

for s in texts:assert tok.decode(tok.encode(s))==s

assert merge([1,1,1],(1,1),256)==[256,1]

assert len(ByteBPE().train('',300).vocab)==256

assert len(ByteBPE().train('x',300).vocab)==256

with tempfile.TemporaryDirectory() as d:

path=Path(d)/'model.json';tok.save(path);other=ByteBPE.load(path)
for s in texts:assert other.encode(s)==tok.encode(s)

tok.register special({'<|end|>':1000})

try:tok.encode('x<|end|>"');raise AssertionError('must reject special literal')

except ValueError:pass

assert 1000 in tok.encode('x<|end|>',allowed special='all"')

assert 1000 not in tok.encode('x<|end|>',allowed special=set())

# Independent token decoding cannot reconstruct a split UTF-8 code point.

raw=ByteBPE();ids=raw.encode('H"');separate="'"'.join(raw.decode([i],errors="'replace')
for i in ids)

assert separate!='A"' and raw.decode(ids)=="'F"

# A valid merge table where rank priority conflicts with longest-prefix matching.

rank=ByteBPE () ; rank.merges={(98,99):256, (97,98) : 257, (257,99) : 258}

rank.vocab.update({256:b'bc',257:b'ab',258:b'abc'})

assert rank.encode('abc')==[97,256] # Longest vocabulary match would select 258.

# Roundtrip text does not imply every arbitrary id sequence has canonical
segmentation.
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assert rank.encode(rank.decode([257,99]))!=[257,99]
out={"'roundtrip cases':len(texts), 'save load':True, 'overlap merge':
[256,1], 'utf8 middle':ids, 'wrong decode each':separate, 'rank counterexample':rank.encode
('abc'), 'corpus utf8 bytes':len(corpus.encode()), 'encoded tokens':len(tok.encode(corpus)
), ‘compression ratio':len(corpus.encode())/
len(tok.encode(corpus)), ‘unicode same visual different bytes':
['é'.encode().hex(), 'e\ud301'.encode().hex()]1}
try:
regex=ByteBPE(GPT4 PATTERN).train(corpus,285)
for s in texts:assert regex.decode(regex.encode(s))==s
out['regex chunks'l=regex.chunks(' hellol234!\n#HX")
out['regex roundtrip']=True
except ImportError:out['regex roundtrip'l='not run: regex package missing'
print(json.dumps(out,ensure ascii=False,indent=2))

if name ==' main_ ':main()

examples/part3/check_cl100k.py

"""Independent, slow bytes/ranks encoder compared with tiktoken 0.9.0 cl100k base.

This is a compatibility experiment, not a claim about every model named GPT-4.

Uses private tiktoken attributes deliberately; pin version.

import hashlib, json,o0s, random

from pathlib import Path
os.environ.setdefault('TIKTOKEN CACHE DIR',str(Path( file ).resolve().parents[2]/'qa/
part3/tiktoken cache'))

import regex,tiktoken

def encode chunk(data, ranks):
parts=[bytes([b]) for b in data]
while len(parts)>1:
choices=[(ranks[parts[i]+parts[i+1]],i) for i in range(len(parts)-1) if parts[i]
+parts[i+1l] in ranks]
if not choices:break
_,i=min(choices)
parts[i:i+2]=[parts[i]+parts[i+1]]
return [ranks[p] for p in parts]

def main():
enc=tiktoken.get encoding('cl100k base');ranks=enc. mergeable ranks
def ours(text):return [i for ¢ in regex.findall(enc. pat str,text) for i in
encode chunk(c.encode('utf-8'),ranks)]
cases=['"','hello world!!!? (otdstbR!) loll23 &', 'E#JHX',"’
hello', 'hello', '1234567890"', 'e\u0301 é','\n\t ', '<|endoftext|>"']
rng=random.Random(1729) ;alphabet="'abc ABCO123F (= é\n\t!?"
cases += [''.join(rng.choice(alphabet) for in range(rng.randrange(0,60))) for _in
range(100) ]
for text in cases:
actual=ours(text);reference=enc.encode ordinary(text)
assert actual==reference, (text,actual, reference)
assert enc.decode(actual)==text
special='<|endoftext|>"';special id=enc. special tokens[special]
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assert enc.encode(special,allowed special={special})==[special id]
try:enc.encode(special);raise AssertionError('default must reject special literal')
except ValueError:pass

cache=[{'name':p.name, 'sha256"':hashlib.sha256(p.read bytes()).hexdigest(), 'bytes':p.stat
().st size} for p in Path(os.environ['TIKTOKEN CACHE DIR']).glob('*') if p.is file()]

print(json.dumps({'tiktoken':tiktoken. version ,'encoding':'cl100k base', 'cases':len(c
ases), 'exact id equality':True, 'roundtrip':True, 'mergeable entries':len(ranks),'single b
yte id for space':ranks[b'

"], 'special id':special id, 'normal special spelling':ours(special), 'cache':cache,'limit"’
:'Finite test set, well-formed Unicode; does not prove universal equivalence or model/
API prompt format compatibility.'},ensure ascii=False,indent=2))

if _name_=='_main__ ':main()

examples/part3/check_sentencepiece.py

"""Small SentencePiece experiment, not a reproduction of Llama tokenization."""
import json,tempfile

from pathlib import Path

import sentencepiece as spm

def main():
text="hello world\nhello learning\nsmall corpus for a tokenizer\n'*30
outputs={}
with tempfile.TemporaryDirectory() as directory:
root=Path(directory); (root/'toy.txt').write text(text,encoding='utf-8")
for fallback in [False,Truel]:
name='fallback' if fallback else 'no fallback';prefix=str(root/name)

spm.SentencePieceTrainer.train(input=str(root/'toy.txt"'),model prefix=prefix,model type=
'bpe',vocab size=300 if fallback else
44 ,hard vocab limit=False,normalization rule name='identity', remove extra whitespaces=Fa
lse,add dummy prefix=False,byte fallback=fallback,character coverage=1.0,shuffle input s
entence=False,num_threads=1,minloglevel=2)

sp=spm.SentencePieceProcessor(model file=prefix+'.model")

probe="'hello HX()';ids=sp.encode(probe);decoded=sp.decode(ids)

outputs[name]={'ids':ids, 'pieces':sp.encode(probe,out type=str), 'decoded':decoded, 'round
trip':decoded==probe, 'has unk':sp.unk id() in ids, 'vocab size':sp.vocab size()}
assert (decoded==probe)==fallback

print(json.dumps({'sentencepiece':spm. version ,'normalization':'identity', 'num thread
s':1,'results':outputs},ensure ascii=False,indent=2))
if name ==' main_ ':main()
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examples/part3/inspect_tokenizers.py

import json,os

from pathlib import Path
os.environ.setdefault('TIKTOKEN CACHE DIR',str(Path( file ).resolve().parents[2]/'qa/
part3/tiktoken cache'))

import tiktoken

def main():
result={}
for name in ['gpt2', 'cl100k base']:
e=tiktoken.get encoding(name)
rows=[ ]
for s in ['hello',' hello'," hello world!!!"','123456"', 'F3H
X', 'e\ud301','é']:
ids=e.encode ordinary(s);assert e.decode(ids)==s
rows.append({'text':s,"'ids':ids, 'bytes':len(s.encode()), 'tokens':len(ids)})
a,b="hello ', 'world';joined=e.encode ordinary(a+b);separate=e.encode ordinary(a)
+e.encode ordinary(b)
assert joined!=separate
result[name]={"'rows':rows, 'boundary counterexample':
{'joined':joined, 'separate':separate}}
print(json.dumps(result,ensure ascii=False,indent=2))
if _name_=='_main__ ':main()

examples/part3/make_figures.py

import os
os.environ.setdefault('MPLCONFIGDIR','/tmp/book-mpl-part3"')
import matplotlib
matplotlib.use('Agg"')
import matplotlib.pyplot as plt

import numpy as np

from pathlib import Path
out=Path(_file ).resolve().parents[2]/'figures/
part3';out.mkdir(parents=True,exist ok=True)
plt.rcParams.update({'font.size':12, 'svg.fonttype': 'none'})
fig,ax=plt.subplots(figsize=(7,4));a=np.tril(np.ones((3,3)));a/=a.sum(1l, keepdims=True)
ax.imshow(a,cmap='Blues',vmin=0,vmax=1)

for 1 in range(3):

for j in range(3):ax.text(j,i,f'{ali,jl:.2f}', ha="'center',va='center',color="'white' if
al[i,jl>.7 else 'black')

ax.set xticks(range(3),['source 0', 'source 1','source 2']);ax.set yticks(range(3),
['query 0','query 1',6'query 2']);ax.set title('Causal averaging: each row sums to 1')
fig.tight layout();fig.savefig(out/'attention matrix.png',dpi=180);fig.savefig(out/'atte
ntion matrix.svg');plt.close(fig)

def diagram(name, labels,title):

fig,ax=plt.subplots(figsize=(8,5));ax.set x1im(0,10);ax.set ylim(0,10);ax.axis('off');ys

=np.linspace(9,1,len(labels))
for y,label in
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zip(ys, labels):ax.text(5,y,label,ha="'center',6va='center',bbox={"'boxstyle': " 'round,pad=.6"
, ' facecolor': '#e9f0fb', 'edgecolor': '#304e7a'})

for yl,y2 in
zip(ys,ys[1l:]1):ax.annotate('"',xy=(5,y2+.42),xytext=(5,y1l-.42),arrowprops={'arrowstyle':"
> ' lw':1.63)

ax.set title(title);fig.tight layout();fig.savefig(out/
(name+'.png'),dpi=180);fig.savefig(out/(name+'.svg'));plt.close(fig)
diagram('transformer flow',['Token IDs (B,T)', 'Token embedding + position (B,T,C)','x <-
x + Attention(LayerNorm(x))','x <- x + MLP(LayerNorm(x))','Final LayerNorm -> Linear ->
logits (B,T,V)'],'TinyGPT: repeat the Attention + MLP pair twice')
diagram('tokenizer pipeline',['Text: Unicode string', 'Regex text chunks', 'UTF-8 bytes
per chunk -> ranked BPE', 'Token IDs -> language model', 'IDs -> concatenate bytes ->
UTF-8 decode -> text'l], 'Tokenizer and language model are separate stages')
fig,ax=plt.subplots(figsize=(8,3));ax.axis('off")

for x,label in [(1,'a\n97'),(3,'b\n98"),
(5,'c\n99"')]:ax.text(x,2,label,ha="'center', bbox={"'facecolor': '#e9f0fb', 'boxstyle': " 'round
'}

ax.text(4,.8,'bc -> 256 (rank
0)',ha="'center',bbox={'facecolor': '#d8ebdc', 'boxstyle':'round'});ax.annotate('',xy=(4,1)
,Xytext=(3,1.8),arrowprops={'arrowstyle':"'-
>'});ax.annotate('',xy=(4,1),xytext=(5,1.8),arrowprops={'arrowstyle':"-
>'});ax.set xlim(0,6);ax.set ylim(0,3);ax.set title('Synthetic rank test: abc becomes
[a, bc], not abc')

fig.tight layout();fig.savefig(out/'bpe rank.png',dpi=180);fig.savefig(out/'bpe rank.svg
");plt.close(fig)

examples/part3/tiny_gpt.py

"""Original CPU teaching implementation; conceptual reference: Karpathy ng-video-
lecture.

Run: python examples/part3/tiny gpt.py --steps 120

Small synthetic corpus only: neither Shakespeare reproduction nor ChatGPT training.
import argparse, json, math

from pathlib import Path

import torch

from torch import nn

from torch.nn import functional as F

SEED = 1729
CORPUS = ('the cat sat. the dog ran.\n' * 160)

class Attention(nn.Module):
def init (self, width, heads, context, dropout=0.0):
super(). init ()
assert width % heads ==
self.heads, self.d = heads, width // heads
self.gkv = nn.Linear(width, 3 * width, bias=False)
self.proj = nn.Linear(width, width)
self.drop = nn.Dropout(dropout)
self.register buffer('mask', torch.ones(context, context,
dtype=torch.bool).tril())
def forward(self, x):
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b, t, ¢ = x.shape
q, k, v = self.gkv(x).chunk(3, dim=-1)
q, k, v = [a.reshape(b, t, self.heads, self.d).transpose(l, 2) for a in (q, Kk,

scores = (q @ k.transpose(-2, -1)) / math.sqrt(self.d)

weights = scores.masked fill(~self.mask[:t, :t], float('-inf')).softmax(-1)
y = self.drop(weights) @ v

y = y.transpose(l, 2).contiguous().view(b, t, c)

return self.drop(self.proj(y))

class Block(nn.Module):
def init (self, width, heads, context, dropout):
super(). init ()
self.lnl, self.ln2 = nn.LayerNorm(width), nn.LayerNorm(width)
self.att = Attention(width, heads, context, dropout)
self.ff = nn.Sequential(nn.Linear(width, 4*width), nn.ReLU(),
nn.Linear(4*width,width), nn.Dropout(dropout))
def forward(self, x):
X = x + self.att(self.lnl(x))
return x + self.ff(self.ln2(x))

class TinyGPT(nn.Module):
def init (self, vocab, context=16, width=32, heads=4, layers=2, dropout=0.1):
super(). init ()
self.context = context
self.token = nn.Embedding(vocab, width)
self.position = nn.Embedding(context, width)
self.blocks = nn.Sequential(*[Block(width,heads,context,dropout) for in
range(layers)])
self.norm = nn.LayerNorm(width)
self.lm head = nn.Linear(width,vocab)
def forward(self, ids, targets=None):
b,t = ids.shape
if t > self.context: raise ValueError('crop the context before forward')
x = self.token(ids) + self.position(torch.arange(t,device=ids.device))
logits = self.lm head(self.norm(self.blocks(x)))
loss = None if targets is None else
F.cross entropy(logits.reshape(b*t,-1),targets.reshape(b*t))
return logits,loss
@torch.no grad()
def generate(self, ids, count, temperature=1.0):
if temperature <= 0: raise ValueError('temperature must be positive')
was training = self.training
self.eval()
try:
for _ in range(count):
logits, = self(ids[:,-self.context:])
next id = torch.multinomial((logits[:,-1,:]/temperature).softmax(-1),1)
ids = torch.cat((ids,next id),dim=1)
return ids
finally: self.train(was training)

def main(steps=120):
torch.manual seed(SEED); torch.set num threads(1);
torch.use deterministic algorithms(True)
chars=sorted(set(CORPUS)); stoi={s:i for i,s in enumerate(chars)}
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data=torch.tensor([stoi[s] for s in CORPUS],dtype=torch.long)
cut=int(.9*len(data)); train,val=datal:cut],datalcut:]
model=TinyGPT(len(chars));
opt=torch.optim.AdamW(model.parameters(),lr=.003,weight decay=.01)
def batch(split,gen):
starts=torch.randint(len(split)-model.context, (16,),generator=gen)
return tuple(torch.stack([split[i+j:i+j+model.context] for i in starts]) for j
in (0,1))
train gen=torch.Generator().manual seed(SEED+1)
@torch.no grad()
def evaluate():
mode=model.training; model.eval(); result={}
for name,split in [('train',train),('val',val)]:
gen=torch.Generator().manual seed(SEED+2)
result[name]=sum(model(*batch(split,gen))[1].item() for _ in range(8))/8
model.train(mode); return result
before=evaluate()
for in range(steps):
_,loss=model(*batch(train,train gen)); opt.zero grad(set to none=True);
loss.backward(); opt.step()
after=evaluate(); torch.manual seed(SEED+3)
sample='"'.join(chars[i] for i in model.generate(torch.tensor([[stoi['t"']]]),100)
[0].tolist())

print(json.dumps({'torch':torch. version ,'seed':SEED, 'threads':torch.get num threads(

), 'steps':steps, 'parameters':sum(p.numel() for p in

model.parameters()), 'vocab':len(chars), 'context':model.context, 'before':before, 'after':a

fter, 'sample':sample, 'warning': 'Repeated synthetic corpus; validation is not independent

linguistic generalization.'},ensure ascii=False,indent=2))

if npame ==' main "':
p=argparse.ArgumentParser();p.add argument('--steps',type=int,default=120);

main(p.parse args().steps)

examples/part4/draw.py

from pathlib import Path
import matplotlib
matplotlib.use('Agg"')
import matplotlib.pyplot as plt
from matplotlib.patches import FancyBboxPatch
from lab import schedule
ROOT=Path( file ).resolve().parents[2]; OUT=RO0T/'figures/part4d’';
OUT.mkdir(parents=True,exist ok=True)
plt.rcParams.update({'font.size':11, 'svg.fonttype': 'none', 'figure.facecolor':'white'})
def save(fig,name):
fig.savefig(OUT/(name+'.png'),dpi=170,bbox inches="'tight');fig.savefig(0OUT/
(name+'.svg'),bbox_inches='tight');plt.close(fig)
def flow(name,labels):
fig,ax=plt.subplots(figsize=(9,2.5));ax.set(xlim=(0,10),ylim=(0,2));ax.axis('off")
n=len(labels); w=8.8/n
for i,t in enumerate(labels):
X=.3+1*9.5/n

204



ESRISEY

B

dt
[

MItEEZE GPT 5

ax.add patch(FancyBboxPatch((x,.7),w-.15,.65,boxstyle="'round,pad=.06"', facecolor="#e7f0fb
' ,edgecolor="#31517b"'))
ax.text(x+(w-.15)/2,1.025,t,ha="'center',va='center', fontsize=10)
if i<n-1 and name!='checkpoint-state': ax.annotate('',6xy=(x+9.5/
n-.08,1.025),xytext=(x+w-.06,1.025),arrowprops={'arrowstyle':"'->"'})
if name=='checkpoint-state':

ax.add patch(FancyBboxPatch((.15,.5),9.65,1.1,boxstyle="'round,pad=.03",facecolor="'none"',
edgecolor="#888"',linestyle="'--"))
ax.text(5,1.8,'0ne checkpoint: parallel components of the same
snapshot',ha="'center', fontsize=10)
save(fig,name)

flow('gpt2-flow',['Token +\nposition','12 pre-norm\nblocks"', 'Final\nLayerNorm', 'Shared
E\nprojection', 'Logits\nB x T x V'])

flow('assistant-pipeline', ['Documents\n+ tokenizer', 'Pretraining\nnext
token', 'SFT\ndemonstrations', 'Preference\noptimization', 'Prompt +\ntools + eval'l])
flow('checkpoint-state', ['Weights +\nconfiguration', 'Optimizer\nmoments', 'Step +
\nschedule', 'Data cursor\n+ rank state', 'Random\ngenerator state'])
fig,ax=plt.subplots(figsize=(8,3)); xs=list(range(24));ax.plot(xs,[schedule(i) for i in
xs],marker='0"',markersize=3);ax.axvline(4,color="'#999"',linestyle="'--"');ax.axvline(20,col
or="'#999"',linestyle="'--");ax.set(xlabel="'0ptimizer step (zero-based)',6ylabel='Learning
rate',title="'Warmup, cosine decay, floor: a scaled-down
schedule');ax.grid(alpha=.2);save(fig, 'schedule"')
fig,ax=plt.subplots(figsize=(8,3));ax.set(xlim=(0,12),ylim=(0,3));ax.axis('off")

for row, (name,parts) in enumerate([('Full batch',[5]),('Correct microbatch weights"',
[2,3]1),('Wrong equal means',[2.5,2.5])1):
y=2.3-row*.8;ax.text(0,y+.17,name, fontsize=10)

start=5.6

for j,v in enumerate(parts):

ax.add patch(FancyBboxPatch((start,y),v,.38,boxstyle="'round,pad=.02"',facecolor=["'#aecbea
', '#eec698'][j%2]));ax.text(start+v/2,y+.19,('5/5"' if row==0 else (['2/5','3/5'1[j] if
row==1 else '1/2')),ha='center',va='center');start+=v

save(fig, 'accumulation')

examples/part4/lab.py

"""Original CPU teaching experiments. No pretrained weights or network access.
Architecture adapted from Karpathy/build-nanogpt; see NOTICE.md.

import copy, io, json, math, platform

from dataclasses import dataclass, asdict

from pathlib import Path

import torch

from torch import nn

from torch.nn import functional as F

torch.set num threads(1)

torch.manual seed(1337)

torch.use deterministic algorithms(True)
@dataclass

class Config:
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vocab size: int = 17

block size: int = 12
n_embd: int = 16
n_head: int = 4

n layer: int = 2

class Attention(nn.Module):
def init (self,c):
super(). init (); self.c=c
self.gkv=nn.Linear(c.n _embd,3*c.n embd)
self.proj=nn.Linear(c.n_embd,c.n_embd)
self.proj.residual=True
def forward(self,x):
B,T,C=x.shape; H=self.c.n head
q,k,v=[t.reshape(B,T,H,C//H).transpose(1,2) for t in
self.qgkv(x).chunk(3,dim=-1)]
a=F.scaled dot product attention(q,k,v,is causal=True,dropout p=0.0)
return self.proj(a.transpose(1,2).contiguous().view(B,T,C))

class Block(nn.Module):
def init (self,c):
super(). init (); self.lnl=nn.LayerNorm(c.n _embd);
self.ln2=nn.LayerNorm(c.n_embd)
self.attn=Attention(c)

self.mlp=nn.Sequential(nn.Linear(c.n_embd,4*c.n embd),nn.GELU(approximate="'tanh'),nn.Lin
ear(4*c.n_embd,c.n embd))
self.mlp[-1].residual=True
def forward(self,x):
x=x+self.attn(self.lnl(x)); return x+self.mlp(self.ln2(x))

class TinyGPT(nn.Module):
def init (self,c=Config()):
super(). init (); self.c=c
self.wte=nn.Embedding(c.vocab size,c.n embd);
self.wpe=nn.Embedding(c.block size,c.n embd)
self.blocks=nn.Sequential (*[Block(c) for _ in range(c.n layer)])
self.ln=nn.LayerNorm(c.n _embd);
self.head=nn.Linear(c.n embd,c.vocab size,bias=False)
self.head.weight=self.wte.weight
self.apply(self. init)
def init(self,m):
if isinstance(m, (nn.Linear,nn.Embedding)):
std=.02*(2*self.c.n layer)**-.5 if getattr(m, 'residual', False) else .02
nn.init.normal (m.weight,0Q,std)
if isinstance(m,nn.Linear) and m.bias is not None: nn.init.zeros (m.bias)
def forward(self,idx):
B, T=idx.shape
if T>self.c.block size: raise ValueError('context overflow')
x=self.wte(idx)+self.wpe(torch.arange(T,device=idx.device))
return self.head(self.ln(self.blocks(x)))

def schedule(i,warm=4,end=20,peak=6e-4,floor=6e-5):
if i<warm: return peak*(i+1)/warm
if i>end: return floor
return floor+.5*(1+math.cos(math.pi*(i-warm)/(end-warm)))*(peak-floor)
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def flat grad(m):
return torch.cat([p.grad.reshape(-1) for p in m.parameters()])

def mean loss(m,Xx,y):
return F.cross entropy(m(x).reshape(-1,m.c.vocab size),y.reshape(-1))

def optimizer(m):

ps=list(m.parameters())

return torch.optim.AdamW([{'params':[p for p in ps if p.ndim>=2], 'weight decay':.1},
{'params':[p for p in ps if
p.ndim<2], 'weight decay':0.}],1lr=.002,betas=(.9,.95),eps=1e-8)

def one step(m,o0,Xx,y):
0.zero grad(set to none=True); l=mean loss(m,x,y); Ll.backward()
norm=nn.utils.clip grad norm (m.parameters(),1.); o.step()
return 1.item(),norm.item()

def tests():

out={"'python':platform.python version(), 'torch':torch. version ,'device':'cpu', 'thread
s':torch.get num threads(), 'seed':1337}
m=TinyGPT() .double(); c=m.c
assert m.head.weight is m.wte.weight
out['unique parameters']=sum(p.numel() for p in m.parameters())
# Same-valued independent tensors do not implement tying.
independent=nn.Parameter(m.wte.weight.detach().clone())
assert independent.data ptr()!=m.wte.weight.data ptr()
out['tied storage']=m.head.weight.data ptr()==m.wte.weight.data ptr()
W=torch.randn(3,5,dtype=torch.float64); a=torch.randn(2,3,dtype=torch.float64)
out['transpose import error']=(a@W-F.linear(a,W.T)).abs().max().item()
q,k,v=[torch.randn(2,2,5,4,dtype=torch.float64,requires grad=True) for _ in
range(3)]1]
mask=torch.ones(5,5,dtype=torch.bool).tril()
manual=((q@k.transpose(-1,-2)/2).masked fill(~mask,float('-inf')).softmax(-1))@v
sdpa=F.scaled dot product attention(q,k,v,is causal=True)
gm=torch.autograd.grad(manual.square().sum(), (q,k,v),retain _graph=True)
gs=torch.autograd.grad(sdpa.square().sum(), (q,k,v))
out['attention forward max error']=(manual-sdpa).abs().max().item()
out['attention grad max error'l=max((a-b).abs().max().item() for a,b in zip(gm,gs))
assert out['attention grad max error'l]<le-12
x=torch.randint(c.vocab size,(5,6)); y=torch.randint(c.vocab size, (5,6))
models=[copy.deepcopy(m) for _ in range(3)]
mean_loss(models[0],x,y) .backward()
for sl in [slice(0,2),slice(2,5)]:
(mean_loss(models[1],x[sl],y[sl])*x[sl].shape[0]/5).backward()
(mean_loss(models[2],x[sl],y[sl])/2).backward()
g=flat grad(models[0]); out['weighted accumulation error']l=(g-
flat grad(models[1])).abs().max().item()
out['wrong equal microbatch error']=(g-flat grad(models[2])).abs().max().item()
assert out['weighted accumulation error']<le-12 and
out['wrong equal microbatch error']>le-5
# DDP mathematical simulation only: two equal-size rank means averaged.
ranks=[copy.deepcopy(m) for in range(2)]; full=copy.deepcopy(m)
mean loss(full,x[:4],y[:4]).backward()
for r in range(2): mean loss(ranks[rl,x[2*¥r:2*¥r+2],y[2*r:2*r+2]).backward()
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out['ddp average math error']=(flat grad(full)-(flat grad(ranks[0O])
+flat grad(ranks[1]))/2).abs().max().item()
assert out['ddp average math error']<le-12
stream=torch.arange(30); B,T,R=2,3,2
batches=[]
for r in range(R):
buf=stream[B*T*r:B*T*r+B*T+1]; bx=buf[:-1].view(B,T); by=buf[l:].view(B,T)
assert torch.equal(by,bx+1);
batches.append({'rank':r, 'x"':bx.tolist(),'y':by.tolist(), 'next start':B*T*r+B*T*R})
out['batch shifts']=batches
out['schedule']={str(i):schedule(i) for i in [0,3,4,12,20,211}
assert schedule(3)==schedule(4)==6e-4 and schedule(20)==schedule(21)==6e-5
# Completion-only scoring; row with lower sum is not always lower mean.
losses=torch.tensor([[.7,.7,01,[.5,.5,.5]],dtype=torch.float64)
mask=torch.tensor([[1,1,0],[1,1,1]],dtype=torch.float64)
out['completion score sum argmin']=int((losses*mask).sum(-1).argmin())
out['completion score mean argmin']=int(((losses*mask).sum(-1)/
mask.sum(-1)).argmin())
# Actual shifted completion mask: last prompt logit predicts first completion.
tokens=torch.tensor([[1,2,3,4],[1,2,4,0]1])
cmask=torch.tensor([[0,0,1,1],[0,0,1,0]],dtype=torch.float64)
logits=torch.zeros(2,4,5,dtype=torch.float64)
logits[0,1,3]1=5; logits[0,2,4]=5
logits[1,1,4]=-5

shifted=F.cross entropy(logits[:,:-1].reshape(-1,5),tokens[:,1:].reshape(-1),reduction="
none').reshape(2,3)
good=(shifted*cmask[:,1:]).sum(-1)/cmask[:,1:].sum(-1)
bad=(shifted*cmask[:,:-1]).sum(-1)/cmask[:,:-1].sum(-1)
assert good.argmin().item()==0
# Perturbing only prompt-target loss must not change completion-only score.
changed logits=logits.clone();
changed logits[:,0,:]=torch.randn(2,5,dtype=torch.float64)*20

shifted2=F.cross entropy(changed logits[:,:-1].reshape(-1,5),tokens[:,1:].reshape(-1),re
duction="'none').reshape(2,3)

good2=(shifted2*cmask[:,1:]1).sum(-1)/cmask[:,1:].sum(-1)

assert torch.equal(good,good2)

out['shifted completion scores']=good.tolist()

out['wrong unshifted mask scores']=bad.tolist()

out['prompt loss invariance error']=(good-good2).abs().max().item()

# Causality: changing a future token cannot change earlier logits.

changed=x.clone(); changed[:,4:]=(changed[:,4:]+1)%c.vocab size

out['causality prefix error']=(m(x)[:,:4]-m(changed)[:,:4]).abs().max().item()

assert out['causality prefix error']==0

# Exact CPU resume test, including optimizer and RNG, no hidden external state.

train=TinyGPT().double(); opt=optimizer(train)

one step(train,opt,x,y)

buf=io.BytesIO();
torch.save({'config':asdict(train.c), 'model':train.state dict(), 'optimizer':opt.state di
ct(),'rng':torch.get rng state(), 'next step':1,'loader position':0},buf)

nextx=torch.randint(c.vocab size,(2,6)); nexty=torch.randint(c.vocab size,(2,6))

one step(train,opt,nextx,nexty)

buf.seek(0); ck=torch.load(buf,weights only=True)

restored=TinyGPT(Config(**ck['config'])).double();
restored.load state dict(ck['model']); ropt=optimizer(restored);
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ropt.load state dict(ck['optimizer']); torch.set rng state(ck['rng'])
rx=torch.randint(c.vocab size,(2,6)); ry=torch.randint(c.vocab size,(2,6)); assert
torch.equal(rx,nextx) and torch.equal(ry,nexty)
one step(restored, ropt, rx,ry)
out['checkpoint resume max error']=max((a-b).abs().max().item() for a,b in
zip(train.parameters(),restored.parameters()))
assert out['checkpoint resume max error']==0 and restored.head.weight is
restored.wte.weight
# A tiny deterministic cyclic-language training run: not GPT-2 reproduction.
torch.manual seed(1337); toy=TinyGPT(); op=optimizer(toy)
tx=(torch.arange(48).view(8,6)%c.vocab size).long(); ty=(tx+1)%c.vocab size
initial=mean loss(toy,tx,ty).item(); history=[]
for step in range(100):
loss,norm=one_step(toy,op,tx,ty)
if step in [0,9,49,99]:
history.append({'step':step, 'pre update loss':loss,'pre clip norm':norm})
final=mean loss(toy,tx,ty).item(); assert final<initial
out['toy training']={'task':'next token is (current+l) modulo 17, fixed
batch', 'initial loss':initial, 'final post update loss':final, 'history':history}
# Supplemental notebook explorations, isolated RNG to preserve prior results.
with torch.random.fork rng():
torch.manual seed(1337)
noise=torch.randn(100,768,dtype=torch.float64)
unscaled=noise.sum(0); scaled=(noise/10).sum(0)
out['residual noise std unscaled']=unscaled.std().item()
out['residual noise std scaled']=scaled.std().item()
assert torch.allclose(unscaled.std()/
scaled.std(),torch.tensor(10.,dtype=torch.float64))
net=nn.Sequential(nn.Linear(16,32),nn.GELU(),nn.Linear(32,1)).double()
xx=torch.randn(4,16,dtype=torch.float64);
yy=torch.randn(4,1,dtype=torch.float64)
n2=copy.deepcopy(net)
F.mse loss(net(xx),yy).backward()
for i in range(4): (F.mse loss(n2(xx[il),yy[i]l)/4).backward()
out['notebook mlp equal accumulation error']=(flat grad(net)-
flat grad(n2)).abs().max().item()
assert out['notebook mlp equal accumulation error']<le-12
out['passed']=True
return out

if name ==' main_ ':
result=tests(); print(json.dumps(result,ensure ascii=False,indent=2))
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